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Measurement Automation with SigLab 
 

Measurement automation can prove to be a daunting task with outdated software paradigms 
and "rack and stack" technology. Combining MATLAB Graphical User Interface (GUI) tools 
with SigLab® measurement functions produces a Windows-based automated measurement 
solution that is powerful and easy to implement. 

 

Overview 

The Steps to Automation 
The three basic steps to creating an 
automatic measurement and test solution 
are: 
 
1. Define measurements required. 
2. Define measurement limits. 
3. Write a MATLAB M-file that 

automatically makes the measurements 
and compares the results to the limits. 

 
 

 
Features such as operator log in/out, device-
under-test serial number entry, test report 
generation, and measurement archival are 
often required. Since MATLAB is a general 
programming language (albeit optimized for 
numerical analysis and visualization), these 
features are easy to implement. 
 

Limit Generation 
 

(limgen M-file) 

Auto Test M-file 
(calls auto_vxx) setup file 

 
limit file 

 

Virtual Instrument(s) 
vna: Network Analyzer 
vsa: Spectrum Analyzer 
vos: Oscillosope 
vfg: Function Generator 

 

File 2 
upper / lower 

limits 
 

File 3 
test data 

File 1 
data 
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test preparation 

run-time 

Figure 1 outlines the 
overall automation 
strategy. A virtual 
instrument is used to set 
up the proper 
measurement 
parameters. This 
information along with 
measurement data is 
stored in File 1. A limits 
generation utility is used 
in conjunction with the 
measurement data in File 
1 to create test limits 
stored in File 2. The 
measurement parameters 
and limits are used by the 
auto test M-file during the 
execution of the test. 

Figure 1 - Automation Strategy 
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The Strategy 
One of the most difficult tasks in automating 
measurements using traditional 
instrumentation is setting up the instrument 
state. Cryptic strings for the IEEE-488 
interface are difficult to modify, and tedious 
to create. The SigLab automation strategy 
(see Figure 1) completely bypasses this 
error prone step by using the virtual 
instruments (VIs) to define the measurement 
state. Since the VIs save both control state 
and measurement data (File 1), the VIs are 
the perfect tools to define and refine the 
measurement parameters. The limit 
generation utility uses the data acquired by a 
VI to establish the pass/fail limit criteria 
(File 2).  
 
Once the measurements have been setup and 
the limits generated, the auto test M-file 
uses the measurement definitions and limits 
to implement the test. 
 

Measurement Definition 

The VIs Allow Easy Measurement 
Setup 
Optimizing a measurement when many 
measurement parameters are involved can 
be a difficult and time consuming process. 
Using a VI overcomes this difficulty by 
providing a graphical means of 
measurement control. Virtual instruments 
are provided covering the main classes of 
measurements performed on dynamic 
systems: 
Oscilloscope vos.m vos_auto.m 
Spectrum Analyzer vsa.m vsa_auto.m 
Network Analyzer vna.m vna_auto.m 
Function Generator vfg.m vfg_auto.m 
Figure 2 shows the Network Analyzer VI 
with a frequency response measurement of a 
dynamic system (an electrical filter). To 
make this measurement, the user must 
specify approximately 14 different 
parameters. Specifying the automated test 
setup using a graphical interface is much 
more convenient than embedding the 
measurement parameters in software. 
 

 

Optimizing the transfer function 
measurement parameters is 
easy with the vna GUI based 
virtual instrument. 

When the measurement has 
been made, the user specifies 
the file to which both control 
state and data are saved. The 
contents of this file are used to 
set limits and define the 
measurement setup for 
subsequent automation. 

Figure 2- Network Analyzer VI (vna) 
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The user designates the file to store the state 
of the VI and the measurement data. In this 
case, the file is vauto1.vna. The limit 
generation program uses the measurement 
data in the file to set test limits. The auto 
test M-file uses the state information in the 
file to duplicate the measurement 
parameters of the VI. 

Limit Generation 

Limgen.m 
The limgen utility can be used to generate 
test limits. There are two primary 
approaches that can be used to generate the 
limits: 
 
1. Compute from measured data. 
2. Enter graphically from test specs. 
 
In both cases, the initial starting point is a 
VI file which contains a set of measurement 
data. This file could contain a measurement 
of a typical device, or by using MATLAB, 
the user may have combined the measure-
ments from a large number of devices to 
build up a composite measurement.  
 

 
 
Figure 3 shows the transfer function 
measurement with upper and lower limits. 
The upper limit is set by the user entered  
error bands. The "+delta Y" value is added 
to the data while the data set is translated to 
the right and left by the amounts specified in 
the "+/- delta X" fields. These allow for 
error bounds to account for errors in 
magnitude (y) and frequency (x).  
 

The lower limit was computed using the  
"- delta Y" parameter and subsequently 
edited by using the mouse. The editing 
capability allows the test limits to be 
graphically entered. Simply compute the 
limits from the data and then edit them.  
 
Although not shown in Figure 3, phase 
limits may also be specified for the transfer 
function data.  

Computed Limits in MATLAB 
Cases often arise where graphical limits are 
not appropriate. For these situations, the 
limits can be computed directly in MATLAB 
and applied to the test data. 

Lower limit manually entered.

Upper limit computed
from data.

 

Figure 3 shows the limit 
generation utility with transfer 
function data from the network 
analyzer VI.  

The upper limit was computed 
using the following 3 
parameters: 

Figure 3 - Limit Generation Utility 

Add 3 dB to 
measurement. 

Slide data to right 8 
measurement intervals. 

Slide data to left 8 
measurement intervals. 

 

The lower limit was initally 
computed (using -delta Y) 
and then manually edited. 
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Automated Measurements 
We will now shift our focus from the tools 
used in test preparation to those used during 
the run-time phase.  

Using vxx_auto.m Functions 
Each of the four primary virtual instruments 
has an automated counterpart which makes 
identical measurements, but lacks the 
graphical user interface.  
 
The VIs and their automated counterparts 
are as follows: 
 
Oscilloscope vos.m vos_auto.m 
Spectrum Analyzer vsa.m vsa_auto.m 
Network Analyzer vna.m vna_auto.m 
Function Generator vfg.m vfg_auto.m 
 
Measurement data is not produced by the 
function generator, but the generator is 
useful as a source of excitation when using 
the oscilloscope or spectrum analyzer VIs. 
 
The syntax of the automatic measurement 
functions is shown in Figure 4. The 'init' 
action must be used once to download code 
(if necessary) and initialize some internal 
variables. The next call to the function will 
perform a measurement. If the 'meas2out' 
action is specified, the measurement will be 
made with the parameters specified in 
Setup_File (a vna file in this case), and 
returned in the four output variables Out1 

through Out4. If the 'meas2file' action is 
invoked, all of the above happens and a file 
with the name "Output_File" is also written. 
This file has exactly the same format as a 
regularvna file. 
 
To maximize throughput, the previous 
measurement setup is used if the Mode 
parameter is specified as 'repeat'. In this 
case, the measurement setup parameters are 
not sent to SigLab, since they are assumed 
to be the same as in the previous 
measurement. Repeat mode is useful for 
creating adjustment loops.  

Control via siglab.dll 
In most cases, the four automatic 
measurement programs will prove to be 
efficient and sufficient to create powerful 
automatic test routines. Occasionally a 
lower level of hardware control is neces-
sary. This control can be attained by using 
the siglab.dll MEX interface routine 
directly.  

Automation Examples 

Minimal User Interface – a Simple Test 
The following example will demonstrate: 
 
• SigLab initialization. 
• Measurement of a transfer function. 
• Comparison against magnitude limits. 
• Report pass/fail status. 

Figure 4 - Automated Measurement Routine Syntax (vxx_auto.m) 

function [Out1,Out2,Out3]=vna_auto(Action,Setup_File,Mode,Output_File); 
 Actions 
 'init' must initialize hardware before measurement 
 'meas2out' returns: 
  Network measurement (XferDat)   in Out1 
  frequency vector (Fvec)   in Out2 
  Coherence      in Out3 
  channel status (ChanStat)   in Out4 
 'meas2file'  returns new  
  XferDat CohDat and vi_timestamp to Output_File as with above variables. 
 Mode 
  'new'  use setup information in Setup_File  
  'repeat' repeat measurement using the setup defined by the previous  
    'new' command 
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The program is shown in Figure 5 with 
comments in the left column. It requires two 
lines of code to make the measurement 
defined by the setup information in the 
vauto1.vna file. Two more lines accomplish 
the upper and lower limit comparisons. The 
comparison results are then reported to the 
operator. Those who have struggled with 
IEEE-488 commands and Basic (or similar 
low level languages) will appreciate the 
efficiency of this approach. 

A Graphical User Interface 
The next example will demonstrate the 
steps required to add a simple user interface 
to the previous test.  
 
The example will demonstrate the 
following: 
• Create a window. 
• Create an axis for plotting. 
• Provide a user Run button. 
• Perform a network measurement. 
• Plot the measurement results. 
• Plot the limits. 
• Report pass/fail information. 
 

The user interface is shown in Figure 6. The 
upper and lower limits surround the 
measured frequency response of the device 
under test. 
 
The code to implement the automated 
measurements with the graphical interface is 
shown in Figure 7. To understand the code 
fully one should be familiar with MATLAB; 
however, even the uninitiated can follow the 
general structure.

 

 
Figure 6 - Sample user interface 

% test1.m: simple automatic test demo script m-file 
  clc; 
 
 
 
  vna_auto('init'); 
 
  [Xfer,Fvec] = vna_auto('meas2out','vauto1.vna','new'); 
 
 
  load vauto1.lna -mat  
 
  cmphi=sum(abs(Xfer) > abs(UpperLimit)); 
  cmplo=sum(abs(Xfer) < abs(LowerLimit)); 
 
 
 
  if     (cmphi+cmplo < 1      disp('Pass: high and low'); 
  elseif (cmphi>=1 & cmplo>=1) disp('Fail: high and low'); 
  elseif  cmphi>=1             disp('Fail: above high limit'); 
  elseif  cmplo>=1             disp('Fail: below low limit'); 
  end; 

Clear command window. 

Initialize the hardware.

Make measurement. 

Load the test limits. 

Compare against high. 
Compare against low. 

Report pass/fail status 
using the comparison 
results and the disp() 

function to return text to  
the command window. 

Figure 5 - An Automated Test Example 
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 function test2(Action); 
%  Actions 
%      'init' set up the application 
%      'run'  start the test 
   global HAT_; 
    
   if nargin==0 Action='init'; end; 
 
% define handle indices 
   f1      = 1; runpb   = 2; ax1     = 3; 
   pl_data = 4; pl_upr  = 5; pl_lwr  = 6; pftext  = 7; 
    
   if strcmp(Action,'init')    
 
       HAT_(f1)=figure('Position',[1,1,400,320],... 
                       'Color',[64/255,64/255,64/255],... 
                       'Name','Automatic Test Demo ',... 
                       'menu','none','Resize','off',... 
                       'NumberTitle','off'); 
       HAT_(runpb)=uicontrol('Style','Pushbutton',... 
                             'Position',[20,20,80,25],... 
                             'String','Run',... 
                             'Callback','test2(''run'')'); 
       HAT_(ax1)=axes('Units','pixels',... 
                      'Position',[60,90,320,190],... 
                      'NextPlot','add','DrawMode','fast',... 
                      'Box','on','Color',[0,0,0],... 
                      'XLim',[0,2000],'YLim',[-50,40],... 
                      'FontSize',8);  
       title('Frequency Response'); 
       xlabel('Hertz'); ylabel('dB'); 
        
       colors=[0,1,0; 1,0,0; 1 1 0;]; % green ,red ,yellow 
       for ip=0:2 
          HAT_(pl_data+ip)=line('clipping','on',... 
                                'Color',colors(ip+1,:),... 
                                'erasemode','background');  
       end; 
       HAT_(pftext)=uicontrol('Style','text',... 
                              'Position',[120,20,200,20],... 
                              'BackGroundColor',[1,1,1]);                             
                                                   
       vna_auto('init');  % initialize hardware 
 
elseif strcmp(Action,'run') 
      % execute the test 
      set(HAT_(pftext),'string','measuring'); 
      [Xfer,Fvec]=vna_auto('meas2out','vauto1.vna','new'); 
       
 
      load vauto1.lna -mat  % loads LowerLimit UpperLimit 
      cmphi=sum(abs(Xfer) > abs(UpperLimit)); %Hi compare 
      cmplo=sum(abs(Xfer) < abs(LowerLimit)); %Lo compare 
       
      set(HAT_(pl_data),'Xdata',Fvec,... 
                        'Ydata',20*log10(abs(Xfer))); 
      set(HAT_(pl_upr), 'Xdata',Xlimvec,... 
                        'Ydata',20*log10(abs(UpperLimit))); 
      set(HAT_(pl_lwr), 'Xdata',Xlimvec,... 
                        'Ydata',20*log10(abs(LowerLimit))); 
      if     (cmphi+cmplo) < 1  
            pfstring='Pass: high and low'; 
      elseif (cmphi>=1 & cmplo>=1)  
            pfstring='Fail: high and low'; 
      elseif  cmphi>=1 
            pfstring='Fail: above high limit'; 
      elseif  cmplo>=1 
             pfstring='Fail: below low limit'; 
      end; 
      set(HAT_(pftext),'string',pfstring); 
    end; 
end;  % test2 function 

Define a function (test2). 

List its actions (comments). 

Define a global handle vector. 

Force the init action (). 

Define handle vector indices. 

Start if then else construct. 

Init action is next. 

Create a window (figure) 
 with desired properties. 

Create a pushbutton with a 
callback that runs the test. 

Create an axis to plot measured 
data and upper/lower limits. 

Label the axis. 

Data/upper/lower line colors. 

Create 3 line objects for plotting. 

Create a text area to report the 
test results. 

Initialize the hardware. 

If the Run button is pressed. 

Inform operator of measurement. 

Make the measurement. 

Load the test limits. 

Do high/low comparisons. 

Plot data and limits in dB. 

Report test results back to 
operator with a string in the text 

object. 

Figure 7 - An Automated Test with a Graphical User Interface 
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Interfacing to Auxiliary 
Devices 

IEEE-488 
Professor Godfrey at Stanford University 
has created some M-files to interface with 
instruments on the IEEE-488 bus. 
 
The entire interface is written in M-files, so 
it is relatively easy to work with. It requires 
a GPIB card from CEC Corp. and their basic 
(CECHP.EXE) software. There is a 
README file on the ftp site that provides 
more information. 
 
To get the software: 
   ftp isl.stanford.edu 
   login; anonymous 
   cd pub/godfrey/reports 
   get readme 
 
if you want the whole thing: 
   binary 
   get gpib.zip 
 
If you want your name on a mailing list 
about the software, send e-mail to: 
godfrey@isl.stanford.edu 

Serial Port 
Another useful means of controlling devices 
other than SigLab is by way of a serial port. 
Spectral Dynamics has a simple serial 
routine for string oriented I/O that may be 
called within the MATLAB environment. 

 

Conclusion 
The MATLAB graphical user interface tools 
and the SigLab system may be combined to 
form a first class Windows based automatic 
test and measurement system. Since 
MATLAB has all the features of a general 
purpose programming language, it is easy to 
communicate with auxiliary devices.  
 
If desired, the MATLAB/SigLab 
combination can also be used from within 
other programming environments. This 
methodology does not use the MATLAB 
GUI tools, but treats the MATLAB/SigLab 
combination as a measurement engine. 
 
For more information contact:  
Spectral Dynamics 
1010 Timothy Drive 
San Jose, CA  95133-1042 
Phone: (408) 918-2577 
Fax: (408) 918-2580 
Email: siglabsupport@sd-star.com 
www.spectraldynamics.com 
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Interfacing Telephony Signals to SigLab™ 
 
It is often necessary to perform measurements on analog telephone lines. The SigLab® 
differential inputs make it easy to interface to these lines. This application note describes one 
approach to constructing this interface. 
 

Overview 

Typical Telephone Signal 
Characteristics 
Analog telephone lines have a wide range of 
signal levels. During the ring period, signals 
of 130 V peak are present. Voice levels are 
on the order of a few hundred mV peak-to-
peak riding on approximately 10 V of DC 
offset. The telephone line is balanced with a 
nominal 600 ohm impedance, therefore 
requiring differential voltage measurements. 

SigLab Signal Conditioning Features  
The standard SigLab input full-scale range 
is ±10 V. An access hatch in SigLab's top 
cover allows the user to install custom 
signal conditioning circuitry. 
 
Opening the access hatch exposes two  
14-pin dual-in-line headers (one for each 
channel) with three resistors connected as 
shown in Figure 1. These headers are behind 
the input BNC connectors. SigLab's input is 
a differential type with a 1 Mohm 
differential input impedance. 
 

Line to Input / Output 
Coupling 

A Differential Voltage Divider 
Given the signal levels and impedances 
previously mentioned, a passive voltage 
divider will do the job. Replacing the two 
standard resistor configurations (assuming a 
2-channel interface) with the configuration 
shown in Figure 2 provides an 11:1 
attenuation.  

 
Several points should be noted: 
1) The 11:1 scale factor may seem odd (10:1 
more natural), but the 11:1 scaling is 
handled easily by way of the engineering 
units in the VI software. This attenuation 
provides a full-scale capability of ±110 V. 
The system actually works fine to the 130 V 
levels encountered on the line due to the 
extra margin built into SigLab's front end. 
2) The 22 Kohm differential input 
impedance is more than sufficient for 
telephony work given the nominal 600 ohm 
line impedance. 
3) The accuracy and common mode 
rejection are a function of the resistor 

 

 Input BNC 

System 
Gnd. 

Figure 2  -  Telephony Input Conditioning 
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tolerances. For best results, use 1% or better 
resistors. 

A Transformer for the Output  
Providing a signal to the telephone line is 
slightly more complicated. Normally the 
system (PC and SigLab) ground path is via 
the SCSI cable to the host computer and 
then to "ground" via the usual safety ground 
conductor in the power cord. One solution is 
to eliminate this ground path by running a 
notebook PC and SigLab from battery 
power. A better method is to use a telephone 
coupling transformer with a 1:1 turns ratio. 
 
The objective is to provide a stimulus to the 
telephone line for a transfer function 
measurement. The precise characteristics of 
the transformer (turns ratio, loss, frequency 
response, etc.) are not critical since the 
stimulus will be monitored after the 
transformer.  
 
Figure 3 shows the connections to the 
coupling transformer along with a 560 ohm 
series resistor providing an AC source 
impedance of approximately 600 ohms. A 
fine choice for the transformer, among many 
others, is the Stancor type TTPC-1, -2, -6, or 
-7 (available from Newark Electronics). 

0

50 Ohms 1:1 560 Ohms

SigLab External

  

Making Measurements 

Engineering Units for Scaling 
The vos, vsa, vna and vid virtual instru-
ments support engineering units. Using the 
engineering units allows the proper scale 
factors for the input to be applied to the 

displayed data. These factors are also stored 
with the measurement data in the 
appropriate file. 

On/ Off-Hook 
If the impedance presented to the line is 
high (e.g. 22K ohms) the line does not "see" 
this loading and behaves as though the line 
is inactive (the telephone is on the hook). 
This is useful for making non-intrusive 
measurements. 
 
If an impedance of 600 ohms is connected to 
the line, the line goes to the off-hook state 
and behaves as though the telephone 
handset has been lifted from the cradle. A 
dial tone signal is created when the line goes 
from the on-hook to off-hook state. 

A Measurement Example 
Figure 4 shows a typical electrical 
measurement configuration for a 2 channel 
measurement, including coupling a source 
to the line. SigLab's 2 input channels are 
assumed to be configured as in Figure 2. 
 
This configuration allows both single 
channel measurements (power spectrum or 
time-domain), as well as a 2 channel 
transfer function measurement. 
 
Two telephone lines are connected to 
SigLab input channels, and Line 1 is 
coupled to the output generator. A standard 
telephone is also connected to the lines. A 
single-line phone will suffice, but with a 
two line phone transfer function 
measurements can be made for calls in both 
directions. 

Figure 3  -  Output Interface 
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The following steps are taken to set up for 
the transfer function measurement: 
 
1. Open S1 and S2. 
2. Select line 1 with the telephone. 
3. Pick up the handset, and dial line 2's 

number. 
4. When line 2 rings, close S2. 
5. Close S1, and hang up the handset. 
 
Telephone lines 1 & 2 are now connected 
through the local switching office. The 
transfer function of the circuit (through the 
telephone office) can be measured now.  
 

Frequency Response 
An interesting measurement is the frequency 
response of a station-to-station call. 
 
SigLab has three different virtual 
instruments for measuring the frequency 
response of a linear system: 

1. vna: network analyzer (FFT based). 
2. vss: network analyzer (swept sine). 
3. vid: system identification. 
 
The signal to noise ratio and linearity of the 
telephone system make the vna a good 
choice for this measurement.  
 
Figure 5 shows the setup and resulting 
frequency response measurement of the 
vna. For a power spectral or a time domain 
measurement we would need to turn 
engineering units on to account for the 
attenuators. However for this transfer 
function the engineering units are not 
needed since the attenuation is the same on 
both channels. 
 
A chirp excitation serves as the stimulus to 
the system. The chirp contains energy 
throughout the selected analysis band of DC 
to 5 kHz. It is injected into line 1 via the 
transformer. Note that channel 1 is 
connected directly across line 1 to monitor 
the excitation. The frequency response ofthe 
transformer therefore does not affect the 

SigLab
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620 ohms
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Figure 4  -  Two Channel Measurement 
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measurement. The measurement provides 
the relationship of V2 to V1.  
 
The measurement reveals a 16 dB loss at 
approximately 300 Hz and a roll-off of 12 
dB more at 3 kHz. This leads to an ultimate 
attenuation of 28 dB at the 3 kHz band edge. 
 

 
 
 
Figure 6 shows both the magnitude and 
phase of the line transfer function plotted 
with a log x-axis (Bode plot). The plot was 
captured using the Windows Metafile 
format in the vna and then imported directly 
into this document. The Metafile format 
provides the best graph quality.  

 

 

Conclusion 
This note describes how to interface 
SigLab's inputs and outputs to standard 
analog telephone lines. As a measurement 
example, the vna (network analyzer) is used 
to characterize station to station 
transmission properties. Many other 
measurements are possible with the SigLab / 
MATLAB combination including: 
• Group delay. 
• Line modeling (differential equations). 
• Line impedance. 
• Noise and distortion. 
• Cross talk. 
• Transient response. 
• Long record excitation and response. 
 
These measurements provide a means to 
fully characterize a typical telephone 
connection.  

For more information contact: 
Spectral Dynamics 
1010 Timothy Drive 
San Jose, CA  95133-1042 
Phone: (408) 918-2577 
Fax: (408) 918-2580 
Email: siglabsupport@sd-star.com 
www.spectraldynamics.com 
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Figure 5  -  Frequency Response 

Figure 6  -  Telephone Line Bode Plot 
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Biasing Internally Amplified Accelerometers 
 
Accelerometers with integrated amplifiers are a popular alternative to those requiring external 
charge amplifiers. SigLab's top hatch access to the input signal conditioning circuitry makes 
building an internal accelerometer interface easy. This note describes a method of 
constructing an interface to accelerometers with internal amplifiers. 

Overview 

Bias Requirements 
Many of today's accelerometers contain an 
integrated amplifier consisting of a FET, 
some bipolar transistors, and a few passive 
components. This scheme eliminates the 
need for a charge-to-voltage converter with 
its inherent problems, such as cable-induced 
noise. To use the integrated devices, a 
constant current bias must be applied to the 
amplifier, and the resulting dc offset 
component must be removed from the 
output signal.  
 
The recommended range of a bias current is 
from 2 to 6 mA. The higher currents are 
needed for long cables, high signal levels, 
and high frequencies. For cables less than 
ten feet, 2 mA is sufficient for most 
applications (consult your accelerometer 
specifications). This bias current is injected 
into the center conductor of the coaxial 
cable which connects the accelerometer to 
SigLab. The return path for the bias current 
is through the coax shield. 
 
The bias current causes a dc offset, called 
Bias Operating Voltage (VBOV ), between 

the center conductor and the shield. VBOV  is 

usually between 11 and 13 V but can be 
higher if the 6 mA bias current is used or if 
the accelerometer is cold.1 
 
To maintain signal integrity, the bias source 
must supply a constant current at any 
accelerometer voltage (VAcc ) up to 

V VBOV Signal+ . VSignal  is the level produced  

 
by the accelerometer responding to 
maximum anticipated acceleration. This 
level therefore depends on the anticipated 
maximum acceleration and the 
accelerometer sensitivity. This requirement 
is summarized by: 

V V VAcc BOV Signal≤ +( )  (1) 

Constructing a Bias Source 
Figure 1 illustrates a bias source constructed 
with three resistors, one capacitor, and one 
integrated current source (LM334). The 
largest positive power supply voltage, VPS , 

available directly in SigLab is 15 V ± 3.5%. 
This sets an upper voltage limit for which 
the current source can supply a constant 
current. The current level supplied by the 
National Semiconductor LM334 is set by an 
external resistor between its R and -V pins. 
A 2 mA current is produced with a 33 ohm 
resistor. The LM334 requires almost a 1 V 
difference between its +V / -V pins to keep 
the current at 2 mA. 

+V

110K

Cblock

LM334
33=Riset

+15=Vps

R

Rcm=10

-5=Vm5

A

Analog Gnd

B

BNC

Accelerometer

+2mA

Wilcoxon Model
726

Insulator

Magnetic Base
Wilcoxon Model

B1A

Figure 1  - SigLab Accelerometer
Bias Source

SigLab

Cable VAcc

-V

To differential
inputs

P

Assuming a VPS = 14.5 V and a 1 V drop 
across the LM334, the 2 mA current is 

APPLICATION NOTE 
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supplied only if the center conductor voltage 
(with respect to the system ground) is less 
than 13.5 V: 

V V VMAX PS LM= − =334 135.  V (2) 
The dc component is removed with the 
capacitor, Cblock. The low frequency -3 dB 
point is set by this capacitor and the 110 K 
ohm resistor. SigLab's internal 1M ohm 
resistor appears in parallel with the 110 K 
hence the following: 

f
CblockdB− =

⋅ ⋅ ⋅
⋅3 5

1

2 10π
 (3) 

 
Therefore, a capacitor of 10 uF provides a 
low frequency -3 dB point of 0.16 Hz.  
 
The accelerometer also has a low frequency 
roll-off. The value of Cblock should be 
chosen so that the f dB−3  point in (3) is 

lower than the accelerometer 3 dB 
frequency by a factor of about 4 or more. 
This insures that the accelerometer 
dynamics dominate the low frequency 
measurement behavior. 
 
This note will now expand upon two 
measurement scenarios: 
1. low level: VSignal ≤ 0 5.  V 

2. high level: VSignal ≤ 5  V  

Only positive signal excursions are 
considered because negative excursions are 
not influenced by the bias supply. 

Low Level Signals 
In this configuration, the P-end of the Rcm 
resistor is returned to the system analog 
ground ( the A position in Figure 1). Given 
the restriction of (2), and the fact that VBOV  

can be 13 V, it becomes clear that there is 
not a great deal of range remaining for the 
signal: 
V V V

V
Signal MAX BOV

Signal

≤ −

≤

( )

.05
 

 
This circuit's maximum signal level is 
therefore constrained by the high value of 

VBOV  in the accelerometer and the 15 V 

supply in SigLab. 
 
Given the above restrictions, if the 
accelerometer has a sensitivity of 100 mV/g, 
accelerations of up to 5 g can be measured 
confidently. Often this signal level (0.5 V) 
is adequate if low levels of vibration are 
being measured or if the accelerometer has a 
low enough sensitivity. 
 
Figure 2 illustrates severe signal clipping on 
positive peaks. Although it may not be 
obvious, the system is becoming nonlinear 
even below the 1.15 V clipping level. 
Measurements made on the accelerometer 
used indicated a VBOV of 13 V. SigLab's 

power supply was found to be 14.75 V, so 
the guaranteed linear range would be up to 
the 0.75 V level.  

Figure 2  -  Signal Clipping

Note flat top at 1.15
volt level.

A good way to insure that the results are 
always accurate is to set SigLab's full-scale 
voltage to any range below the maximum 
theoretically linear value. In this case, 
signals up to 0.75 V are assured to be 
accurately produced (linear) so the 0.62 V 
range (or lower) can be used. Doing this 
insures that SigLab's overload detectors are 
activated before there is any possibility of 
the acceleration measurement being non-
linear. 
 
Figure 3 illustrates an acceleration signal at 
a lower level. Notice the well-defined peak 
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at 0.51 V. This is crude indication that the 
accelerometer is operating in a linear region. 

Figure 3  -  Signal in Linear Range
 

 

Noise and Spurious Signals 
The circuit in Figure 1 with a Wilcoxon 
Model 726 (100 mV/g) accelerometer was 
used to determine the noise performance of 
the accelerometer interface. 

Figure 4  -  Noise and Spurious Signals  
Figure 4 illustrates the noise spectrum of the 
accelerometer using the bias source 
interface. The noise floor did not 
perceptibly change when a 50 ohm input 
termination resistor was replaced by the 
combination of the accelerometer and bias 
source. This validates that very little noise is 
generated by the accelerometer and bias 
source combination. 

High Level Signals 
The circuit in Figure 1 can be modified to 
handle accelerometer voltage outputs about 
10 times as large as the previous version. 
This is possible because SigLab has a 
differential input amplifier. Instead of 
returning the P-end of the Rcm to analog 
ground, it can be returned to the -5 V power 
supply (the B position in Figure 1). This 
provides an effective VPS = 20  V assuming 
nominal +15 and -5 V supplies. The -5 V dc 
term is then a common mode signal to the 
differential input and greatly attenuated. 
Applying equations (1) and (2) with 
nominal power supply values yields:  
V V VMAX PS LM= − = − =334 20 1 19  V 

V V VSignal MAX BOV≤ − = − ≤19 13 6  V 

The resulting VSignal ≤ 6  V is a substantial 

improvement over the maximum value of 
the previous configuration. 
 
Figure 5 shows a +5 V output signal 
produced by the same accelerometer and 
bias source used in Figures 2 & 3. The -5 V 
supply was used to increase the linear range.  

Figure 5  -  Five Volt Signal Capability

The drawback of this approach is that the 
low side of the accelerometer is at -5 V with 
respect to SigLab's signal ground. When 
SigLab is operated from the ac mains, the 
case of the accelerometer is at a -5 V 
potential with respect to the “green” (or 
safety) ground return. Properly installed 
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equipment (motor, machine, etc.) is always 
connected to this green ground return.  
 
Therefore, a short circuit between the case 
of the accelerometer and a safety ground 
through the device being measured must be 
avoided. This is easily accomplished with 
an insulated mount such as the B1A from 
Wilcoxon Research shown in Figure 1. This 
insulated mount is useful in breaking ground 
loops (differences in voltage between the 
low side of the analyzer input and the 
machine being measured). Therefore an 
insulated mount is beneficial even when the 
low side of the accelerometer is grounded 
(the A position in Figure 1 or 7). 
 
It should be noted that even with the 
insulated mount, the accelerometer must be 
handled with care. Its case must be 
prevented from inadvertently shorting to any 
metallic object with a ground return or, 
worse yet, an external power source (e.g. 
110 Vac). The 10 ohm resistor (Rcm) is 
does not sufficiently limit the current into 
SigLab, and damage is likely 

Common Mode Signals 
A relatively low value for Rcm (10 ohms) is 
used in the bias source to minimize the 
pickup of unwanted ac signals through 
capacitive coupling. Although common 
mode signals are severely attenuated by the 
CMRR of SigLab's differential inputs, it is 
prudent to further minimize them with a low 
value of Rcm.  

Physical Construction 
Figure 7 illustrates a component layout on a 
14-pin dual in-line component header. The 
A/B selection is accomplished by wiring the 
end of the 10 ohm resistor to the desired 
point (pin 12 for analog ground (A), pin 8 
for -5 V (B)). The LM334 is in a plastic 3 
leaded package, and the top view is shown 
in Figure 7. 

 

LM334 Top 
View 

 

Cblock (Tantalum 20wvdc) 

110K 

33 

10 

A 

B 

3 Resistors 5% 
1/8 Watt 

 

14-pin DIL 
Header 

 

Figure 7 - Physical Construction of Bias 
Source on a 14-pin Header 

P 

 

Conclusion 
The construction of a bias source for 
accelerometers with integrated amplifiers 
has been presented. Handling positive 
excursions of less than 0.5 V is easy. 
Handling larger excursions (up to 5 V) can 
be done with the same simple circuit, but 
there is some risk. Choosing the 5 V option 
requires some diligence on the part of the 
user in the mounting and handling of the 
accelerometer. More complicated schemes 
can be created using power conversion 
technology to provide a higher bias voltage, 
but the simple approach presented will 
satisfy a wide variety of real-world 
applications. 
 
For more information contact: 
Spectral Dynamics 
1010 Timothy Drive 
San Jose, CA  95133-1042 
Phone: (408) 918-2577 
Fax: (408) 918-2580 
Email: siglabsupport@sd-star.com 
www.spectraldynamics.com 
                                                      
1 Accelerometers with a lower VBOV  can be 

ordered from Wilcoxon Research in 
Gaithersburg MD 20878, Tel: (301) 330-
8811. This will increase the available 
positive swing.  
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APPLICATION NOTE 

System Identification: A Practical Tool from a 
Fiddler's Paradise 

Measuring the frequency response of a linear system is a typical first step in characterizing it's 
dynamic behavior. Requirements in control design and signal processing often demand 
information beyond the frequency response. Underlying differential and/or difference 
equations provide a concise mathematical description defining all other dynamic behavior. 
The task of estimating these equations from measurements of input and output signals is 
referred to in the control literature as the process of System Identification (SID). Despite the 
complexity of the signal processing involved, the complete identification process can be 
integrated into an easy to use GUI based application. 

Overview 

Where are We Going? 
In 1971 two Swedish researchers, Åström 
and Eykhoff, published a paper that referred 
to the field of System Identification (SID) as 
a "Fiddler's Paradise."1 Although many 
advances have been made in unifying the 
underlying theories, there continues to be a 
wide variety of approaches promoted in 
technical journals, text books, and 
conferences twenty-four years after this 
astute observation. This article is not 
intended to illuminate the SID expert, but 
rather the practicing engineer or researcher 
desiring a working knowledge of: 
 
• What the process of SID is 
• Why SID is useful 
• Data acquisition requirements and 

suggestions 
• Some real-world examples of SID 
• A detailed description of a time-tested 

SID algorithm  
• The integration of the data acquisition 

and SID algorithm into an easy-to-use 
GUI based application 

 
The order may seem somewhat unorthodox, 
(i.e., examples before the discussion of the 
underlying algorithm), but if the examples 
are irrelevant to the reader, the details of the 
algorithms will be of little consequence. 

Electrical

Mechanical

passive / active circuit

automotive suspension

robotic positioning

communication channel

home/office heating

engine emmissions

Thermodynamic

hot water heater

m

R

C

L

fk
large space structures

Plant

Input Output
u(t) y(t)

e(t)
Process noise (undesired)

mixer

heater

cold liquid

hot liquid

autopilot

Figure 1 - Examples of Typical Plants 

Plant..... What's a Plant? 
The bulk of the theory and applications of 
SID evolved from control systems research. 
In control parlance, the dynamic system 
being identified (or modeled) is called the 
plant. The plant can take on a wide variety 
of forms. Generally speaking, a plant is an 
object or collection of objects,  produces an 
output by modifying an input. The input to 
the plant could be temperature, pressure, 
voltage, current, position, velocity, 
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acceleration, and so on. The input can also 
contain more than one variable (e.g., several 
signals from transducers measuring various 
conditions of an engine). The output from 
the plant can be in the form of any of the 
inputs (temperature, pressure, position, etc.) 
and it also can contain several signals. 
 
This article will focus on single-input, 
single-output (siso) plants since they are the 
most prevalent. The siso models can be 
combined to create multi-input, multi-output 
models if necessary. 
 
Figure 1 depicts some examples of 
electrical, mechanical, and thermal plants. 
The common underlying link between all of 
these examples is that they can be 
accurately described mathematically by 
linear constant/coefficient, differential 
equations. A plant described by these 
equations is said to be Lumped-Linear-
Time-Invariant (LLTI). Even plants that are 
mildly non-linear, slowly time-varying, and 
possibly distributed in nature (e.g., those  
require partial differential equations for a 
full description) can often be adequately 
modeled using these LLTI assumptions. 

When to Use System Identification 
Techniques 
If you require a mathematical model of a 
component or subsystem, SID may be the 
most accurate and direct path to this 
information. For instance, control systems 
engineering using state/space techniques 
require mathematical descriptions beyond 
the system's transfer function estimate. 
 
If a graphical representation (e.g., frequency 
response) of the plant dynamics is sufficient 
for your purposes, then the more difficult 
task of system identification may not be 
worth the effort. 
 

Why Not Analyze the Plant by Applying 
Physical Principals? 
There are two reasons for using SID: 
 
1. Complete knowledge of the physical 

parameters of the plant may not be 
known. Therefore, it is impossible to 
analytically determine the underlying 
differential equations. 

 
2. Even with all the given physical 

parameters, the complexity of the plant 
may preclude an accurate analysis. 

 
Mechanical plants are often good examples 
of how a seemingly simple physical system 
can have a remarkably complex dynamic 
description. This, for the most part, is due to 
the fact that mechanical systems are often 
distributed in nature rather than "lumped" 
like the simple spring-mass-dashpot system 
in Figure 1.  
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Figure 2  -  A "Simple"Acoustic System 
 
Figure 2 illustrates this point. Two audio 
transducers are coupled by a length of PVC 
tube. The plot illustrates the frequency 
response (relationship between response y 
and input u) of this simple electro-
mechanical plant. A frequency response 
analysis over the 0-5000 Hz band shows 11 
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distinct peaks. This implies that a 
differential equation of order 22 or greater is 
necessary to describe the dynamics of this 
"simple" system. Not only are the acoustic 
wave properties of the PVC tube involved, 
but the dynamic characteristics of the 
transducers are as well. Analytically 
determining this plant's dynamic equations 
is next to impossible. 
 

The Steps to System 
Identification 
We will address the task of "off-line" 
identification using time-domain data. This 
means that measurements are made on the 
plant (input-output time histories are 
acquired), and subsequently a software 
algorithm is applied to this data to estimate 
a plant model. It is assumed that an 
excitation can be applied to the plant and 
the resulting response measured.  
 
There are three primary steps to the off-line 
SID task: 
 
1. Collect input-output data from the plant. 
2. Analyze this data with a SID algorithm.  
3. Validate the model. 
 
We will focus on these three steps.  

Step 1: Data Acquisition 

Garbage In - Garbage Out 
This time-worn axiom is applicable to the 
process of SID. The most sophisticated SID 
algorithms will produce results  are no 
better than the data submitted to them. To 
perform input-output measurements on the 
plant modeled, we will be dealing with a 
sampled data acquisition system.  
 
Table 1 outlines the features required by the 
data acquisition system for use in SID. The 
"poor" column represents hardware  will not 
do a good job, while the "best" column has 
all the required features to support SID. 

 
Feature Poor  Best 
Excitation:    
• burst pseudo random Yes  Yes 
• band limiting No  Yes 
• band translation No  Yes 
    
Acquisition:    
• Fs >2•Fmax Yes  Yes 
• lowpass alias filters No  Yes 
• bandpass alias filters No  Yes 
• pre-triggering Yes  Yes 
• time averaging Yes  Yes 
• high linearity Yes  Yes 

 

Table 1 - SID Excitation and Data Acquisition 
Requirements 

 
Let's go over the list in a bit more depth to 
discuss why these features are important. 
Start with the excitation. In order to 
stimulate the plant, you need a source of 
excitation. The excitation must be capable 
of stimulating the entire range of 
frequencies over  the plant is to be modeled.  
 
A repeating pseudo random burst is a good 
choice for an excitation since it covers a 
band of frequencies. It is spectrally rich and 
unlike a chirp signal, it has a low sample-to-
sample correlation. The best SID estimates 
will be obtained when the initial conditions 
of the plant states are known. The only 
practical way to establish the initial 
conditions of the plant is by forcing them to 
zero. The burst pseudo random excitation 
helps us here. A small amount of pre-trigger 
delay captures the output (and input) to the 
plant before the onset of the burst. The burst 
terminates and remains off for a period of 
time long enough to insure the states of the 
plant being identified have decayed to a 
value approaching zero. 
 
It is beneficial to control the frequency 
range of this excitation, hence the band 
limiting feature listed in the table. In 
modeling an electro-mechanical component 
over the dc to 1 kHz range, there is no 
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benefit in exciting it over a dc to 100 kHz 
range. In fact, it is usually detrimental since 
you must drive the plant 100 times harder to 
get the same energy density over the 1 kHz 
range.  
 
Likewise, if you are modeling a band-pass 
device, there is no benefit in exciting it 
beyond the bandwidth of the desired model, 
hence the band translation capability listed 
in the table is desirable. You can get by 
without excitation bandwidth control, but it 
is far better to focus the spectral energy to 
the bandwidth of interest. 
 
The analysis frequency range will be 
determined by the model's characteristics as 
well as the intended application. For 
instance, the analysis of a residential 
telephone communication channel would 
span the dc-5 kHz range since most of the 
interesting dynamics of the channel are 
contained in this range.  
 
On the other hand, components in a 
mechanical control system could have 
complex dynamic behavior into the 10s of 
kHz region. Due to the data acquisition used 
in the controller design and the control 
system design goals, a frequency range of 
only a few hundred Hz is of interest.  
 
Now, on to the acquisition requirements. 
First, optimal SID requires programmable 
bandwidth alias filters. Well designed alias 
filters allow the acquisition sampling 
frequency to be set to 2.56 times the filter 
bandwidth. 

D/A
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Input/Output Data records
to ID algorithm{ }uT { }yT
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u t( ) y t( )
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Figure 3 - Typical Data Acquisition 

Configuration 
 
These filters guarantee the data will be free 
of aliases over the selected filter bandwidth. 
 
The best data acquisition systems also have 
programmable bandpass filters. These are 
useful when analyzing plants with closely 
spaced resonances. These filters should be 
on both the excitation and acquisition 
channels. 
 
Triggering allows the input-output plant 
time histories to be averaged. Averaging is 
beneficial when there is noise generated by 
the plant. Figure 1 shows a noise signal e(t) 
injected into the plant. This noise may be 
modified by the plant dynamics and coupled 
to the observed output signal y(t). 
 
Repeating the excitation (identical pseudo 
random burst noise excitation sequences) 
and averaging the input-output time 
histories will reduce the undesired noise 
component of the output signal due to e(t). 
Assuming the noise term is uncorrelated 
with the averaging process, averaging can 
provide a significant reduction in this error 
at the expense of measurement time.  
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Figure 4 - Optimal Data Acquisition 
Configuration 

 
Finally, it is important to have a highly 
linear acquisition system. Errors in the 
acquisition gain or dc offset can be easily 
corrected in software, but linearity errors are 
difficult (if not impossible) to remove. A 
good indicator of acquisition linearity is the 
spurious free dynamic range (sfdr) of the 
data acquisition system. Acquisition systems 
with 60 dB sfdr are linear to about 0.1%. 
Those with 80 dB or better sfdr have 
excellent linearity (approximately 0.01%). 
 
As for notation, a continuous time signal 
will be referred to as y(t). A sequence of 
samples of this signal at times will be 
referred to as time history {yT}. A single 
sample from this sequence at time  will be 
referred to as XT. 

A Tale of Two Measurements 
To further amplify the importance of proper 
data acquisition, a simple example is in 
order. We make two FFT-based transfer 
function estimates on a physical plant. The 
first estimate uses the hardware 
configuration in Figure 3. The features in 
this configuration are listed in the "poor" 
column of Table 1. Figures 5a and b show 
the measured input and output (averaged) 
time histories of this physical plant, with the 

resulting frequency response estimate 
computed from this data in Figure 5c. 
 
Figures 5d and e show the same 
measurements but performed with the 
hardware in Figure 4. Notice the time 
histories in 5d and e are similar to those 
plotted in 5a and b. However, there is an 
obvious difference in the frequency 
response estimates shown in 5c and 5f. 
What's going on here? Aliasing. 
 
Since aliased data creates serious errors in 
even the relatively trivial FFT-based 
frequency response estimate, would one 
expect the more sophisticated SID 
estimators to be immune to this corrupted 
data? 
 
Why is the data infected by aliases? First, it 
must be understood that aliasing will occur 
in any sampled data system if frequency 
components of the digitized signal exceed 
one half the digitizer sampling rate (the 
Nyquist frequency). 
 
The acquisition sampling rate was set to 
12.8 kHz. The pseudo random excitation 
was not bandlimited. The test article has 
significant response to the excitation well 
beyond the Nyquist frequency of 6.4 kHz. 
Consequently significant aliasing occurred 
on both the input and output time history 
measurements. These aliases are not evident 
by inspecting the time history plots of 
Figures 5a and b. They manifest themselves 
as what might appear to be random noise on 
the transfer function estimate. The error is 
not random and averaging will not remove 
or reduce it. The time history data are 
garbage.  
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Figure 5  -  Excitation, response, and frequency response estimates. Measurements in the 
upper row (a,b) were made the with hardware shown in Figure 3. Measurements in lower row 
(d,e) were made with the hardware shown in Figure 4. Note the similarity in the time-domain 
plots, but the poor frequency response estimate in c compared with the estimate in plot f. The 
transfer function estimates in plots c and f were computed from: 
Y f abs fft y

T
fft u
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( ) log ( ( ({ })./ ({ })))= ⋅20 10  

Step 2: Data Analysis 

The Basic Concept 
As implied by the title, there is more than 
one way (a fiddler's paradise) to create a 
model from measurements on the plant. The 
techniques fall into two major groups: time 
domain and frequency domain.2 A time- 
domain technique will be discussed here. 
 
Time-domain techniques have the advantage 
of not requiring yet another estimation 
technique (the transfer function estimate) as 
a front end to the algorithm. Input-output 
time history measurements of the plant are 
all that are necessary.  
 
Figure 6 illustrates the basic concept behind 
time-domain SID. The LLTI plant is excited 
with bandlimited burst pseudo random noise 
as in the previous examples.  
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Figure 6 - Conceptual Analysis of SID 

Algorithm 
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The excitation and response from the plant 
is bandlimited, digitized, and averaged on a 
burst-by-burst basis by the data acquisition 
system to reduce the effect of the process 
noise e t( ) . The resulting averaged input-
output discrete time histories { }u

T
and { }y

T
 

(plotted in Figure 5d & e) are analyzed on a 
sample-by-sample basis by the (concep-
tualized) ID algorithm illustrated in the box 
formed by the broken line in Figure 6.  
 
The samples, u

T
, from the digitized input 

time history{ }u
T

, are the input to a digital 

filter. The coefficients of this filter are 
adjusted by the error minimization routine 
with the objective of making each output 

sample of the filter, y
T

^ , match each output 

time sample of the plant yT . Of course, due 
to noise e t( ) , plant non-linearities, and 
other inaccuracies, you will never get 
perfect agreement.  
 

uT

yT

−a1

−a2

b1 b2

−a3

b3

z−1 z−1 z−1

 
Figure 7  - Direct Form Digital Filter Topology 
 
Figure 7 illustrates one of many possible 
digital filter topologies. The input and 
output of this filter are related by the 
difference equation (1) . 
 

y b u a yT i
i

T i i T i
i

= ⋅ − ⋅
=

− −
=

∑ ∑
1

3

1

3

 (1) 

In Equation 1 the yT  represents a sample 
from the output time history at time T . The 
z−1  boxes in Figure 7 represent unit sample 
delays such that if sample xT  is present on 
the input of the delay element, sample 

xT −1 is on its output. The uT i−  represents a 
sample from the input time history delayed 
by i samples. 
 
During the identification process, the ai  

and bi coefficients are adjusted by the error 
minimization routine. 
 
The order (or complexity) of the filter is 
defined by the number of unit delay 

elements ( z −1 ). In this example, we show a 
third order filter. Therefore, determining the 
filter order is also a part of the SID process. 
If a robust and numerically efficient SID 
algorithm is used, it will be shown that there 
is little penalty for specifying a model order 
that is in excess of the actual plant order. 
 
The objective of the SID process is to 
produce filter coefficients  minimize the 
mean square of the error sequence ε T  in 
Figure 6. 

The Initial Z-plane Model 
The ai & bi  in (1), along with the data 
acquisition sampling rate, is one version of a 
discrete time description of the plant 
dynamics. An alternative description is the 
discrete time transfer function H z( ) . 
When working with discrete time systems, 
the Ζ transform is often employed: 

( )Z x x zT T
T

T

≡ • −

=∞

∞

∑  (2) 

 
Start by defining H z( ) in terms of U z( ) and 
Y z( )  (the Z transforms of yT and uT ). 
 

Y z y

U z u

H z
Y z

X z

T

T

( ) Z( )

( ) Z( )

( ) ( )
( )

=

=

≡

  (3,4,5) 
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Equation 6 is simply (1) rewritten 
expressing an arbitrary model order with 
a0 1= . 
 

b u a yi
i

M

T i i T i
i

N

=
− −

=
∑ ∑⋅ − ⋅ =

1 0

0   (6) 

 
Taking the Ζ  transform of (6) produces: 
 

Z( )

( ) ( )

b u a y

U z b z Y z a z

i
i

M

T i i T i
i

N

i
i

M
i

i
i

i

N

=
− −

=

=

− −

=

∑ ∑

∑ ∑

⋅ − ⋅ =

⋅ − ⋅ =

1 0

1 0

0

(7) 

 
and solving (7) for H z( )  provides two 
equivalent forms. Equation 8 describes the 
discrete time system function H z( ) , as the 
ratio of two polynomials. 
 

H z
b z

a z

i
i

M
i

i
i

i

N( ) =
⋅

⋅

=

−

−

=

∑

∑
1

0

   (8) 

Whereas (9) describes H z( )  in terms of the 
roots of these polynomials. The zero 
locations are the zi  (the magnitude of 
H z( ) goes to 0.0 when z zi= ) and the pole 

locations the pk (the magnitude of H z( )  
goes to infinity when z pk= ). 

H z K
z z

z p
gain

i
i

M

k
k

N( )
( )

( )
= ⋅

−

−

=

−

=

∏

∏
1

1

1

  (9) 

The poles and zeros define the magnitude 
and phase of the transfer function H z( ) . 
The gain term, Kgain , is required in (9) since 

the absolute gain and sign is lost when 
H z( ) is written in terms of the roots of the 
numerator and denominator polynomials. 
 
It should be noted that the objective of SID 
is to arrive at a description of the plant 
dynamics in terms of Equations 6, 8, or 9. 
There is little chance, however, that these 

results are exactly in the format you would 
want them. If a continuous time plant model 
is required, a transformation from discrete 
time to continuous time is in order. If a 
discrete time model is required, sampling 
rate change is often needed. 

Changing the Z-plane Model 
Sampling Rate 
The discrete time plant model produced by 
the SID process is valid at the sampling rate 
used for the data acquisition. Often the 
sampling rates of the end system are set well 
beyond those used during the data 
acquisition phase to ease the anti-alias 
filtering requirements of the end system. To 
make the discrete time model useful, it is 
important to be able to change the sampling 
rate. Fortunately, this is not too difficult.  
 
The upper center plot in Figure 8 illustrates 
a discrete time model in terms of z-plane 
poles and zeros per (9). This model is valid 
for the frequency at which the data 
acquisition took place: Facq=5120 Hz. The 
gray regions in the plots represent the 
transition bands of the anti-alias filters in 
the data acquisition hardware. The transition 
bands, naturally, do not have the level of 
alias protection provided in the analysis 
band. Singularities in this region that do not 
lie on the negative real axis are, therefore, 
potentially suspect. 
 
The pole and zero locations can be 
transformed using (10) in Figure 8. This 
equation defines how each singularity is 
relocated to accommodate the new sampling 
rate (Fnew). The resulting model for an 
8000 Hz sampling rate is shown in the lower 
left z-plane plot (8). The new sampling rate 
should be greater than the rate used for 
acquisition to avoid what is tantamount to 
aliasing. 
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Mapping the Z- to S-plane 
The z-plane model of the plant is  most 
useful when it is used as part of a discrete 
time system. 
 
On the other hand, a continuous time model 
is preferable if the plant is part of a 
continuous time system or if a better 
understanding of the parameters of the plant 
will be obtained with an s-plane description. 
Since the basic SID results are in the z-
plane, a mapping must be used to transform 
the results to the s-plane. 
 
An analogous set of equations to (3-9) exists 
for the continuous time case, where LL is 
Laplace transform operator: 

L( ( )) ( ) ( )x t x t e dt X s
t

st≡ ⋅ =
= −∞

∞
−∫

U s u t

Y s L y t

H s
Y s

U s

( ) L( ( ))

( ) ( ( ))

( ) ( )
( )

=

=

=

 (10, 11,12,13) 

 
Solving the constant coefficient differential 
equation as in (7) yields the system 
function H s( ) as the ratio of two 
polynomials in s : 
 

H s
b s

a s

i
i

M
i

i
i

i

N( ) =
⋅

⋅

=

=

∑

∑
1

0

  (14) 

 
Equation 15 is a factored version of (14) in 
terms of the polynomial roots (s-plane 
pole/zero locations z pi k, ). 

H s K
s z

s p
gain

i
i

M

k
k

N( )
( )

( )
= ⋅

−

−

=

−

=

∏

∏
1

1

1

 (15) 

 
There are numerous methods for 
transformation between the z- and the         

s-plane. One method is outlined in the upper 
right box in Figure 8.3 Equation 16 defines 
how the z-plane singularities map to the s-
plane. For this mapping, z-plane singu-
larities on the negative real axis are dropped 
since they have no counterparts in a 
continuous time model. If there are poles 
and zeros outside the analysis bandwidth;  
naturally, they will have some effect on the 
data inside the analysis band. Therefore, a 
perfect match between the frequency 
response of the model and the frequency 
response from direct measurements of the 
plant may not be obtained. The resulting s-
plane pole/zero frequencies are, however, 
accurate and unaffected by the out of band 
singularities.  

Step 3: Model Validation 

How Closely Do the Model Dynamics 
Match the Actual Plant Dynamics? 
Above each of the models (z- or s-plane) in 
Figure 8, an overlay of the frequency 
response of the model computed from its 
pole-zero-gain description, and the 
frequency response computed from the data 
{ }uT  and { }yT  per Figure 5f, is plotted. 
These plots appear to have only one line 
each, but this is due to the excellent match 
between the dynamics of the plant model 
and the plant.  
 
Another popular way of examining the 
model accuracy is to plot the error signal 
ε T . If ε T is not explicitly available, it may 
be computed by feeding samples from the 
measured input sequence {uT} into the 
model described by (6). This will produce 
an output time history yT

^ .  Plotting sample- 
by-sample difference between the model 
output yT

^  and the measured output yT is 
another indication of the accuracy of the 
model. In the ideal case, there would be no 
difference between yT

^  and yT. 
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Z to Z

Changing the a discrete time
model's sampling rate can be
accomplished by applying the
following simple transformation
to each pole and zero in the
model:

z znew old
Fnew Facq= ( / )

Fnew is the new sampling

rate, Facq is used during
data aquisition.

z-plane Model Fnew=8000 Hz

Z to S
One (of several possible)
mappings from the z-plane to
the s-plane is done by applying
the following transformation to
each pole and zero of the z-
plane model that does not lie on
the negative real axis:

s Facq z= ⋅ )

s-plane Model

...(10)

...(16)

Figure 8 - Transformation of the original z-plane model (center) valid for a 5120 Hz sampling rate to a 
z-plane model with a sampling rate of 8000 Hz (lower left) or a s-plane continuous time model (lower 
right). In each case the frequency response of the model is computed and overlayed with the frequency 
response of the plant, which is computed per Figure 5f. The agreement between the model and the 
actual frequency response is excellent so there appears to be a single frequency response curve. 
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Some Real-world Examples 
The following examples are intended to 
provide you with some real-world examples 
of SID in action. It is important to recognize 
that each of the examples involves an actual 
physical device. There was no 
mathematically contrived data whatsoever. 
Optimal measurement hardware (Figure 4) 
was used with the identification algorithm 
yet to be described.  

Electro-Mechanical Actuator 
The first example SID task consists of 
characterizing an electro-mechanical plant. 
In order to implement an optimal control 
design using state space techniques, the 
dynamic model of this plant is required. 
 

u t Iin t Vsense t( ) ( ) ( ) /= = 10

Iin t( ) Fout

Coupler

M

Actuator

y t( )

- Rsense +

Vs

Accelerometer
0.1 V/g

10Ω

Rout

Axis of motion.

Figure 9 - Electro-Mechanical plant. Current 
Iin(t) produces acceleration measurement y(t). 

 
The plant, illustrated in Figure 9, consists of 
four components: actuator, coupler, 
accelerometer, and mass. The electro-
dynamic actuator produces a force propor-
tional to input current Iin t(). The 
mechanical coupler has dynamic character-
istics (it cannot, however, be replaced by a 
non-deformable mass).  
 
An accelerometer and a mass equal to the 
anticipated load (minus the mass of the 
accelerometer) are attached to the end of the 
coupler. The accelerometer output is used to 

measure the motion of the coupler output 
with mass loading.  
 
A continuous time position control system 
will be constructed. The control loop 
bandwidth will be below 50 Hz, so a dc-200 
Hz frequency band is selected for analysis. 
This will insure that any important 
resonances are included in the model. 
  
The input to the system (Figure 9) is defined 
as current Iin t(). If a current source is not 
available to test the system, a voltage source 
with a current sense resistor (Rsense) is also 
acceptable. 

 
The output impedance of the voltage source 
(Rout) is not critical, but it must be low 
enough to provide adequate excitation to the 
system. 
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Figure 10 -  s-plane Model of Electro-

mechanical System Dynamics 
 
Figure 10 illustrates the results of the SID 
process. Ideal mechanics would not have the 
in-band resonances. Detailed knowledge of 
these resonances in the form of an accurate 
s-plane model, will aid in the design of a 
stable control system. 

Communication Channel 
SID can be valuable in the study of any 
dynamic system. A communications 
engineer needs the s-plane model of a 
telephone transmission channel to assess the 
required complexity of an equalization 
scheme. A simple equalization scheme can 
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be implemented by inverting the system 
function of the communication channel. The 
system function can be estimated by using 
SID.  
 
To accomplish this task, outbound and 
inbound telephone lines are used (at the 
same facility). The excitation u t() and 
response y t() are coupled via transformers 
to these lines.4 A call is placed to connect 
line 1 to line 2 through the local telephone 
office.  

Local
Telephone

Office

u(t)

y(t)

Line 1 Outbound

Line 2 Inbound
 

Figure 11  -  Characterizing Telephone 
Transmission Dynamics 

 
The three-step SID process is carried out on 
the telephony signals and the results are 
shown in Figure 12. 
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Figure 12 - s-plane Model of a Local 
Telephone Communication Path 
 
A reasonably complex dynamic model 
(22nd order) is required to adequately model 
the transmission path. The frequency 

response resembles a passband filter since 
the response falls off rapidly at frequencies 
below 200 and above 3000 Hz. There is also 
approximately a 10 dB roll off in the 
passband. A first cut at an equalizer might 
be made by inverting the model e.g., 
H s( )−1 . The s-plane plot shows are many 
zeros in the right half s-plane due to the 
significant group delay of the channel. A 
simple inversion would therefore lead to an 
unstable equalizer design. However, the 
zeros in the right half of the s-plane can 
easily be reflected into the left half, thereby 
making the inverted system function H s( )−1  
stable. This will not affect the frequency 
response of the equalizer and is a simple 
way of obtaining a stable design. 

Acoustics 
An acoustical signal processing engineer is 
investigating noise-cancellation techniques 
to be used in automobiles. Typically, 
adaptive filtering algorithms are used to 
accomplish this task. Experiments indicate 
that the complexity (and therefore cost) of 
the adaptive filter can be reduced if a model 
of the dynamics between the loudspeaker 
and sensing microphone is available. The 
setup is shown in Figure 13.  
 

u t( ) y t( )

 
Figure 13  -  Automobile Passenger 

Compartment 
 
The objective is to determine the 
relationship of the microphone output y t( )  
to the loudspeaker input u t( ) . Although this 
might appear to be a simple physical system, 
it actually is not. The physical space 
between the speaker and microphone 
introduces a time delay, and the dynamics of 
the microphone and speaker are combined 
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with sound reflections from the interior of 
the passenger compartment.  
 
To be of practical value, the model should 
be of a relatively low order to minimize the 
computational expense. Also, the dynamics 
will change when the passenger 
compartment is occupied, so modeling every 
detail is not required.  
 
Therefore, the order was constrained to be 
less than that of the actual system. Since the 
noise cancellation hardware will be 
constructed using DSP, a discrete time 
model was desired. Figure 14 contains the 
results of the analysis.  
 
Many resonance/anti-resonance (pole-zero) 
pairs can be seen in the magnitude plot of 
the system. The model order was 
constrained to be 18, which is sufficient to 
track the general shape of the transfer 
function (in both magnitude and phase) but 
not so high as to reproduce every detail. The 
SID algorithm has produced an acceptable 
reduced order model that can now be used 
in the design of the noise cancellation 
scheme.  
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Figure 14 - z-plane Model of Automobile 

Acoustic System  

Narrowband Filter 
An electrical engineer has constructed a 
bandpass filter from a chip with four bi-
quad stages. 
 
The engineer used cad software to create a 
filter with the following characteristics: 
 
Filter type:  elliptic 
Filter order:  8 
Passband:  16000-16200 Hz. 
Ripple:   2 dB 
Lower stop band: dc-16400 Hz 
Upper stop band 16600 Hz and up 
Stopband attenuation -50 dB 
 
The filter was constructed and the transfer 
function measured. The upper left plot of 
Figure 15 shows a dc-20 kHz baseband 
frequency response measurement. The filter 
response looks like a spike and little detail 
of the pass and transition bands is available. 
Due to the narrowband nature of the system, 
zoom (or frequency translation) is essential 
to provide sufficient frequency resolution 
for the analysis of the filter. Using zoom 
analysis, the excitation and input 
subsystems are set to cover from 15600 to 
16600 Hz. This focuses the excitation and 
analysis system resources over the passband 
and transition bands of the filter, providing 
detailed information in these regions.  
 



14 Application Note 4.0 System Identification  
2/1/00SLAP4 

-40

-30

-20

-10

0

10

20

V/V dB

Channel 2/Channel 1

0 5 10 15 20
   kHz

-1000 -500 0 500

0.98

1

1.02

1.04

x 10
5

Real (Sigma)

Imaginary (jW)

S-plane Model

4

1.56 1.58 1.6 1.62 1.64 1.66

x 10

-60
-40
-20

0

  Hertz

MagdB V/V

Model / Actual Freq Response

Baseband
Measurement

Zoom Meas.

A

B

C

D

E

 
Figure 15 - Narrowband electrical filter. Upper left plot shows a baseband frequency response (dc-20 
kHz.). Zoom analysis provides far greater detail of passband structure resolving the tightly clustered 
poles and zeros in the s-plane.  
 
The transfer function measurement indicates 
that the filter does not address its design 
goals very well. First, the stopband 
attenuation is not as good as predicted by 
the software used to design the filter. 
Figure 15 shows that the placement of the 
zeros is not optimal These zeros have an 
important role in defining the stopband. 
Ideally, all the zeros would lie exactly on 
the jw  axis. Two of the zeros are virtually 
canceled out by poles (D and C) rendering 
them ineffective. 
 
The zero labeled A is in approximately the 
correct position but the zero at B is 
significantly removed from the axis. 
 
Second, the passband is not flat. This is 
virtually impossible to see in the baseband 
measurement, but it is obvious in the  

 
zoomed measurement. The pole at location 
E appears to be too close to the jw  axis.  
 
It is clear that theory and practice are at 
odds with each other in this design. Armed 
with the pole-zero location information, the 
engineer will have a far easier time 
debugging the design. 

Example Wrap-Up 
It should be clear from the above examples 
that SID techniques can provide information 
above and beyond that provided by the 
transfer function estimate. Any dynamic 
system that is reasonably linear and time 
invariant can be analyzed with SID 
techniques to give a more comprehensive 
view of the system. This enhanced system 
modeling capability, although complicated 
from a signal processing point of view, can 
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be made accessible to the user by integrating 
the data acquisition with the SID algorithm 
in an easy to use GUI application.  

The Identification Algorithm 

Background 
Our goal is to process the sampled input-
output time histories { , }u yT T , and produce a 
set of model coefficients { , }a bi i  that 
describe the dynamics of the system in the 
form of Figure 7, 8, or their equivalent 
alternate representations. The process that 
produces these model coefficients is the SID 
algorithm. 
 
This section will explain the underlying 
mathematics behind the identification 
algorithm. The original work on the 
underlying mathematics came from a group 
of researchers at Stanford University in the 
early 80s. A key paper, which put much of 
the existing work in a common national 
framework, was published by Benjamin 
Friedlander in August of 1982.5 
 
This paper ("Lattice Filters for Adaptive 
Processing") covers the theory behind lattice 
filters and numerous applications of them. It 
also contains an extensive list of references 
for those who want to delve into the subject 
in more depth.  
 
This article draws heavily from the 
Friedlander paper to explain the underlying 
mathematics of the SID algorithm.6  
 

Overview 
Often a solution to a problem can be 
modified or extended into what might 
initially appear to be an unrelated area. It 
will be shown that the SID algorithm can be 
obtained from the solution of a linear 
prediction problem. Linear prediction 
consists of attempting to predict the value of 
a future sample (usually the next value) 

based on a finite-weighted sum of previous 
samples. 
 
The linear predictor can be constructed to 
handle a scalar time history or a vector time 
history (multiple channels). The trick used 
to turn the solution to the prediction 
problem into a solution for SID is called 
"embedding".  
 
The input and output sample pairs ( u y

T T
, ) 

are processed by the lattice filter exactly the 
same as in a two channel linear prediction 
problem. As the time series is being 
processed, the lattice is generating a 
representation of the dynamics of the plant 
in terms of what are know as "reflection 
coefficients". For each new pair of input 
output samples, the algorithm updates its 
estimate of the plant dynamics. Typically, 
when the end of the burst portion of the 
excitation time history is reached, the lattice 
has converged to an accurate model of the 
plant dynamics. Little useful information is 
gained by processing samples beyond this 
point. 
 
The reflection coefficients, as well as the 
internal states of the lattice, are then 
processed (by another lattice structure) to 
provide the set of model coefficients 

{̂ ^ },a bi i , which is the goal of the SID 
algorithm. 
 

The Embedding Technique 
In order to understand why the linear 
prediction technique is used to implement 
the SID algorithm, the topic of embedding 
must be covered. Let's assume for a moment 
that we have a solution to the following 
problem: 
 
Given a (vector or multichannel) time 
history { }xT , we can determine a set of 
coefficients { }Λi , from the data sequence 
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{ }xT , which minimizes the mean square 
value of the sequence{ },εN T  in (17). 

ε N T T i
i

N

T ix x, = + ⋅
=

−∑ Λ
1

 (17) 

 
Now, the question is, if such a tool existed, 
how can it be applied to the SID problem? 
 
First, let: 
 

x
y

uT

T

T

=








    (18) 

 
where uT and yT  are the sampled input and 
output signals from the plant at time T as 
before.  
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i i

i i

a b

c d
= −















^ ^

^ ^
  (19) 

 

and write ε N T,  as: 
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    (20) 

 
Then, rewrite (17) in terms of (18, 19, 20) as 
follows: 
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Expanding the top row of Equation 21 
gives: 

ε
N T
y

T i

i i

N

T i i

i i

N

T i
y a y b u

,
^ ^= + ⋅ − ⋅

=
−

=
−∑ ∑  (22)  

 
Compare this equation with (1). If the error 
term ε

N T
y
,

 were zero, they would be 

identical. This error can be interpreted as a 
modeling error. If the { y uT T, } were related 

by (1), and if the error εN T
y
, were zero for all 

T, then it must follow that a ai i
^ = and 

b bi i
^ =  . Therefore, the system model 

would be in agreement with the system. We 
have tacitly assumed that the model order N 
is known, but for now it is safe to say that 
using a model order higher than the actual 
system order does not pose a significant 
problem. 
 
This technique works since minimizing the 
mean square error of εN T,  is equivalent to 

minimizing mean square error of both εN T
y
,  

and εN T
u
, . The {̂ ,^}c di i  coefficients do not 

add any useful information and are simply 
excess baggage stemming from using the 
solution to the 2 channel vector prediction 
problem for SID. 
 
Therefore, one can adapt the solution to the 
linear prediction problem to implement the 
SID algorithm.  

The Linear Prediction Solution 
Now we will have a closer look at the 

details of this solution. First the linear 

prediction equation is:  

x xT T i
i

N

T i
^

| −

=
−= − ⋅∑1

1

Λ  (23) 

The quantity $
|x T T -1  is the prediction of 

xT based on samples up to and including 
time T − 1 . The prediction is a weighted 
sum of previous samples of the measured 
time history. 
 
Of course for real-world data we will never 
be able to exactly predict the next value of a 
time history by such a scheme (process 
noise in Figure 1, model order 
underestimation, non-linearities, the 
embedding process etc.), so there is always 
an error term ε

N T,
 given by:  
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ε

ε

N T T

N T T i
i

N

T i

x x

x x

T T,

,

^
/= −

= + ⋅

−

=
−∑

1

1

Λ
  (24a,b) 

 
which is simply the difference between 

reality ( x
T

) and the prediction x T T
^

/ −1  at time 

T. (Note (24b) is a repeat of (17).) Figure 16 
is a signal flow diagram that directly 
implements (24b) ( z−1  being a unit delay).  
 

xT

ε 3,TΛ1 Λ 2 Λ3

xT −1 xT −3xT −2

z−1 z−1 z−1

Figure 16  - Direct form (3rd Order) FIR 
Prediction Error Filter 

 
Exactly the same filter relationship between 
x

T
and ε

N T,
can be created using the lattice 

topology shown in Figure 17. In this case 
the structure consists of a cascade of 
sections that have the geometric form of a 
lattice; hence, the name of the filter. The 
characteristics of the filter are determined 
by the order (in this case 3) and the K

i
 

coefficients (referred to as reflection 
coefficients). 
 
The forward prediction errors ( ε

p T,
), as 

well as an auxiliary quantity called 
backward prediction errors ( r

p T,
), are the 

signals that propagate between stages of the 
lattice. 

−K1

−K1

−K2

−K2

−K3

−K3

ε 3,Tε 2,Tε1,Tε 0,TxT

r T0, r T1, r T2, r T3,

z−1 z−1 z−1

Figure 17  - Lattice (3rd Order) FIR Prediction 
Eror Flter 

 
The challenge of linear prediction is 
determining the coefficients (either Λ

i
 or 

K
i
) of the filter from the input data 

sequence such that the error ( ε
N T,

 in (24)) 

is minimized. 
 
It will be shown below that the coefficients 
( K

i
) are data dependent; therefore, the filter 

is actually an adaptive filter with an 
adaptation scheme designed to minimize the 
mean square value of the prediction error 
sequence. 
 
It is clear that the filter in Figure 16 is a 
simpler solution (fewer multipliers and 
adders, same number of delays) than Figure 
17. Since both implementations ostensibly 
provide the same functionality, why choose 
the more complex lattice implementation? 
The lattice has several advantages over the 
apparently simpler direct form realization.  
 
First, predictors implemented with the 
lattice structure are far less sensitive to 
numerical errors in the reflection 
coefficients. This helps preserve accuracy 
when analyzing high-order systems. 
 
Secondly, all lower-order predictors are 
contained in the filter. Figure 17 shows the 
lower-order prediction errors propagating in 
the lattice structure. This nesting property 
does not exist in the direct form realization. 
This property can be useful in extracting 
models of lower order then the initial order 
estimate. 
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Finally, the algorithm that updates the 
reflection coefficients and lattice state for 
each new input sample, requires compu-
tations and storage elements  scale linearly 
with predictor order N . The comparable 
direct form realization typically requires on 
the order of N 2 . There are so-called "fast" 
algorithms for the direct form but they do 
not have the good numerical and nesting 
advantages of the lattice structures.7 
 
The lattice shown in Figure 17 may appear 
to be visually simple, but is actually 
computationally complex when the 
reflection coefficients are required to 
adaptively change to minimize the forward 
prediction error.  
 
Among the alternatives, the lattice structure 
presented in Figure 18 is actually 
computationally simpler (and numerically 
better conditioned) than Figure 17 in spite 
of its apparent visual complexity. This 
structure normalizes the internal lattice 
variables to an absolute value of less than 
one. This scaling actually reduces the 
number of lattice variables that need to be 
updated each time step. This lattice structure 
is called the "Pre-Windowed, Variance 
Normalized Lattice." 8 
 
A number of multiplying coefficients 
(shown as triangles with an associated 
coefficient) have been introduced in the 
signal paths beyond those in the lattice 
structure shown in Figure 17. These 
coefficients are a part of the normalization 
process.  Also, Figure 18 illustrates that the 
coefficients are time and data dependent. 
The input time history { }x

T
 (remember, a 

two channel vector process due to 
embedding of y u

T T,
), drives the lattice. All 

other variables are a result of this input time 
history. A third order structure is shown in 
Figure 18, but orders up to 60 have been 
successfully used. The lattice's excellent 
numerical properties allow successful high-
order system analysis.  
  

It is important to recognize that the 
objective in executing the above algorithm 
is to obtain a set of reflection coefficients 
modeling the system that produced the time 
history { x

T
}. The pseudo code to 

implement this algorithm is shown in 
Listing I.  
 

Listing I 
 
for T=0:Tend 
    if T==0 
 K S r= = =~ 0 
    end; 

    x
y

uT

T

T

=









 

    S S x xT T T T= + ⋅ ′−1
 

    for p=0:min(N,T)-1 
 K R K rp T p T p T p T+ + − −= ′1 1 1 1, , , ,( ,~ ,~ )ε  

 ~ (~ ,~ , ), , , ,ε εp T p T p T p TF r K+ + − +=1 1 1 1
 

 ~ (~ ,~ , ), , , ,r F r Kp T p T p T p T+ − += ′1 1 1ε  

    end; 
end 
 
function R(a,b,c) 
  R=[ ] [ ]/ /I c c a I b b cbT− ⋅ ′ ⋅ ⋅ − ′ ⋅ +1 2 2  
end function R 
 
function F(a,b,c) 
  F=[ ] [ ] [ ]/ /I c c a c b I b b T− ⋅ ′ ⋅ − ⋅ ⋅ − ′ ⋅− −1 2 2 
end function F 
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C T0, D T0,

C T0,
* D T0,

*

z−1

Γ0,T

Γ0,
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T

ST
−1 2/
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~
,ε0 T

~
,ε1 T

~
,ε2 T

~
,ε3 T

~
,r T0

~
,r T0 1−

~
,r T1 1−

~
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* D T1,

*
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Γ1,T

Γ1,
*

T

C T2, D T2,

C T2,
* D T2,

*

z−1

Γ2,T

Γ2,
*

T

~
,r T3

S S x xT T T T= + ⋅ ′−1

K I K I r r rp T p T p T p T p T p T
T

p T p T+ + − − − −= − ⋅ ′ ⋅ ⋅ − ⋅ ′ + ⋅ ′1
1 2

1 1 1 1
2

1, , ,
/

, , ,
/

, ,[ ~ ~ ] [ ~ ~ ] ~ ~ε ε ε

C I K Kp T p T p T, , ,
/[ ]= − ⋅ ′+ +

−
1 1

1 2

C I K Kp T p T p T,
*

, ,
/[ ]= − ′ ⋅+ +

−
1 1

1 2

Γp T p T p T p TI K K K, , ,
/

,[ ]= − ⋅ ′ ⋅+ +
−

+1 1
1 2

1

Γp T p T p T p TI K K K,
*

, ,
/

,[ ]= − ′ ⋅ ⋅ ′+ +
−

+1 1
1 2

1

D I r rp T p T p T
T

, , ,
/[ ~ ~ ]= − ′ ⋅− −

−
1 1

2

D Ip T p T p T
T

,
*

, ,
/[ ~ ~ ]= − ′ ⋅ −ε ε 2

Conventions:

• I is the identity matrix.

• Transpose of matrix M is ′M
• A matrix square root is defined by:

 M M M1 2 1 2/ / '( )⋅ = ,
 a lower triangular square root works
 well.
• Transpose of a matrix square root is

denoted by ( )'/ /M M T1 2 2=
• Inverse of a superscripted matrix is

( )M Ms s− −=1

 
 

Figure 18 - Variance Normalized Pre-windowed Lattice Algorithm 
 
After executing the algorithm on the 
samples acquired during the data acquisition 
phase, a set of reflection coefficients 
{ K

p T+1,
}, a set of backwards prediction 

errors {~
,

r
p T

}, and the quantity S
T
−1 2/ are 

available. 

Recovery of the Direct form Model 
Coefficients from the Lattice 
Representation 
Okay, so here we are with reflection 
coefficients and some other miscellaneous 
state information, now what? The desired  
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result is a set of coefficients: 

Λ
i

i i

i i

a b

c d
= −















^ ^

^ ^
 

 

where the { a bi i
^ , ^− } are the estimated 

model coefficients for the direct form 
realization of (1).  
 
The mapping from reflection coefficients 
K

i
to the direct form coefficients can be 

accomplished by executing yet another 
algorithm  also has the topology of a lattice.9 
The structure (for a third order system) is 
shown in Figure 19. Each section of the 
filter has the topology shown in Figure 20. 
Both the reflection coefficients and 
backward prediction error states from the 
lattice in Figure 18 are used to obtain the 
direct form coefficient arrays Λ

i
.  

From these 2x2 arrays, the { a bi i
^ , ^− } are 

extracted. Listing II contains the pseudo 
code for the algorithm.10 

Determination of Model 
Order 
In order to execute the SID algorithm we 
must pick a value for the model order N . If 
the model order N is chosen to be greater 
than the order of the actual plant, N

plant
, one 

might assume that the ai^  coefficients would 
be 0 (or some negligible number) for 
i N

plant
> . This is not the case. These 

higher-order coefficients are virtually 
always non-zero. Is then the model in error? 
No, not really. The algorithm has simply 
added identical pole/zero pairs, which have 
increased the order of the numerator and 
denominator polynomials up to N , and 
these excess roots (in the ideal noiseless 
data case) cancel out exactly since they are 
equal. 
 
The point is that specifying a model order 
beyond that of the actual plant does not 

introduce significant error. We go through 
more computations, but since the lattice is  
numerically efficient and the work grows 
linearly with order, this is not a high price to 
pay. The excess roots that are added are 
easy to cull out. Canceling pole/zero pairs  
are within a specified radius of each other is 
a practical approach to removing excess 
terms. 
 

Listing II 
for i=0:N  
    if i==0 

 Λ0 0 0 0
1 2

0 0 0

, ,
/

,

= =

=

−B S

C

T  

    else 
 Λ0 0 0 0, , ,i i iB C= = =  

    end; 
 
    for p=0:N-1 
 B G B C rp i p i p i p T,

*
, , ,( , ,~ )=  

 C G C B rp i p i p i p T+ = ′1,
*

, , ,( , ,~ )  

 Λ Λp i p i p i p TG B K+ − +=1 1 1, , ,
*

,( , , )  

 Λ Λp i p i p i p TG B K+ − += ′1 1 1, ,
*

, ,( , , )  

    end 
end 
 
for i=1:N 
 Λ Λ ΛN i N N i, , ,= ⋅−

0
1  

end; 
 
 
function G(a,b,c) 
 G=[ ] [ ]/I c c a c b− ⋅ ′ ⋅ − ⋅−1 2  
end; 
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Figure 19 - Variance Normalized Pre-windowed Direct From Prediction Coefficient Recovery Filter 
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Figure 20 - Filter Section for Figure 19 
 

 
Figure 21 - SigLab Model 20-22 Signal Analysis System 
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Creating an Integrated SID 
Application 
As one can see from the discussion so far, 
the task of System Identification is 
somewhat complex and loaded with vector 
and matrix calculations. It should also be 
clear that the tasks of data acquisition and 
identification should be integrated to 
facilitate adjusting acquisition and 
identification parameters without swapping 
between applications or importing and 
exporting data from one environment to 
another (floppy net?). 
  
The SigLab Model 20-22™ shown in Figure 
21 was expressly designed to provide high-
quality data acquisition and excitation for 
applications such as SID. It has all of the 
features listed in the "best" column of Table 
1 and the architecture shown in Figure 4 is a 
subset of its actual architecture. It uses 
state-of-the-art sigma-delta conversion 
technology, coupled with two fixed-point 
DSPs and one floating-point DSP for real-
time digital  
 
filtering and general calculations and 
control. It is a compact unit the size of a 
notebook PC and is interfaced to a host 
computer via a SCSI bus. It has two analog 
input channels with high-quality anti-alias 
filters and two analog output channels with 
bandlimited burst random noise support. It 
also has full-triggering and time-averaging 
support to provide the best possible 
measurements of the input-output time 
histories required by the SID process. 
 
The MATLAB (from The MathWorks Inc., 
Natick MA 01760) software environment is 
the ideal choice for creating an integrated 
acquisition and identification application. 
MATLAB v4.2 has the following important 
features: unmatched vector/matrix 
calculation capability. 
• GUI tools to create the human interface 
• Extensive graphics plotting capability 

• The perfect environment for post-
processing results and or control system 
design 

• Interface support for SigLab 20-22 

Acquisition channel signal
conditioning control group.

Stimulus / response
time history.

Excitation / Averaging
control group.

Analysis bandwidth control group.

 
Figure 22 - System Identification Virtual 

Instrument in Data Acquisition Mode 
 
As previously mentioned, there are three 
steps to the SID process. The first step is 
data acquisition. Figure 22 shows a screen 
of the MATLAB/SigLab-based integrated 
SID application called vid. The application 
is shown in the acquisition mode. Control 
over input channels, bandwidth, excitation, 
and averaging parameters is implemented 
with an easy-to-use graphical point-and-
click interface. The input-output time 
histories are plotted as a percentage of full-
scale to facilitate setting up input and output 
levels. Once the proper levels have been 
established you can click on the Avg button 
and the number of input-output records 
specified by the Averages will be acquired 
and averaged. Triggering is fully automatic 
since the stimulus and acquisition are 
internally linked in the SigLab hardware.  
When the averaging terminates, an FFT- 
based transfer function is calculated (per 
Figure 5f) and displayed as shown in  
Figure 23.  
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Figure 23  -  FFT-based Transfer Function 
Estimate 

 
Once satisfied with these results, the vid 
application is switched to analysis mode 
with a simple menu pick. 
 
Figure 24 shows vid in the analysis mode. A 
z-plane model has been chosen. All the user 
had to do was set the Model Order slider to 
the desired maximum model order and press 
Run. Once the model has been produced the 
user can change the sampling rate if desired. 
The frequency response of the model is 
overlaid with the previously computed FFT-
based estimate in the top graph area. This 
analysis takes less than 1 second on a 90 
MHz Pentium-class machine.  
 
Overlayed Model/FFT Transfer Function Plots

Analysis Parameters

 
Figure 24 - vid in Analysis Mode (z-plane) 

 
If an s-plane model is desired, the user 
simply pushes the button in the center of the 
Analysis controls group to change to the  
s-plane. Figure 25 shows an s-plane model.  
 

 
Figure 25  -  vid Producing an s-plane Model 

 
Once satisfied with the model, the results 
can be either saved to a file or transferred 
directly to another MATLAB application. 
The full state of the vid application can also 
be saved for future analysis of the same time 
history data or reference.  

Conclusion 
A detailed exposition on a practical SID 
method has been presented. This algorithm 
has been in use for over ten years and has 
provided consistently good results in 
modeling complex dynamic systems. A 
number of real-world examples have been 
given that are intended to give the reader a 
good idea of the various types of systems 
that are amenable to this form of analysis. 
 
It should be remembered that the data 
acquisition phase of the process is critical to 
obtaining trustworthy results with any 
sophisticated signal processing algorithm.  
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Estimating Transfer Functions with SigLab 

Accurate transfer function estimation of linear, noise-free, dynamic systems is an easy task for 
SigLab™. Often, however, the system being analyzed is noisy or not perfectly linear. All real-
world systems suffer from these deficiencies to some degree, but control systems are usually 
the worst offenders. Obtaining an accurate transfer function estimation from a noisy and non-
linear system requires an understanding of measurement tradeoffs. 

 

Overview 

Imperfections in dynamic systems 

SigLab is routinely used to estimate transfer 
functions associated with dynamic systems 
including control systems. The first half of 
this application note addresses the task of 
making accurate transfer function estimates 
on dynamic systems which are both noisy 
and non-linear. The second half covers 
measurement techniques focused 
specifically on control systems.  

Electro-mechanical control systems 
typically are noisier and less linear than the 
typical electrical or purely mechanical 
systems. The non-linear behavior is often 
due to the electro-mechanical components 
involved in the systems. The measurement 
noise is often a result of the systems being 
characterized under actual operating 
conditions.  

The head positioning servo of a disk drive is 
a good example of such a control system. 
The dynamics of this system are usually 
measured under closed-loop conditions with 
the disk media spinning. The mechanical 
imperfections of the servo track and platter 
inject both periodic and random signals to 
the control system. 

In the disk drive, the non-linear behavior is 
primarily due to the head position error 
signal. In order to characterize the servo 
dynamics, SigLab injects a test signal into 

the servo system. The head position error 
signal has a limited linear region. As the 
head is driven further off its target track by 
this test signal, the position error signal 
response to the test signal becomes 
increasingly non-linear. The end result of 
this combined noise and non-linearity is a 
measurement challenge. 

Balancing noise and non-linearity 

To make a transfer function measurement 
on a dynamic system, an excitation is 
supplied to the system and the system's 
response to this excitation is measured. If 
the system is noisy but linear, the excitation 
level can be increased to improve the signal 
to noise ratio by simply overpowering the 
noise. If the system non-linear at high 
excitation amplitudes, but free of noise, the 
excitation can be lowered to a point where 
the linearity is acceptable. 

When the system is both non-linear and 
noisy, a tradeoff must be made balancing 
the poor signal-to-noise ratio at low 
excitation amplitudes with the non-linear 
system behavior at high excitation 
amplitudes. 

Two primary tools for transfer function 
estimation 

SigLab comes with two software 
applications for transfer function estimation: 
swept-sine and a broad-band FFT based 
network analyzer. 

APPLICATION NOTE 
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The swept-sine (or more accurately stepped-
sine) estimation technique is the least 
affected by noise and non-linear system 
behavior. The main tradeoff with the swept-
sine technique is measurement time. The 
transfer function is estimated over a user-
defined frequency range a single frequency 
point at a time. 

In measurement situations where there is 
reasonable linearity and good signal to noise 
ratio, SigLab's broad-band FFT based 
network analyzer provides the transfer 
function estimate in a fraction of the time 
that is normally needed by the swept-sine 
approach. The excitation is usually a 
bandlimited random or periodic chirp signal, 
but, the user is not limited to these 
excitations. A signal selection from the 
function generator application or an external 
source, may be used. 

The following five factors have the most 
impact on the amount of time required for a 
transfer function estimate: 

1) system's noise 
2) system's linearity 

3) number of frequencies points in the 
estimate 

4) required accuracy 
5) required frequency resolution 

Measurement Configurations 

The optimal measurement 
configuration 

The goal is to determine the system transfer 
function H( )ω  from measurements on the 
system. The optimal measurement 
configuration for the Device Under Test 
(DUT) and SigLab is shown in Figure 1. At 
this point, no assumptions are being made 
about the type of system being measured. It 
could be purely electrical, electro-
mechanical, mechanical, acoustical, and so 
on. 

The measurement configuration in Figure 1 
assumes that the excitation x t( )  can be 
measured with minimal error. If SigLab's 
output source is directly connected to both 
the DUT input and a SigLab input, this is a 
perfectly valid assumption. 

x t( )

x tm( )

y t( )

y tm( )

n ty( )h t

H

( )

( )ω +

SigLab

OK
Model      20-22

Power On

Device Under Test
(system being analyzed)

Unwanted
Noise

 

Figure 1  -  Optimal SigLab Measurement Configuration 
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However, Figure 1 assumes that the 
excitation to the system is a voltage, but this 
is often not the case in mechanical or 
electro-mechanical work. A transducer must 
be used to convert the system's excitation 
into a voltage which can then be measured 
with SigLab. For instance, a force-to-
voltage transducer can be used to measure 
the input excitation force to a mechanical 
system. In these cases, precautions must be 
taken to insure that minimal electrical noise 
corrupts the signal from the transducer and 
that the transducer is operated in its linear 
region. When these precautions are 
observed, the assumption that the system's 
excitation can be measured with minimal 
error is still valid. 

Therefore, as shown in Figure 1, the entire 
measurement uncertainty is accounted for in 
the DUT's response signal y tm( )  by the 

additional (unwanted) noise term n ty( ) . 

When the excitation to the system is zero, 
the response, y t( ) , of the system is zero, 

and therefore y t n tm y( ) ( )= . There are no 

other assumptions about the character of 
this noise. 

It is important to recognize that the 
measurement noise term n ty( )  is usually 

not provided by an actual external noise 
source. It simply represents the system's 
output with no input.  

At first it might seem that the assumption of 
having a noiseless excitation channel 
measurement is unreasonable. In practice, 
however, this requirement is usually 
attainable.  

If an accurate measurement of the excitation 
to the system can be made, it is relatively 
easy to obtain an unbiased estimate of the 
system's transfer function. This is the 
primary reason for configuring the DUT 
and SigLab as shown in Figure 1. 

The transfer function estimation, $( )H ω , is 
computed from cross and auto power 
spectra estimates1 as shown in (1):  

)
)

)H
P

P
xy

xx

( )
( )
( )

ω
ω
ω

=    (1) 

where 
)
Pxy( )ω  is the cross power spectrum 

between the excitation x tm( )  and response 

y tm( )  and 
)
Pxx( )ω  is the auto power 

spectrum of the excitation signal.  

These spectral estimates (
)
Pxx( )ω ,

)
Pxy( )ω ) 

are computed internally to SigLab using the 
FFT, windowing, and frequency-domain 
averaging. When more averaging is 
specified, more data is acquired and 
processed to refine these estimates. SigLab's 
hardware and software is optimized to make 
these calculations in real-time. 

As the amount averaging used in the 
computations is increased, the estimate 
$( )H ω will converge to the actual transfer 

function H( )ω . This is a key property of an 
unbiased estimator. The amount of 
averaging required to attain a given 
accuracy for the transfer function estimate is 
a function of the noise n ty( ) : less noise, 

less averaging.  

The coherence is an auxiliary computation 
often made in conjunction with the transfer 
function estimate. The coherence 
calculation in (2) provides an indication of 
the portion of the system’s output power 
that is due to the input excitation. 

$ ( )
$ ( )

$ ( ) $ ( )
C

P

P P

xy

xx yy

ω
ω

ω ω
=

2

  (2) 

The coherence,
)
C( )ω , has a range of 0.0 to 

1.0, where 1.0 indicates that all of the 
measured output power is due to the input 
excitation. This, of course, is the most 
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desirable situation and will only be true at 
frequencies where the energy of the noise 
n ty( ) is negligible. The coherence may be 

viewed as an indicator of measurement 
quality. When a significant portion of the 
measured output is not related to the 
excitation (e.g. the noise term n ty( )  is 

large), a low coherence will result. For a 
given amount of averaging, the variance of 
the transfer function, at frequencies where 
the coherence is low, will be higher than the 
variance where the coherence is closer to 
1.0. 

However, since the transfer function 
estimate is unbiased, the estimate will 
eventually converge to the system's actual 
transfer function given sufficient averaging. 
This is true even if the coherence is low. 

To minimize measurement time, the above 
transfer function and coherence estimation 
calculations are implemented internally in 
SigLab.  

The broad-band FFT technique 

The FFT based network analyzer computes 
the transfer function and coherence 
simultaneously over a band of frequencies 
using the method outlined in (1) and (2). 
The frequency range usually spans from dc 
to a user-defined upper limit. Analysis of a 
band of frequencies centered about a 
specified center frequency is also supported. 
In order to carry out the transfer function 
measurement, the excitation to the system 
must contain frequency components 
covering the selected frequency range (ergo, 
not a sine wave). Selecting either the chirp 
or random excitation from the control panel 
of the network analyzer application is the 
simplest way to meet this objective. 
However, if customized excitations are 
desired, an external source or the function 
generator application can be used. 

The swept-sine technique 

Swept-sine analysis differs from the broad-
band technique in that a single frequency 
sine signal is used as the excitation to the 
system. SigLab's input data acquisition 
subsystem can be configured as digital 
tracking band-pass filters. The center 
frequency of these filters is set to match the 
frequency of the sine excitation. These 
band-pass filters can drastically reduce 
measurement noise. At the expense of 
measurement speed, a lower filter 
bandwidth may be selected, providing 
greater noise immunity if needed. The 
transfer function is still obtained by taking 
the ratio of the cross and auto spectra, but, 
now it is computed using the band-pass 
filtered time histories. When the transfer 
function estimate has been computed, the 
output source frequency is advanced to the 
next frequency desired for the transfer 
function estimation, and the measurement is 
repeated. The swept-sine uses: 

• single frequency excitation 
• tracking digital band-pass filters 
• unbiased cross-auto transfer function 

estimator 

thereby providing an accurate transfer 
function estimate under the most demanding 
measurement conditions. 

Some Measurement 
Examples 

The linear/noise-free measurement 

Figure 2 shows a transfer function estimate, 
made by the broad-band FFT based network 
analyzer, on a linear, noise free, dynamic 
system. SigLab is connected to the DUT as 
shown in Figure 1. 
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Figure 2  -  Transfer Function of a linear, 

noise-free system. 

The transfer function is measured 
simultaneously at 401 discrete frequency 
points over the dc-10 kHz range therefore 
providing a 25 Hz frequency resolution. The 
magnitude of the transfer function, in dB, is 
plotted on the y-axis with a logarithmic 
frequency x-axis. The total measurement 
time was well under 1 second. 

The coherence is plotted on the axis above 
the transfer function estimate. Only ten 
averages were used to make the 
measurement since the system is virtually 
noise-free. In fact, little or no averaging was 
actually required to obtain an excellent 
transfer function estimate, however, the 
coherence calculation is not meaningful 
unless there is some amount of averaging.  

Measurements on a noisy, but linear, 
system 

The next example demonstrates a transfer 
function measurement made on the same 
system under more realistic conditions: 
noise is present.  

To characterize the measurement noise, the 
system's excitation was set to zero. Figure 3 
shows a snapshot of a time history (upper 
plot), and spectrum (lower plot) of the 
measured system response y tm( ) . Since the 
system's input is zero, this is the noise 
n ty( ) in Figure 1. 

 

Figure 3  -  Noise time history n ty( )  and its 

power spectrum. 

Fifty frequency-domain averages were used 
to estimate the noise spectrum. It can readily 
be seen that the resulting spectrum in the 
lower plot is not white, i.e. not flat. The 
noise is a combination of both random and 
periodic components. This noise spectrum is 
similar to what might be found in disk drive 
head positioning servo system. 

Figure 4 shows the effect of this noise on 
the transfer function estimate. It is clear that 
the magnitude curve is no longer smooth, 
especially at the lower frequencies, in spite 
of doing 50 measurement averages. This is 
five times the amount of averaging done in 
the previous measurement example. 

 
Figure 4  -  Transfer function estimate of a 

noisy system. 

The coherence is no longer unity across the 
measurement band. The coherence is closest 
to unity where the noise power is minimal 
and the system response to the excitation is 
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high. The sharp dips in the coherence occur 
where there is significant power from the 
periodic noise components. 

For a linear system, there are two ways to 
improve the measurement: increase the 
system excitation level or increase the 
amount of averaging. 

Figure 5 is the transfer function estimate 
under identical operating conditions but 
with 1000 averages. The acquisition, 
processing, and averaging took about 40 
seconds to complete. There is a clear 
improvement in the transfer function 
estimate over the estimate in Figure 4. 
Notice however that aside from being a 
smoother curve, the coherence has not 
changed significantly. The noise has not 
been lowered nor the excitation increased, 
therefore the coherence has not improved. 
The important point is, that in spite of the 
low coherence, the transfer function 
measurement has converged quite nicely to 
the estimate made in Figure 2. 

 
Figure 5  -  Transfer function estimate with 

1000 averages. 

Due to the construction of this particular 
system, increasing the excitation level is not 
an option. The system becomes non-linear 
with larger input signals and this behavior 
will be now be discussed. 

A non-linear measurement example. 

The previous examples provides an idea of 
how noise in a system affects the transfer 

function estimate. The affects of non-
linearity will now be considered.  

First, it is beneficial to understand and 
quantify the non-linear behavior of the 
DUT. An assessment of linearity is easy to 
do if the system is noise-free. Injecting sine 
waves, possibly at multiple frequencies, and 
using spectrum analysis to measure 
harmonic or intermodulation terms is a 
common approach.  

With the addition of system noise, non-
linear behavior becomes more difficult to 
quantify. For example, Figure 6 shows a 
time history snapshot of the system noise 
(no averaging) along with the power 
spectrum of the noise computed from 100 
frequency domain averages. This data is 
similar to that shown in Figure 3, but the 
analysis bandwidth is 20 kHz and a linear x-
axis is used for the spectrum plot.  

 
Figure 6  -  Response time history and noise 

spectrum with no excitation. 

If a periodic function (such as a sine wave) 
is used as the system's excitation in the 
attempt to measure linearity, it is difficult to 
tell which harmonics are due to the 
excitation given the many (and possibly 
large) periodic components in the system 
noise.  

One solution to this problem is to use a 
triggered mode of data acquisition and 
average the time histories. For this 
procedure to work, the trigger source must 
be synchronized to the fundamental period 
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of the excitation. SigLab has the ability to 
generate a variety of periodic excitations. 
An internal digital signal is produced with a 
period identical to the chosen excitation 
period. This signal provides virtually perfect 
trigger synchronization. The time averaging 
then reduces, to an arbitrarily small level, 
the portion of the measured response signal 
due to the system noise n ty( )  if (and only 

if) this noise is not correlated with the 
excitation provided by SigLab. It is 
therefore important to choose an excitation 
period that is unrelated to any of the 
periodic components in the noise.  

 

 

Figure 7 shows the effect of time averaging 
the system's response. The excitation is a 
square wave of 0.3 volts peak amplitude 
(0.6 volts peak-peak). The time history on 
the upper display is the response of the 
system to the 1422.22 Hz square wave. 
Notice that the noise has been reduced to 
below -60 dB Vrms, except for the 
component at approximately 500 Hz. Also 
notice that the DUT is acting like a low pass 
filter and only the first three components of 
the square wave excitation are visible in the 
spectrum plot. The square wave has a 

perfect 50% duty cycle. Therefore, only the 
odd harmonics of the fundamental should be 
present in the spectrum plot. Under the 
current operating conditions, this proves to 
be the case. 

  
Figure 8 - Increasing the amplitude of the 

squarewave gives rise to even harmonics of the 
fundamental frequency, a sign of midly non-

linear behavior.  

The results shown in Figure 8 are due to 
increasing the amplitude of the square wave 
to 0.6 volts peak (1.2 volts peak to peak). 
The time history has increased in amplitude, 
and appears to have the same general shape 
as that of Figure 7. However, the spectrum 
now clearly shows even harmonics of the 
fundamental frequency. This is an indication 
of the system becoming non-linear. The 
onset of non linear behavior is usually a 
gradual process. The increases in the even 
harmonic content could be actually be seen 
at levels on the order of 0.4 volts peak, but 
these harmonics are hard to interpret and the 
quality of the transfer function estimate is 
not affected significantly by mildly non-
linear behavior. 

To provide a better idea of the advantage of 
the synchronous time averaging, Figure 9 
shows the same analysis but with frequency 
domain averaging. The square wave 
fundamental and the first two odd 
harmonics can be easily identified, but the 
random and periodic system noise obscures 
the even harmonic information.  

Figure 7  -  Time 
averaging reduces 

the system noise and 
enhances the system 

response to the 
squarewave 

excitation specified 
by the function 

generator application 
to the left. 
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Figure 9 - Frequency domain averaging does 
not reduce the system noise which obscures the 
non-linear response of the system. 

How does non linear system behavior 
affect the transfer function estimate? 

The concept of the transfer function, as well 
as its estimation techniques are both based 
on the assumption that the system being 
analyzed is linear and time-invariant. When 
this assumption is violated, it should not be 
a surprise that errors in the estimation can, 
and do, arise. 

 
Figure 10  -  Transfer function estimate when 

system is driven into non-linear region. 

As shown in Figure 8, the system exhibited 
mildly non-linear behavior when the peak 
excitation amplitude reached 0.6 volts. The 
results of measuring the transfer function 
with an increased excitation level (0.43 
volts rms which is about 0.6 volts peak for 
the chirp) are shown in Figure 10.  

Notice the prominent ripples in the low 
frequency portion of this measurement. 

Because these errors are due to non-linear 
DUT behavior (not noise), more averaging 
will not lead to a better measurement. 

Also note that the coherence has improved 
over the results shown in Figure 5. This is 
due to the increase in excitation amplitude. 
However, the coherence estimate is also 
based on linear system assumptions, so even 
though the coherence is higher, the 
measurement error is higher than that of 
Figure 5. Clear evidence that the coherence 
is not a trustworthy indicator of 
measurement quality when the system is 
non-linear. 

Measurement results will change with 
the type of excitation 

When the system is non-linear, different 
types of excitation will typically produce 
different transfer function estimates. It has 
just been shown that the transfer function 
estimate can change with the amplitude of 
the excitation (the low frequency errors 
were higher at increased excitation levels).  

Inconsistent transfer function estimates also 
provides another clue that the system is non-
linear. If the DUT were perfectly linear, all 
types of excitations and excitation levels 
would produce consistent transfer function 
measurements.  

The chirp has three nice properties when 
used as an excitation for FFT based 
techniques. First, it is easy to construct the 
chirp so its spectral energy lies exactly on 
the analysis lines of the FFT. This removes 
the requirement of using a window with the 
FFT, therefore better frequency resolution 
can be obtained for a given record length. 
Second, the crest factor (ratio of peak to 

rms. voltage) is 2  which is relatively low. 
This should allow the DUT to be driven at a 
higher rms level than random noise before 
clipping occurs. Third, its time derivatives 
are continuous so it is often a more gentle 

Ripples are present 
on low frequency 
portion of the 
measurement. 
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well behaved excitation for mechanical 
systems.  

 
Figure 11  -  Time history and spectrum of the 

chirp excitation. 

Figure 11 shows a time history of the chirp 
along with its spectrum. The chip repeats 
every input acquisition frame, which is set 
at 1024 samples. When the chirp is 
constructed to repeat every N samples, its 
energy must lie at discrete frequencies. This 
is a result of basic Fourier analysis. The 

period of the chirp repetition is then N
FS

 

where FS is the sampling frequency. SigLab 
always samples at a rate equal to 
2 56. ⋅ Bandwidth , therefore, for an analysis 
bandwidth of 10 kHz, and a 1024 point 
input frame, the underlying period is 40 ms. 
The reciprocal of 40 ms is 25 Hz thus 
excitation energy is provided at 25, 50, 75, 
100, ... 9975 ,10000 Hz. Note that the 
chirp's peak level is slightly less than 0.6 
volts.  

Random noise excitation is also a popular 
broad-band stimulus. Of course, the random 
excitation is actually a very long pseudo-
random sequence. When SigLab is set to the 
10 kHz bandwidth, the sequence repeats 
every 46 hours. It is therefore, for all 
practical purposes, random. Unlike the 
repetitive chirp, the random sequence has a 
virtually continuous energy vs. frequency 
distribution, therefore, to minimize leakage 
effects, a windowed FFT is typically 
required. Random also has a higher crest 
factor than the chirp, so the peak excursions 

are higher than the chirp for the same rms 
level. Note that Figure 12 shows peaks over 
1.2 volts in amplitude for the 0.43 volt rms 
output.  

 
Figure 12 - A random excitation produces a 
higher peak-to-peak voltage over that of the 
chirp for the same rms level.  

Since non-linear behavior has been 
exhibited by this system at high excitation 
amplitudes, it is reasonable to expect that 
the random excitation will provide poorer 
measurements (with respect to the chirp) 
due to its higher peak excursions. 

 
Figure 13 - A random excitation produces a 
better measurement than the chirp for this 
particular system. 

Actually, the random excitation provided a 
decidedly better measurement than the 
chirp! Figure 13 shows a transfer function 
estimate made with random noise as the 
excitation. The low frequency ripples in 
Figure 10 are not present.  
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Measurements at various nodes within the 
system revealed that the peak response 
levels occurring with random excitation 
were lower in amplitude with the random 
when compared to the the chirp excitation. 
So in spite of the instantaneous peak levels 
of the random excitation being about 2:1 
greater than the chirp, the internal signals in 
the system stayed at lower peak levels and 
within a linear range. The chirp managed to 
get significant energy into the system's high-
Q resonances and non-linearity became an 
issue. The chirp can be viewed as a 
sweeping sine tone. If the tone frequency is 
at or near a resonance of the system for a 
significant period of time, the response of 
this resonance will build in amplitude. The 
random sequence is naturally highly 
uncorrelated and therefore the amplitudes of 
the response were less than with the chirp.  

Swept-sine: when the going gets tough 

Up to this point, good accuracy has been 
obtained with the broad-band FFT based 
transfer function measurements. When the 
noise and non-linearity are extreme, swept-
sine is the tool of choice for three reasons. 
First, a sinusoidal excitation feeds the most 
energy possible at a given measurement 
frequency into the system. Second, the use 
of tracking filters reduces the unwanted 
affects of noise on the measurement. Third, 
the swept-sine technique gives the most 
flexibility to tailor the measurement to the 
DUT. 

The swept-sine application allows the user 
to decompose the overall analysis range into 
from one to five sub-ranges called spans. In 
each of these spans the acquisition, analysis 
and stimulus parameters can be optimized to  
tradeoff measurement speed, frequency 
resolution, and/or accuracy. 

Unlike the FFT approach, the swept-sine 
application can make frequency response 
measurements at logarithmically spaced 
frequency points. Figure 14 shows the 
swept-sine application and the measurement 

results. Note that the rms level of the 
excitation was set to one-half the value used 
in the FFT based measurements. In fact, due 
to the previously mentioned system 
responses to the chirp at resonances, a 
higher amplitude could lead to a decrease in 
the measurement quality. The frequency 
spacing of the measurements was set to be 
logarithmic. The total measurement time for 
85 different frequency points was 6 minutes 
and 20 seconds. The measurement was 
made using 3 spans—each with different 
tracking filter bandwidth, averaging, and 
logarithmic frequency step size. Different 
excitation levels for each span could have 
also been specified, but were not. 

 
Figure 14 - The swept-sine technique measures 
the transfer function with a lower excitation 
amplitude at the expense of measurement time. 

Therefore, in spite of the noise and non-
linearity, the swept-sine produced an 
excellent measurement using only half the 
excitation drive level of the previous 
measurements. 

Measurements of Control 
Systems 

The measurement motivation 

Transfer function estimation is virtually 
mandatory in control systems engineering. 
The following are the three most common 
transfer function measurements made on 
control systems: 
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1. Overall open-loop response (stability 
analysis) 

2. Plant dynamics (plant modeling) 
3. Closed-loop response (system 

performance) 

Often these measurements must be made on 
the control system under actual operating 
conditions. For example, many plants 
contain an intrinsic integrator making their 
operating point difficult to stabilize. During 
the early stages of development, it is a 
common practice to construct a simple 
controller to stabilize the operating point of 
the plant. This allows the dynamics of the 
plant to be studied in greater detail. 
Subsequently, when the controller design is 
refined, measurements again need to be 
taken to fully characterize the overall 
system, not just the plant. 

To make the closed-loop response 
measurement, no special techniques beyond 
those previously discussed in this note are 
required. Simply excite the control system at 
its command input and measure the 
response. The measurement configuration is 
shown in Figure 1. The remaining two 
measurements (open-loop response and the 
plant dynamics) will be discussed in the 
following sections. 

The physical system 

The DUT used in the previous measurement 
examples is a real physical system. Until 
this point, it has simply been treated as a 
mildly non-linear single-input single-output 
system with measurement noise. In fact, the 
system that has been measured, is the 
control system shown in Figure 15 (beneath 
the broken line). Several measurement 
configurations were setup with a rotary 
switch (shown as A, B, C, D below SigLab's 
inputs). All the previous measurement 
examples were made with the selector in the 
B position. This control system hardware 
will be explored in the remaining 
measurement examples.  

The complete control system consists of the 
controller and plant. The plant is a single 
input single output system with impulse 
response h t( ) . The controller is a two input 
single output system. The output of the 
controller is a linear combination of the 
command input and the position input from 
the plant. The command and position inputs 
are convolved with the controller dynamics 
represented by c t( )  and g t( ) , and the 
difference is taken to produce the controller 
output y tgh( ) . The equation for this 

operation is shown inside the controller 
block. The noise due to the normal 
operation of the control system loop is 
represented by n tR( ) . The noise source, 

n tR( ) , is actually another SigLab 
generating a combination of a periodic 
sawtooth and bandlimited random 
disturbance. 

In the disk drive scenario this noise signal 
would be due to imperfections in the servo 
track, platter or track eccentricity, spindle 
bearing imperfections, or other mechanical 
errors. Therefore, in the real world, the user 
has little or no control over this error source. 
For the purposes of this note, the error 
source can be turned off when desired. This 
allows a comparison to be made between 
measurements with and without noise. 

It is a common practice to add a summing 
circuit in the feedback loop of the control 
system. This allows the measurement 
instrumentation to inject a signal into the 
system. In this example the summing circuit 
is between the controller output y tgh( ) and 

the plant command input u t( ) . The exact 
position of this circuit in the control loop 
may vary from design to design but the 
principles to be discussed are not changed 
significantly. 
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Measurement configurations 

Figure 15 shows a switch which can select 
one of four typical control system 
measurement configurations. This switch is 
not usually present in an actual test setup, 
but it is shown here to allow a comparison 
of several possible measurement 
configurations. 

It should be noted that position A of the 
selector switch is the only configuration of 
the three that does not satisfy the 
requirement that the excitation be measured 
directly by SigLab per Figure 1. The other 
configurations (B, C, D) meet this 
requirement will therefore provide unbiased 
transfer function measurements.  

Notation 

The following discussion will use notation 
where upper case letters refer to the 

continuous time Fourier transform of the 
signal as in (3a) and (3b). 

X x t( ) F( ( ))ω =   (3a) 

G g t( ) F( ( ))ω =   (3b) 

For all the examples, the equations were 
written in terms of ω , but the display 

results are in terms of f  where f = ω
π2  . 

Configuration A: direct estimate of the 
open-loop transfer function using the 
broad-band FFT analyzer 

Measuring the open-loop response of a 
control system is a common requirement. 
This measurement information is important 
in assessing the stability of the loop. The 
open-loop transfer function G H( ) ( )ω ω  

can be measured directly by selecting switch 

Note: *= time-domain convolution

SigLab
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Power On

x t( )x tm( )

y tgh( )

y tm( )

A

B C

n tR( )

h t( )

+

u t( )y tp( )

Summing circuit
added for test.k0k1

D

Note: switches are
ganged

y t c t n t g t y tgh R p( ) ( ) ( ) ( ) ( )= ∗ − ∗

Controller

Plant

Command

Position Note: c(t) and g(t)
are controller
impulse
responses

CommandPosition

Figure 15
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position A. This connects plant input u t( )  
to SigLab channel 1 and the controller 
response y tgh( ) to SigLab channel 2. 

Excitation to the overall system is provided 
by feeding x t( )  into the summing 
amplifier. The advantage of this 
configuration is the measurement of the 
open-loop transfer function is made directly. 
No detailed understanding or inclusion of 
the parameters of the test summing circuit is 
required. The approach is intuitively 
appealing due to its simplicity. 

It is important to note that the excitation 
signal x t( ) , is not being measured by 
SigLab, and therefore, the estimator given 
by (1) will yield a biased transfer function 
estimate due to the noise source n tR( ) . If , 

however, n tR( ) is negligible, the transfer 
function can be estimated with (1) without 
significant error. Other connection 
variations are possible such as measuring 
between the plant input u t( ) and output 

y tp( ) but the results will be similar to 

results obtained using switch position A. 

Figure 16 shows the result of this direct 
measurement in a noise free situation 
(where n tR( )  is set to zero). The resulting 
transfer function data will be viewed as 
being the true open-loop transfer function of 
the system.  

 
Figure 16 - The open-loop response measured 
directly under noise free conditions. 

Now, the measurement will be repeated, but 
the noise source will be reactivated and set 
to the level used in the measurements shown 
in Figure 5.  

 
Figure 17 - Direct open-loop measurement with 
noise. 

A visual comparison between Figure 16 and 
Figure 17 indicates that a nearly 15 dB 
measurement error exists at low frequencies. 
Using a few simple MATLAB commands the 
magnitude difference in dB between the two 
measurements may be plotted. This error is 
shown in Figure 18. 
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Figure 18 - Estimation error using the direct 
open-loop measurement when noise is present.  

One thousand measurement averages were 
used to compute the transfer function 
estimate in Figure 17. The coherence looks 
deceptively good. The fact is, this 
measurement cannot be improved by any 
increase in averaging because it is a biased 
measurement. Due to the system's non-linear 
behavior, the excitation level cannot be 
increased. 

The underlying problem is the estimator 
defined in (1) cannot be successfully used 
since there is significant noise in both the 
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excitation measurement x tm( ) and the 

response measurement y tm( ) . To make 
matters worse, the measurement noise on 
these two input channels is correlated since 
this noise is a result of the single noise 
source n tR( ) . Here is a case where the 
usual measurement quality indicators (good 
coherence and the smooth, credible transfer 
function magnitude) all point to a good 
measurement, but, since the assumptions of 
Figure 1 were not observed, the 
measurement is seriously flawed. 

Configuration A: direct estimate of the 
open-loop transfer function using 
swept-sine analysis 

There are ways, however, to combat this 
correlated noise. Of course, nothing is free: 
it costs measurement time and there is risk 
of error. As previously discussed, the swept-
sine technique uses tracking band-pass 
filters on the measurement channels. As the 
bandwidth of these tracking filters is 
reduced, the effect of noise n tR( ) is 
minimized on both measurement channels. 
If n tR( )  is a broad-band signal, it is easy to 
see how this filtering can improve the 
measurements.  

Often, however, n tR( )  contains large 
periodic components e.g. at multiples of the 
platter rotational speed in the case of disk 
drives. In this case, the user must either 
carefully structure the measurement so that 
these noise components do not lie within the 
tracking filter bandwidth at the desired 
measurement frequencies, or accept reduced 
accuracy at frequencies where they do.  

The results of using the swept-sine 
technique are shown in Figure 19. This 
measurement is in good agreement with that 
of Figure 16 except for the spike at around 
9000 Hz due to a harmonic of the periodic 
component of the noise. 

It should be recognized that the swept-sine 
technique also relies on the estimator given 
in (1). The tracking filters and single 
frequency sine excitation often allow good 
measurements to be made even when the 
assumptions of linearity and noiseless input 
measurements are invalid. Since the 
coherence estimate (2) is based on the same 
measurement assumptions, it is also suspect. 
However, the largest single disadvantage of 
the swept-sine technique is that of 
measurement time. As the tracking filter 
bandwidth is reduced to improve the 
measurement, the measurement time 
naturally increases. For example, this 
particular measurement took over 5 minutes 
to complete. 

 
Figure 19  -  Swept-sine's digital tracking filters 
can be used to reduce the effect of the noise on 

the input channels. 

Configuration B: estimating open-loop 
dynamics from a closed-loop 
measurement. 

A popular alternative method to directly 
measuring the open-loop transfer function 
involves making an unbiased transfer 
function measurement of the closed-loop 
response which relates y tgh( ) and x t( ) . 

This estimate is then mapped (or 
transformed) to the open-loop transfer 
function. With the selector switch in 
position B, the following equation relating 
y tgh( )  and x t( ) in the frequency domain 

may be written: 
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This equation assumes the test summer has 
gains of k k0 1 1 0= = .  

Examining (4) shows that the response 
Ygh( )ω  contains a noise term due to the 

system operation NR( )ω  and a term due to 

the excitation X( )ω . This is the same 
situation as shown in Figure 1 but in 
frequency domain terms: e.g. the system 
response is corrupted by additive noise that 
is not necessarily white or random. Again, 
for the resulting transfer function to be 
unbiased, the only underlying measurement 
assumption is that the noise is uncorrelated 
with the excitation.  

If the transfer function relating Ygh( )ω and 

X( )ω  is measured, a simple mapping will 
provide the open-loop transfer function 
G H( ) ( )ω ω . 

First, let the measured transfer function be 
defined as:  

T
Y

X
gh( )
( )
( )

ω
ω

ω
=    (5) 

Then:  

G H
k

T

k

k
T

( ) ( )
( )

( )
ω ω

ω

ω
⋅ =

− ⋅

+

1

1

0

1

  (6) 

In the mapping given by (6), the summing 
circuit gain constants ( k k0 1, ) are now 
included as variables.  

For the best mapping results, it is important 
to accurately know the values of these 

constants. The denominator term 
k

k
0

1

 is 

particularly important, since often there are 
one or more integrators in the loop. This 
forces 

 
lim ( )

ω
ω

→
= −

0
0

1

T
k
k

  

Therefore, at low frequencies, the estimated 
open-loop transfer function is a sensitive 
function of the above ratio. 

Since the transfer function estimate of 
T( )ω  is unbiased, this simple mapping 
(closed to open-loop) provides an unbiased 
method of estimating the combined 
controller and plant dynamics. 

Figure 20 may look familiar. It is the same 
measurement that was made in the initial 
part of the this note. This measurement is 
now referred to as the closed-loop transfer 
function T( )ω . 

 
Figure 20  -  Closed-loop transfer function 

measurement T( ).ω  

Control systems engineers often need to 
display both the magnitude and phase of the 
transfer function in a Bode plot format 
shown in figure 21. With simple point and 
click operations, the SigLab software 
performs the mapping in (6), displays the 
results in the Bode format, and displays gain 
and phase margins. 
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Figure 21  -  Bode plot of closed to open-loop 

mapping with gain and phase margins. 

The open-loop transfer function computed 
by mapping the closed-loop measurement is 
in excellent agreement with the direct 
(noise-free) measurement made in Figure 
16. The mapping technique is popular 
because it provides a trustworthy estimate of 
the open-loop transfer function with 
minimal effort.  

Configuration C and D: estimation of 
the plant transfer function from two 
measurements. 

Often, a measurement of a single section of 
the control system is desired. For instance, 
the plant transfer function H( )ω  is 
commonly required as input data for 
frequency domain system identification. If 
the controller dynamics, G( )ω , are known, 

a division will provide H( )ω  from the 

open-loop function . However, 

a direct measurement of H( )ω  is still often 
preferable. As previously shown, the swept-
sine technique can sometimes be used with 
success to make measurements that violate 
the requirements in Figure 1, but this is 
risky business. 

A two-step measurement procedure is a 
good is approach for measuring the plant 
dynamics. With the switch in Figure 15 in 
the C position, the output of the plant 
y tp( ) is being measured by SigLab's 

channel 2 and the excitation into the test 

summing circuit x t( )  by SigLab's channel 
1. If a transfer function estimate is made, it 
will be unbiased since this excitation is 
being measured. Define this transfer 
function and coherence measurement 
as:

)
HYX( )ω  and 

)
CYX( )ω  respectively.  

With the switch in position D another 
unbiased transfer function estimate can be 
made relating the excitation x t( )  and plant 

input u t( ) . This transfer function and 
coherence measurement is defined 
as:

)
HUX( )ω  and 

)
CUX( )ω  respectively. 

These independent unbiased estimates can 
be combined to provide an unbiased 
estimate of the plant transfer function (7) 

)
)

)H
H

H
YX

UX

( )
( )
( )

ω
ω
ω

=   (7)  

as well as an composite coherence (8). 

) ) )
C C CYX UX( ) ( ) ( )ω ω ω= ⋅  (8) 

The advantage of this technique over 
attempting to measure the plant directly 
(e.g. relating u t( ) and y tp( )  while ignoring 

x t( ) ), is that the estimates will be unbiased 
and therefore with sufficient averaging 
converge to the correct results.  

If three measurement channels are available, 
the two transfer function estimates can be 
made simultaneously. In fact, by writing (7) 
and (8) in terms of (1) and (2), the result is 
yet another transfer function estimator: 

$( )
$ ( )
$ ( )

H
P

P
xy

xu

ω
ω

ω
=   (9) 

and composite coherence indicator: 

$ ( )
$ ( ) $ ( )

$ ( ) $ ( ) $ ( )
C

P P

P P P

xy xu

xx yy uu

ω
ω ω

ω ω ω
=

⋅

⋅ ⋅

2 2

2
 (10) 
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Using a three channel simultaneous 
measurement, the measurement speed will 
double and the end result will be a bit more 
accurate, but three channels are not 
mandatory. 

 

Figure 22  -  Plant transfer function H( ).ω  

In order to verify the previous dual transfer 
technique, a noise free measurement of the 
plant is made. Since measurement noise can 
be eliminated (for this example), the plant 
transfer function can be accurately 
measured by the direct means. The transfer 
function is shown in Figure 22.  

Now, the task is to estimate the plant 
transfer function under the same conditions 
that were present (noise and non-linearity) 
for the open-loop measurement using (7) 
and (8). Since SigLabs can be combined to 
create multi-channel systems, two SigLabs 
were linked for the following 
measurements.  

 

Figure 23  -  Transfer function 
)
HYX ( )ω , 

corresponding to switch position C. 

The two transfer function configurations 
correspond to switch positions C and D. 
Figure 23 shows the 

)
HYX ( )ω  transfer 

function estimate made with the switch in 
the C position. Note that the coherence is 
close to zero at the low frequency end of the 
measurement. However, since the 
measurement is unbiased, it will converge to 
the actual transfer function given sufficient 
averaging. Even with 1000 averages, SigLab 
took less than one minute to complete this 
measurement. 

Figure 24 shows the second transfer 
function measurement now made with the 
switch in position D. The coherence in this 
measurement is also very low at low 
frequencies. 

 

Figure 24  -  Transfer function 
)

HUX( )ω , 

corresponding to switch position D. 

The simple MATLAB script file in Listing 1, 
was used to compute and plot the plant 
transfer function estimate 

)
H( )ω .  
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The resulting plant transfer function plot is 
shown in Figure 25. A comparison between 
Figure 22 and 25 shows the excellent 
agreement between the plant transfer 
function estimate using (9) and the plant 
transfer function which was measured 
directly in Figure 22. To get a closer look at 
the difference between 

)
H( )ω  and the 

H( )ω  script M-file was extended to 
compute and plot the magnitude (in dB) 
difference between the measurements. 
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Figure 25  -  Plant transfer function estimated 
on a non-linear and noisy system by the method 

in Listing 1. 

The error is plotted in Figure 26. There is 
excellent agreement between this estimate 
and the actual plant, even at the low 
frequencies where the coherence of the 
estimator is almost zero. The errors 
increased at the high frequency end of the 
measurement where the plant response is 
rapidly rolling off. This of little concern 
since it is well beyond the interesting 
dynamics of the plant.  
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Figure 26  -  Magnitude difference between 
)

H( )ω  and H( )ω .  

The composite coherence is also easy to 
compute and it is plotted in Figure 27. Note 
the dips due to the periodic components in 
the noise n tR( ) . These coherence and 
transfer function estimates can serve as the 
input to frequency domain identification 
algorithms. 

% M-file dual_x.m 

load dblx1.vna -mat 

% this is a 3 channel meas 

H=XferDat(:,2)./XferDat(:,1); 

% the plant transfer function 

Coh = CohDat(:,2).*CohDat(:,1); 

% composite coherence 

semilogx(Fvec,20*log10(abs(H)),... 

         'color','white'); 

axis([25,10000,-50,10]); 

title('Plant transfer function'); 

xlabel('Hertz'); 

ylabel('dB'); 

% 

Listing 1  -  M-file script computing 
)

H( )ω . 
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Figure 27  -  Composite coherence 
calculation from Listing 1.  

Conclusion 

Making transfer function estimates on noisy 
non-linear systems is far more difficult than 
in the noise-free, linear case. A high quality 
measurement can be obtained even under 
adverse conditions, by using either the 
closed to open-loop mapping techniques, or 
by making two unbiased transfer function 
estimates and combining them. The 
measurement setup and assumptions 
outlined in Figure 1 should be observed for 
optimal results. 

Although the bulk of the examples 
presented used the broad-band FFT based 
estimation technique, the swept-sine 
analysis will do as well or better. If the 
measurement results are suspect using the 
broad-band FFT technique, it is prudent to 
repeat the measurement with swept-sine to 
get a different measurement viewpoint. If a 
meaningful transfer function exists, swept-
sine will do the job when all else fails. 
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Using SigLab with the Frequency Domain 
System Identification Toolbox 

 
SigLab makes it easy for users of the Frequency Domain System Identification Toolbox1 to get 
high quality measurements for analysis. The most direct measurement that can be utilized by 
the toolbox is the transfer function. SigLab's FFT-based and Swept Sine Network analyzers 
make it easy to get accurate transfer function estimates. This note describes how transfer 
function estimates can be analyzed by the FDID toolbox. 

Overview 

Two primary classes of identification 
techniques. 
There is no one identification technique that 
is optimal for all problems, hence the large 
number of approaches available in the 
MATLAB environment. The MATLAB 
System Identification Toolbox2 and 
MMLE3 Identification Toolbox are based 
on time domain analysis techniques. 
SigLab is optimized to provide alias 
protected, time-domain measurements for 
these identification schemes. SigLab also 
supplies its own  GUI-based time domain 
identification technique. 
 
The Frequency Domain System 
Identification Toolbox (FDID) has 
advantages for analyzing certain classes of 
systems. The FDID techniques are most 
naturally used with transfer function 
(frequency domain) data. SigLab can make 
excellent transfer function measurements by 
using either a swept-sine technique or a 
broadband FFT- based technique. These 
measurements are controlled by easy-to-use 
GUI-based user interfaces. The results can 
be supplied directly to the FDID toolbox. 
 

Identification: why a frequency domain 
technique? 
A frequency domain technique has 
advantages over the time domain techniques 
under the following conditions. 

 
1. A model is desired over a strictly 

prescribed frequency range. 
2. The device (plant) being modeled is part 

of an operating control system. 
3. The swept-sine measurement technique 

must be used due to noise and non-
linearity. 

4. The use of non-uniformly spaced 
frequency measurements is needed. 

 
Consider the first condition. Often physical 
devices with distributed energy storage 
elements have extremely complex dynamic 
behavior. To completely model the device 
over a large bandwidth becomes difficult 
due to the large number of in-band 
resonances. A simple, but effective, strategy 
is to decompose the modeling task by 
making measurements and models in 
adjacent sub-bands. The resulting models 
can be then be combined, if desired, to 
create an overall model. This strategy is 
most easily accomplished in the frequency 
domain.  
 
The second condition poses many 
interesting measurement challenges. Good 
measurements are more difficult to obtain 
because measurements often must be made 
while the control system is actually 
operating. The measurement of the  open-
loop dynamics of the control system are 
important and this measurement can be 
obtained by a simple frequency-domain 
mapping. 
 

APPLICATION NOTE 
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The swept sine (stepped-sine) measurement 
approach is often employed for transfer 
function estimation since it can better cope 
with system noise and non-linearity 
(condition 3). Such measurement problems 
are common in control systems. A side 
benefit of using swept sine is that the 
measurement frequency resolution does not 
have to be uniform (condition 4). 
Mechanical systems at low frequencies 
often have a frequency response which goes 

as 
1

2f
 or 

1
f

 followed by bands containing 

closely spaced resonances. The swept sine 
measurement allows for an increase the 
number of user-defined frequency 
measurement points in the areas where there 
are interesting resonances. Often, the lower 
frequency areas need fewer measurements 
saving both measurement and analysis time. 
 
This note focuses on using SigLab's transfer 
function estimates with the FDID toolbox. 
Techniques for making the transfer function 
estimates are covered in the Estimating 
Transfer Functions with SigLab application 
note3 and these details will not be repeated 
here. 

Using SigLab to Make the 
Transfer Function 
Measurement. 

Using the transfer function 
Rudimentary data acquisition systems 
provide time-domain measurement data 
which often lacks alias protection. Although 
the FDID toolbox can be used with time-
domain data, there is little advantage to 
using this method since M-functions in the 
toolbox are used to estimate frequency 
domain information from the time histories. 
SigLab, however, can provide excellent 
transfer function (frequency domain) 
measurements directly to the FDID 
algorithm. SigLab uses extensive on board 
digital signal processing capabilities for 
fast, accurate, transfer function estimates. 

 
The steps to using the FDID toolbox with 
SigLab are as follows: 
 
1. make a transfer function measurement 

using the swept sine or network 
analyzer virtual instruments 

2. save the results to a file 
3. use a simple m-file script to read in the 

measurement file and invoke the FDID 
elis function 

 

Measurement setup 
As explained in Estimating Transfer 
Functions with SigLab, the optimal 
measurement configuration is shown in 
Figure 1. The swept sine or network 
analyzer virtual instruments can then be 
used to make transfer function estimates of 
the system H( )ω . 
 

x t( )

x tm( )

y t( )
h t

H

( )

( )ω

SigLab

OK
Model      20-22

Power On

 
Figure 1  -  The optimal measurement 

configuration. 
 
Making unbiased transfer function estimates 
is crucial to successful identification. If the 
guidelines in Estimating Transfer Functions 
with SigLab are followed, estimation bias 
can be reduced to negligible levels. 
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Supplying Transfer Function 
Data to the FDID elis 
Function 

The parameters required 
Using the transfer function estimate from 
SigLab considerably simplifies using the 
FDID tools since much of the complexity 
comes from the toolbox's ability to deal with 
time domain data. The core routine in the 
FDID toolbox is the elis.m function.  
The FDID documentation describes nine 
major input parameters to the elis function 
with five output parameters. These 
parameters are, in general, vectors which 
supply the measurement data to the function 
as well as a plethora of analysis options (e.g. 
whether to use the Levenburg-Marquardt 
iteration algorithm or the Newton-Gauss). 
Fortunately, the casual user need not trouble 
over most of the parameters. 
 
The important input parameters, in the 
following cases, are: 
 
1. frequency vector  
2. the measured transfer function data 
3. the magnitude squared coherence data 

(used for weighting the fit) 
4. the model domain(s or z) 
5. numerator & denominator orders 
 

This information can be passed to the elis 
function in the first three input arguments 
(note:  arrays are often combined to form a 
single input argument). 

An example of calling elis 
A simple example serves to illustrate the 
usage of the elis function. Listing 1 does the 
following: 
 
1. loads a SigLab data file. 
2. passes measurements and minimal 

estimation information to the elis 
function. 

3. reformats results using the imppar 
function. 

 
A few words of explanation are in order.  
First, argument 1 of the elis function 
requires three column vectors. The transfer 
function measurement is passed as the third 
column vector while the second is set to all 
ones. This is tantamount to saying that the 
excitation to the network was flat with no 
phase characteristics (ones) and the 
response was the measured transfer 
function.  
 
Secondly, argument 2 usually contains the 
measurement variances. Since it is assumed 
the input is known, its variance is zero. The 
output measurement is then assumed to have 
errors which are related to the inverse of the 

 
% demonstration of supplying elis.m with SigLab transfer function measurement 
load measdata.vna -mat % load SigLab measurement file which defines: 
                       % Fvec    = vector of frequency points 
                       % XferDat = vector with transfer function estimate 
                       % CohDat  = vector of coherence data used as a weighting  
                       %           to discount the importance of potentially poor 
                       %           measurement data in the transfer function 
numord = 10 ;           % order of numerator 
denord = 10;           % order of denominator 
domain = 's';          % s or z plane model 
 
nf = length(Fvec);     % number of frequency points in xfer measurement 
 
results = elis([Fvec,ones(nf,1),XferDat(:,1)],    % frequency vector and xfer est 
               [zeros(nf,1),1./CohDat(:,1)],...  % coherence^-1 for variance 
               [domain,numord,denord]);           % desired model type and order 
 
[domain,num,den,delay,fs]=imppar(results);  % reformat results into a more meaningful 
                                            % representation (FDID toolbox function) 
 

Listing 1  -  Loading SigLab data and calling elis.m in MATLAB. 
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coherence function:  low coherence, high 
variance. 
 
When the elis.m function is executed, a 
window is created with three graphs as 
shown in Figure 2.  
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Figure 2  -  The FDID toolbox window. 

 
The upper left plot shows the model 
frequency response as a continuous line, 
with the measured data plotted as "+"s. The 
lower left plot shows the phase difference 
between the model and the measurement. 
This is a good indicator of modeling error. 
The right plot shows the model’s poles and 
zeros in the s-plane 
 
When the iterations are complete, the elis 
function returns the model (along with 
numerous other quantities) in the output 
arguments. For this example, only one 
output argument is used (results). To 
convert the results vector into a more 
meaningful format, the imppar function is 
used. This FDID Toolbox function produces 
a numerator/ denominator polynomial model 
format (refer to FDID documentation). 
 

Some Real-World Examples 

Example 1: closed to open loop 
mapping with non-uniform 
measurement frequency resolution 
The flexibility of the SigLab/FDID 
combination is demonstrated with an 
analysis of a closed loop control system. 
The SigLab swept-sine virtual instrument 
was used for measurement, as described in 
Estimating Transfer Functions with 
SigLab3, pp. 14. This measurement provided 
an unbiased estimate of the system’s closed 
loop transfer function. The setup for the 
swept sine analysis is shown in Figure 3.  
 

 
Figure 3  -  Swept sine analysis of a control 

system (closed loop). 
 
The measurement was broken into three 
frequency bands:  200-800, 800-2000,2000-
9000 Hz. The swept sine application allows 
the acquisition and excitation parameters to 
be specified independently for each band. A 
logarithmic frequency resolution was used 
in each band and each band had a different 
number of measurement points. The same 
excitation amplitude was used for each band 
as shown on the upper graph (level) of 
Figure 3.  
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Figure 4  -  Open loop response from closed 

loop measurement. 
 
The measurement results can be transformed 
into an open loop representation (plotted in 
Figure 4) by this simple mapping: 

 Xol j
Xcl j

Xcl j
( ) ( )

( )
ω

ω
ω

=
−
+1

 

Xol  and Xcl represent the open and closed 
loop transfer functions respectively. This 
mapping is described in more detail in 
Estimating Transfer Functions with SigLab 
Equation 6. 
 
This closed loop measurement data was 
saved to a file and then used in a MATLAB 
script similar to Listing 1. The only 
difference was the addition of the closed to 
open loop mapping by inserting a line in 
MATLAB script: 
 
 XferDat=-XferDat./(1+XferDat); 

 
before the call to the elis function. 
Additional parameters were passed to the 
elis function to select a logarithmic x axis 
for the magnitude and phase plots (Figure 
5). 
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Figure 5  -  Identification of open loop control 
system transfer function from mapped data. 

 
A tenth order numerator and twelfth order 
denominator provided an excellent fit to the 
open loop response as shown in Figure 5. 
The magnitude agreement is virtually 
perfect, while the phase shows only a small 
discrepancy up at 9 kHz. The model is 
stable and clearly shows the pole due to 
integration in the controller at s=0.  

Example 2: narrow band modeling. 
Often a highly accurate model over a limited 
frequency region needs to be created. 
Frequency domain techniques naturally lend 
themselves to this task. Although given 
proper hardware support (real-time zoom 
processing) and proper algorithm design 
(the ability to handle complex input / output 
time histories) time domain techniques4 can 
also address this task, the more natural 
solution is the frequency domain approach.  
 
The SigLab network analyzer virtual 
instrument was used to make the 
measurement Figure 6. It shows the transfer 
function of a complex dynamic system 
analyzed over the dc-10 kHz frequency 
range. It is desired to gain a better 
understanding of the physics associated with 
the resonance at approximately 6775 Hz.  
 
The SigLab hardware has the ability to do 
real-time zoom which focuses the excitation 
and analysis capability of the hardware over 
a user specified analysis band.  
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Figure 6  -  DC-10 kHz analysis of a complex 

dynamic system. 
 
The result of this analysis is shown in 
Figure 7. There is a marked improvement in 
frequency resolution (2 Hz vs. 25 Hz) 
around the resonance.  
 

 
Figure 7  -  Narrowband (6576-6976 Hz) 

analysis of a selected resonance. 
 
This measurement was saved to a file and 
read in by a script M-file for analysis by the 
elis function. A fourth order numerator and 
sixth order denominator were found to 
provide an excellent fit to the data. The 
results of the identification are shown in 
Figure 8. 
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Figure 8  -  Frequency Domain ID provides a 

better understanding of the resonance. 
 
The FDID analysis showed a more 
complicated resonance than initially 
expected. It is easy to see how a zero-pole 
pair could cause the anti-resonance at 
approximately 6640 Hz and the resonance at 
6770. It was a surprise to find two zero-pole 
pairs involved with the resonance. The 
slight but noticeable inflection (note the 
arrow in figure 8) is due to the lower Q 
pole-zero pair encircled by the ellipse.  

Time Domain Data 
Occasionally, it might be advantageous to 
send pure time domain data to the ID 
toolbox in lieu of the transfer function. 
SigLab can provide (alias free) time domain 
data records for the FDID toolbox. In this 
mode, specialized output sequences may 
also be constructed in MATLAB and 
generated by SigLab's output subsystem. 
The time domain data can be transformed to 
the frequency domain by an M-file function 
provided with the FDID toolbox and then 
analyzed by the core FDID algorithm elis. 
 
When using the pure time-domain approach, 
the FDID toolbox also handles the case of 
correlated noise being present in both the 
excitation and response data. It should be 
noted that if the measurement guidelines 
given in Estimating Transfer Functions with 
SigLab3 are used, there will be little, if any, 
advantage in using the time domain option.  
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Conclusion 
A variety of system identification tools are 
available in the MATLAB environment. 
Finding the optimal tools for the existing 
problem is a challenge. The FDID toolbox 
provides a frequency domain technique that 
works well in many situations. SigLab is 
optimized to make transfer function 
estimates on dynamic systems. and being 
MATLAB based, these estimates are 
immediately available for the FDID toolbox.  
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Real-Time Processing Within MATLAB 
Although SigLab is optimized for dynamic system measurements, it may also be used to 
continuously acquire data for real-time processing by MATLAB®. After describing the 
relevant Siglab hardware and software features, several real-time applications examples are 
given. 

 

Overview 

"Real-Time," what does it mean? 
The term “real-time” unfortunately lacks a 
precise and universal meaning. In this note, 
real-time indicates that the data acquisition 
process in SigLab will not over run the 
data processing operations performed using 
MATLAB on the host PC. This means that 
data can be processed at least as fast as it is 
acquired with no gaps in the input data 
stream. The real-time throughput is a 
function of the acquisition sampling rate, 
data transfer overhead, number of channels, 
processing complexity and etc.  

Processing boundaries 
The key to getting reasonable performance 
in the MATLAB environment is 
vectorization, that is handling data in blocks 
rather than individual samples. The SigLab-
MATLAB combination is suitable for 
operations such as filtering, detection of 
signals, and graphical displays of results. 
The processed results or unprocessed data 
streams can also be saved continuously to a 
file on the personal computer’s hard disk. 

The techniques to be described in this note 
are not suitable for real-time control 
applications which involve sending the 
processed results back to SigLab's output 
subsystem. In those applications, processing 
is usually performed on a sample-by-sample 
basis as opposed to the  vectorized block-
oriented operations. 

Key benefits of the SigLab/MATLAB 
combination 
Using SigLab for data acquisition provides 
numerous benefits over conventional data 
acquisition cards. These include: 
• flexible analog signal conditioning 
• user selectable sampling rates with 

superb alias protection 
• both low and band passes alias filtering  
• easy to use software interface to 

MATLAB. 

The MATLAB environment also has several 
advantages over traditional languages for 
signal processing: 
• efficient core processing routines (filter, 

FFT and vector arithmetic operations) 
• extensive graphic plotting capability  
• tools to create GUI based applications 

These benefits allow sophisticated real-time 
signal processing with relative ease. 

Mileage may vary! 
The real-time performance depends directly 
on the speed of the computer. The results to 
be presented were obtained on a 90 MHz 
Pentium machine. Other relevant parameters 
were: 
• 512K cache 
• 16 MB memory 
• Adaptec AH2940 PCI SCSI adapter 
• Matrox MGA PCI /2 graphics adapter 
• 1GB SCSI hard drive 

This machine represents a typical business 
configuration of 1995. However, PCs get 
faster every day, so real-time performances 
improve as well. 

APPLICATION NOTE 
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The Signal Path From SigLab 
BNC to PC CRT 
This section describes the long and arduous 
journey between the analog electrical signal 
present on SigLab's input BNC and the color 
dots on the CRT monitor or to the PC’s hard 
disk drive.  

Internal to SigLab 
Figure 1 shows the signal flow within 
SigLab. The signal conditioning blocks 
allows a choice of one of the following: 
ac/dc coupling, dc offset and full scale 
range. This block also contains a fixed 
cutoff, fourth order, analog low pass filter 
for analog to digital converter (ADC) alias 
protection.  

Signal
Conditioning

Signal
Conditioning

Sigma-
Delta
ADC

ADSP-2105
(Decimating

Digital
Filter)

Input BNCs

TI
TMS320C31

DSP
(Real Time

OS)

SCSI
Interface

Subsystem

SCSI Bus

Fs=51200
Hz

Fs'=Fs/D
Hz

 
Figure 1  -  SigLab internal signal flow. 

The Sigma-Delta ADC 
The ADC is a sigma-delta design running at 
a fixed conversion rate of 51200 Hz. 
Sampling rates below 51200 Hz are 
provided by the 2105 DSP chip that 
implements multi-stage decimating digital 
filters. The input subsystem is under the 
control of the TMS320C31 processor. This 
processor provides DMA support for the 
samples generated by the input subsystem, 
as well as, the control of the SCSI interface. 
Apart from some format and scale changes 
no signal processing is being done in the 
C31 when SigLab is being used as a data 
acquisition device. When data requests are 
made by the host PC, the C31 initiates the 
SCSI transactions to return blocks of data 
over the SCSI bus. 

The decimating digital filter 
In order to get the most out of SigLab's 
internal DSP processing, a closer look at 
what goes on inside the 2105 is necessary.  

Thirteen sampling rate frequencies are 
available. These rates are obtained from a 
combination of digital filtering the ADC 
output (fixed at 51200 samples per second) 
and decimation of the filtered data stream.  

Table 1 summarizes the sampling rates, 
decimations, and bandwidths available. As 
previously mentioned, a key benefit of using 
SigLab for data acquisition is its alias 
protection. The bandwidth column 
represents the available alias free frequency 
range for a given sampling rate. If ideal 
brick wall filters could be used, then the 
numbers in the bandwidth column would be 
equal to half the sampling rates (the Nyquist 
frequency), but such filters cannot be 
implemented on real hardware. 

Decimation Sampling Rate Bandwidth 
1 51200 20000 
2 25600 10000 
4 12800 5000 

10 5120 2000 
20 2560 1000 
40 1280 500 

100 512 200 
200 256 100 
400 128 50 

1000 51.2 20 
2000 25.6 10 
4000 12.8 5 

10000 5.12 2 

Table 1  -  Available Sampling Rates and 
Corresponding Bandwidths 

SigLab's digital filters have impressive 
characteristics that guarantee a bandwidth 
equal to 78% of the Nyquist rate where 
aliases are suppressed by >90 dB.  

Fs = 51200  
Nyquist Fs= =/ 2 25600  

Bandwidth = 20000  
Efficiency Bandwidth Nyquist= =/ . %78 125  
These filters have a typical pass band ripple 
of less than 0.01 dB with a stop band being 
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>90 dB down from the pass band, thereby 
determining the level of alias suppression. 
Table 1 shows SigLab's sampling rates and 
bandwidths are always related by a factor of 
2.56. Hence the acquisition bandwidth is 
often specified as a SigLab setup parameter 
since it typically has a more meaningful 
physical connotation (e.g., communications 
bandwidth, telephone bandwidth, voice 
bandwidth).  

Baseband acquisition 
Figure 2 shows the digital signal processing 
used to select a 5120 Hz sampling rate that 
therefore corresponds to a 2000 Hz 
bandwidth. In baseband mode, the 
acquisition center frequency (Fc) of the 
digital filtering operation is by definition 
zero. Therefore, the cosine and sine terms 
are one and zero respectively. The block 
diagram then effectively reduces to the 
upper-two cascaded, decimating low pass 
filters. In this mode the acquisition system 
functions just like a "normal" ADC with a 
sampling rate of 5120 Hz; but, it is 
protected against aliases over the dc to 2000 
Hz band. Signals above the 2000 Hz band 
will be attenuated by the digital filters. The 
transition band between 2000 and 2560 Hz 
(Nyquist rate for Fs=5120 Hz) can have 
some aliased components, but these are of 
little consequence. 

cos(ωωn)

From
ADC

Fs=51.2KHz
BW=20KHz

Real

Imag

sin(ωωn)

Lowpass
D=2

Lowpass
D=2

Lowpass
D=5

Lowpass
D=5

To C31
Fs=5.12KHz
BW=2.0KHz

ω=ω=2π π Fc/Fs

 

Figure 2  -  Digital Filtering Example for a 
5120 Hz Sampling Rate.  

Band translated acquisition 
When the selected acquisition center 
frequency (Fc) is non zero, the full block 
diagram is needed to describe the filtering 
operation. For this example, lets assume 

Fc=10000 Hz. The filtering process then 
becomes a digital band pass operator with 
an alias free acquisition range of 8000 to 
12000 Hz. The acquisition bandwidth now 
doubles due to a complex time-domain data 
stream at a sampling rate of 5120 Hz 
(referred to as "real" and "imag" in Figure 
2). This mode of acquisition is very useful 
when a narrow band signal is to be 
processed. For instance, assume there was a 
set of signals to be detected in the range of 
8000 to 12000 Hz. It is far more efficient to 
process the 5120 complex samples per 
second (therefore 10240 total samples per 
second) than the 51200 real samples per 
second required to do baseband acquisition 
of this signal. An example of using this 
acquisition mode will be given.  

Over the SCSI bus... 
Figure 3 shows the primary hardware 
components involved in moving SigLab data 
to the monitor's screen. SigLab is a SCSI 
device, and therefore a SCSI adapter must 
be present in the host PC. Desktop machines 
typically have an ISA or PCI bus-based 
card. Some notebook machines have an 
integrated SCSI adapter while others use a 
PCMCIA card. 
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Figure 3  -  SigLab to PC Host Interface 

The SCSI bus is very efficient in 
transferring blocks of data, which provides 
yet another motivation for using block-
oriented processing where performance is 
an issue.  
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Into the Windows/MATLAB 
environment 
Fortunately, very little code is needed to get 
SigLab data into the MATLAB environment. 
The underlying high-level software provided 
makes it easy.  

MATLAB

ASPI or WinASPI

SigLab.dll

SCSI HW Interface

SCSI
Communication
to/from SigLab

 

Figure 4  -  Conceptual relationship between 
the major software components. 

Figure 4 outlines the major software 
components involved with controlling 
SigLab from within the MATLAB 
environment. The key module is called 
siglab.dll. This software is the primary 

interface between MATLAB and SigLab. 
Calls are made to siglab.dll just as if it were 
a "normal" result in SCSI commands with 
commands and data being passed to and 
from SigLab.  

The siglab.dll controls the input, processing,  
and output subsystems of the 20-22. Input 
control includes: 

• gain, coupling, dc offset 
• bandwidth (sampling rate) 
• block size 
• number of active channels 
• triggering 

The siglab.dll is also used to request data, 
test for the existence of data, and command 
a transfer of data into the MATLAB 
environment.  

Once the data is in the MATLAB 
environment, it is trivial to plot it in 
virtually every way imaginable. 

 
% code fragment from rtp_ex1.m, the acquisition and display loop 
          % request some data 
          ReqID=siglab('DataReq',block_size,chan,... 
                       'TimeI','First',0,'NoWait');  
           
          HRTP_(run_flag)=1;  % set the global run flag here 
          while HRTP_(run_flag) ==1 
               rdy=siglab('DataRdy',ReqID);  % check for data 
                                             % and interpret ready status  
               if rdy     == 0 
                   rflg     = 0;  % no data yet 
                   cont_flg = 1;  drawnow; 
               elseif rdy >= 1 
                   rflg=1;        % there is data waiting 
                   if cont_flg==0 & do_check==1 
                      % if we don't have to wait, assume data discontinuous 
                      set(HRTP_(cdisp),'string','DisCon'); 
                      do_check=0; drawnow; 
                   end; 
               else 
                   rflg=0; disp(['data request error']);  
               end; 
               if rflg==1 
                 % 'processing' section 
                 [y_vec,novld]=siglab('DataGet',ReqID);  % get data into y_vec array 
                 % immediately launch another request for data  
                 ReqID=siglab('DataReq',block_size,chan,... 
                              'TimeI','First',0,'NoWait'); 
                 set(HRTP_(pl1),'ydata',y_vec);     % plot it 
                 drawnow; 
                 cont_flg = 0; 
               end;  
          end; % acquisition, processing and display loop from rtp_ex1.m 
 

Listing 1  -  Acquisition and Display Loop 
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Real Time Processing 
Examples 
The following section will describe several 
real time processing tasks. Each example 
will include a partial listing of the 
processing code required.  

Time domain acquisition and display 
A common real-time operation is simply 
acquiring and displaying data on a 
continuous basis.  

The aforementioned Pentium system can 
acquire and display a single channel of data 
at a 12800 Hz sampling rate (5000 Hz 
bandwidth) if a block size between 1000 and 
2000 is used. If smaller or larger block sizes 
are used, the efficiency drops and a lower 
sampling rate must be used for the data to 
remain continuous. 

The example application rtp_ex1.m creates a 
figure window with a few simple GUI 
controls and acquires and plots time domain 
data from SigLab channel one. Listing 1 
shows the acquisition and display loop. 
When this loop is executing, SigLab has 
already been configured to acquire data at a 
specified bandwidth and sampling rate with 
no triggering ("free-run"). 

 

Figure 5  -  Acquisition and Display of a Time 
History. 

Figure 5 shows the axis and GUI controls. 
The Run, Stop buttons control the 
acquisition and the Quit button is used to 
close the application.  

The text box (Cont) to the left of the Run 
button indicates whether or not the 
processing is continuous (gap free). If the 
MATLAB M-file code does not have to wait 
for data, it is a safe bet that some has been 
dropped and the processing cannot keep up 
with the rate at which data is being 
generated. Under these conditions the text 
box will be set to show the “DisCon” 
message. Although this check is not 
foolproof, it is a useful indicator of data 
continuity. 

If CPU cycles are required for other 
operations, the data will likely become 
discontinuous at high rates. For example, if 
the user clicks on the figure window and 
drags the figure across the screen, the 
DisCon message will appear. 

As might be expected, the plotting operation 
is a significant consumer of time. In fact, if 
data values exceed the y axis limits, the 
plotting time increases since the trace must 
be clipped to keep the graph within the axis  
boundaries. This can also cause the DisCon 
message to appear. 

Time domain filtering / decimation and 
display 
The previous example simply acquired and 
displayed data. The goal for the following 
example is to realize an effective increase in 
digital resolution by applying a digital low 
pass decimating filter to the data stream.  

The idea of using a filtering operation to 
increase the effective resolution is a 
common one. It stems from the fact that the 
quantization process can be modeled as a 
uniformly distributed, uncorrelated noise 
added to the desired signal. The filtering 
operation reduces the noise while leaving 
the desired signal. This is tantamount to 
reducing the quantization noise by 
increasing the number of bits representing 
the signal.  

The combination of filtering and decimation 
is a common signal processing operation. 
The filtering (and decimation) operation is, 
in fact, one of the key techniques used in the 



 

 Application Note 7.1 Real Time Processing Within MATLAB 
 10/25/02SLAP7_1 
6

sigma delta converter designs, a 
confirmation that bandwidth can be traded 
for resolution. 

The following results were obtained on the 
Pentium system: 

1. acquire blocks of data @ Fs=12,800 Hz  
2. process (on a block by block basis) 

sampled data with an 80th order FIR 
low pass filter integrated with a 
decimate by 16 operation 

3. plot the filtered and decimated results  

To demonstrate the effect of this filtering, 
two time history snapshots were recorded, 
one without filtering and one with the 
filtering. 

The code to implement a FIR decimating 
filter is shown in Listing 2. The integration 
of the filtering and decimating operations is 
an important point in the code design. It is 
computationally inefficient to compute 
results which will subsequently be discarded 
by the decimation operation.  

This code combines the filtering and 
decimation operations and does not compute 
filter outputs that would be discarded by the 
decimation operation. It is also optimized to 
operate on blocks of data (vectors) since 
MATLAB's processing is significantly more 
efficient for vectorized operations.  

The processing section of the acquisition 
and display loop is shown in Listing 3. 
Again, it is critical to recognize that the data 
comes from SigLab into the MATLAB 
environment, in blocks, not on a sample by 
sample basis. This drastically reduces the 
overhead of the data transfer, and, allows 
MATLAB to operate on the data (filter and 
display) using vectorized methods.  
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Figure 6  -  Unfiltered SigLab ADC Showing 
Quantization Noise.  

First, Figure 6 shows data from SigLab 
acquired at a 12,800 Hz rate, then simply 
decimated, without filtering, by a factor of 
16. The block size was set to 1600, and 
therefore 100 samples are repetitively 
produced and plotted after the decimation 
operation. The quantization steps of the 
ADC are apparent. To provide signal 
headroom, the SigLab front end design does 
not use the full range of the ADC. The full 

 
function [y_out, s_out] = decfilt(kernel,dfac,xin,s_in) 
% Dick Benson, DSP Technology 
% Applies a decimating FIR filter with coefficients=kernel to  
% vector xin (single channel). 
% Length of kernel must be an integer multiple of dfac. 
% Produces filtered & decimated output in y_out along with filter state in s_out. 
     lk = length(kernel); 
     lx = length(xin); 
     if nargin == 3 | s_in==[] 
        % assume initialization if no previous state is passed by s_in 
        if rem(lk,dfac) ==0         
           s_in = zeros((lk/dfac)-1,dfac); 
        else 
           error('Kernel length must be a multiple of the decimation factor.');  
        end; 
     end; 
     if rem(lx,dfac) >0 
         error('Xin length must be an integer multiple of the decimation factor.');  
     end; 
     y_out  = zeros(lx/dfac,1); 
     for k=1:dfac 
         [y,s_in(:,k)] = filter(kernel(dfac+1-k:dfac:lk),1,xin(k+0:dfac:lx),s_in(:,k)); 
         y_out=y_out+y; 
     end; 
     s_out = s_in; 
end; 

Listing 2  -  Decimating FIR Filter Code. 
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scale swing is defined to be on the order of 
50,000 ADC counts. With SigLab set to the 
5 volt range (10 Vpp)  

Vquant
V

uV= =
10

50000
200  

This quantization can clearly be seen in 
Figure 6. The effect of this quantization is 
often modeled as a noise process added to 
the desired signal.  
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Figure 7  -  Filtering and Decimation of SigLab 

Data Attaining a Lower  
Quantization Noise Level at a Reduced 

Sampling Rate. 

Figure 7 shows how the inclusion of a 
digital low pass filter can improve the 
digital resolution of the signal by reducing 
the signal bandwidth and hence the 
quantization “noise”. In this example, 
reducing the signal bandwidth by a factor of 
16 produces a reduction of 12 dB in 
quantization noise which is equivalent to 
adding 2 more bits to the ADC. The 
sampling is also reduced by the decimation 
process. The high frequency information has 
been attenuated by the low pass filter’s stop 

band and there is little reason (from a signal 
processing perspective) to maintain the high 
sampling rate. 

The reduction in quantization noise is 
apparent in Figure 7. The frequency 
response of the FIR low pass filter used for 
this example is shown in Figure 8. 
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Figure 8  -  Filter frequency response for 
decimating low pass filter. 

The filter coefficients were determined by 
using MATLAB's Remez function. The 
frequency response was computed using 
MATLAB's FFT function.  

A radio teletype signal demodulation  
For this example a radio teletype (RTTY) 
signal from a short wave communications 
receiver is used as the input to SigLab. The 
objective is to determine the characteristics 
of this signal and design an appropriate 
detector using SigLab and MATLAB.  

The Virtual Spectrum Analyzer (vsa) 
provides a basic understanding the 
characteristics of the RTTY signal.  

 
.............if rflg==1 
                 % data is available get it into y_vec array 
                 [y_vec,novld]=siglab('DataGet',ReqID);  
                 % then immediately launch another request  
                 ReqID=siglab('DataReq',block_size,chan,... 
                              'TimeI','First',0,'NoWait'); 
                 % filter/decimate the data 
                 [y_vec,Zstate] = decfilt(kernel,decfac,y_vec,Zstate); 
                 % plot filter's output 
                 set(HRTP_(pl1),'ydata',y_vec); drawnow; 
                 cont_flg = 0; 
              end;  
          end; % acquisition, processing and display loop 
 

Listing 3  -  Acquisition, Filtering and Plotting Code Fragment From rtp_ex2.m 
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Figure 9  -  Spectrum of RTTY Signal 

Figure 9 shows the time history and 
spectrum displays of the vsa analyzing a 
RTTY signal. The spectrum plot shows that 
the signal consists primarily of two tones at 
the frequencies 775 and 1625 Hz. At any 
given time a RTTY signal contains only one 
of the two tones. Both are simultaneously 
visible in the spectrum plot since the time 
history is long enough to capture data 
transitions in the RTTY signal. The 
frequency shift between these tones is a 
healthy 850 Hz. Using a separate tone 
detector for each frequency is one approach 
to demodulating this analog signal into a bit 
stream. 

Figure 10 illustrates one possible 
implementation of a "tone detector". The 
first step is a complex modulation 
(multiplication of the input data by e j ncω ) at 
the desired detection frequency followed by 
decimating digital low pass filters where 
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Figure 10  -  A Tone Detector. 

The complex modulation operation 
produces sum and difference frequencies in 
the resulting real and imaginary data 
streams. These real and imaginary data 
streams are then processed by two separate 
low pass filters which attenuate the sum 
frequencies while passing the difference 
frequencies. At this point the signal 
processing involved is virtually identical to 
that used in SigLab's acquisition processing 
except, the tone detector can accept a 
complex input due to the implementation of 
the complex modulator. Complex inputs 
arise by using SigLab in a band translated 
acquisition mode.  

The filter outputs are squared, added, and 
square rooted performing the signal 
detection. Listing 4 shows the MATLAB 
code used to implement the tone detector. 

 
function [yout,rs_out,is_out]=demod(kernel,dfac,xin,Fs,Fc,rs_in,is_in)) 
% Complex demodulator / Detector for MATLAB real-time processing 
% Accepts both real and complex input time data (xin) 
      lxin        = length(xin); 
      twist       = xin.*exp(j*2*pi*(round(lxin*Fc/Fs)/lxin)*(0:(lxin-1))'); 
      [yr,rs_out] = decfilt(kernel,dfac,real(twist),rs_in); 
      [yi,is_out] = decfilt(kernel,dfac,imag(twist),is_in); 
      yout        = sqrt(yr.*yr+yi.*yi); 
 

Listing 4  -  Tone Detector Code 
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Figure 11  -  Overall Block Diagram of the 
RTTY Demodulation Experiment. 

SigLab's bandwidth is set to 2000 Hz which 
corresponds to a sampling rate of 5120 Hz. 
The FIR filter used was identical to that 
shown in Figure 8. Therefore, four 80th 
order FIR decimating filters are executing in 
MATLAB at the 5120 Hz sampling rate. 

Figure 12 shows three plots of the RTTY 
detector in operation. The upper two 
overlaid lines correspond to the two tone 
detector outputs. It is interesting to note that 
the amplitudes of the outputs are clearly not 
equal. This is due mainly to frequency 
selective fading of the communications 
channel. The amplitude inequality can 
actually become much worse than this due 
to changes in the ionosphere and multi-path 
reflections. 
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Figure 12  -  RTTY “eye” Diagram and Digital 
Bit Stream.  

The lower line on the plot is the result of 
comparing the two detector outputs. The 
comparison operator produces a binary 
result which is simply scaled and offset to 
fit nicely on this axis. This binary sequence 
could be fed to a RTTY decoding algorithm 
to produce text if desired.  

Using frequency translation for narrow 
band signal processing. 
As shown in Figure 2, SigLab has the ability 
to process the (real) sigma-delta ADC signal 
with what is effectively a complex band 
pass filter before the results are sent to and 
processed by MATLAB. Up to this point, 
base-band acquisition has been used 
exclusively, but numerous signal processing 
tasks can benefit from SigLab's frequency 
translation ability.  

This band translation feature allows the 
analysis of signals over SigLab's entire  
20 kHz analysis range without processing 
samples at the 51200 Hz rate. Of course, the 
entire 20 kHz band cannot be analyzed 
simultaneously, but bands can be studied a 
section at a time 

Figure 13 shows the spectrum of an RTTY 
signal which has only a 160 Hz frequency 
shift. The frequency shift is difficult to see 
in the spectrum plot due to the complicated 
side band structure created by the data being 
transmitted. The two tones of interest 
actually lie at 1420 Hz and 1580 Hz. 
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Figure 13  -  Spectrum of a Narrow band RTTY 

Signal. 

Without the band translation capability, 
SigLab's 2000 Hz bandwidth acquisition 
range would be used. Therefore, subsequent 
processing would be at a sampling rate of 
5120 Hz. 

Using SigLab's band translation capability, a 
center frequency of 1500 Hz can be 
selected, with a ±200 Hz bandwidth which 
then includes the two desired detection 
frequencies plus the associated side bands 
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clearly visible in Figure 13. This complex 
time history generated by SigLab can be 
processed directly since the implementation 
of the tone detector (Listing 4) is capable of 
processing either real or complex input 
sequences. The sampling rate is now 
Fs = ⋅ =2 56 200 512.  complex samples per 
second. This is one fifth, not one tenth, the 
data rate that would have been required if 
base band acquisition were used. 
Remember, the samples are complex 
numbers therefore there are twice as many 
numbers per unit time to be processed. 
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Figure 14  -  Lowpass Filter Used with 

Frequency Translated Data. 

Since much of the required signal 
processing (band translation) is taking place 
internally to SigLab, less extensive filtering 
is required in the MATLAB code in spite of 
the tone spacing being reduced from 850 Hz 
to 160 Hz. Figure 14 shows the 
characteristics of the 16th order filter used 
in conjunction with a decimation factor of 2.  

The results of using this filtering and 
detection scheme on a narrow band RTTY 
signal are shown in Figure 15. The code 

identical to that of Listing 5 except different 
acquisition setup and filtering parameters 
were used (example M-file: rtp_ex4.m).  

There are two advantages to using a smaller 
frequency shift. First and foremost, the 
signal consumes less valuable spectrum 
space. Secondly, frequency selective fading 
is reduced over the previous example with 
the 850 Hz shift. Everything, however, has a 
price since a more sophisticated receiver is 
required. 
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Figure 15  -  Narrow Band RTTY Detection. 

Direct acquisition to disk  
The final example addresses the task of 
direct data acquisition to a disk file. The 
excellent tools provided in MATLAB make 
this an easier job. To accomplish the 
acquisition to disk, all that is required is the 
addition of a few statements to the first 
example of this note. 

One megasample records were successfully 
written (gap free) at a 25600 Hz sampling 

 
           if rflg==1 
                 [y_vec,novld]=siglab('DataGet',ReqID); % get data into y_vec array 
                 % immediately launch another request  
                 ReqID=siglab('DataReq',block_size,chan,... 
                              'TimeI','First',0,'NoWait'); 
                 [yd_vec1,re_state1,im_state1]= 
                         demod(kernel,decfac,y_vec,Fs,HRTP_(fc1),re_state1,im_state1); 
                 [yd_vec2,re_state2,im_state2]= 
                         demod(kernel,decfac,y_vec,Fs,HRTP_(fc2),re_state2,im_state2); 
                 set(HRTP_(pl1),'ydata',yd_vec1); % plot tone detector output 
                 set(HRTP_(pl2),'ydata',yd_vec2); % plot tone detector output 
                 set(HRTP_(pl3),'ydata', -0.05 +  0.02*(yd_vec1 > yd_vec2) );  
                 drawnow; 
                 cont_flg = 0; 
               end;  
          end; % acquisition, processing and display loop rtp_ex3.m 
 

Listing 5  -  RTTY Detection and Plotting Code. 
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rate (10 kHz bandwidth) if plotting of the 
data to the screen was disabled. The system 
could both write and plot at the 12800 Hz 
sampling rate (5 kHz bandwidth). It should 
be noted that the Pentium computer used for 
these tests had a SCSI hard drive. 
Consequently the traffic on the SCSI bus 
was very heavy: from SigLab, to PC, and 
then back from PC to hard drive. Therefore, 
performance might even be better on a 
system that did not use a SCSI disk.  

The relevant code fragment is shown in 
Listing 6. The areas concerning the creation 
and writing of a file have comments using a 
bold font. 

The performance of this code is clearly a 
function of the host computer’s disk storage 
system. To test the limits of this code, a disk 
partition, normally used for a scratch 
storage area, was defragmented using the 

DOS defrag.exe program. The file 
(h:\bigfile.bin) was subsequently opened 
and written by the example code into this 
optimized partition. It is important to have a 
large continuous area into which the file can 
be written. Audible disk drive activity 
usually indicates that multi-track seek 
operations are taking place, causing data to 
be missed at high data rates. This situation 
will be indicated by the DisCon text object.  

Reading the file is also a simple task to 
implement in MATLAB. Listing 7 contains 
the code required to read the entire file into 
MATLAB. However, it is easier to write 
code in Listing 7 simply reads the entire file 
into MATLAB at one time. Files over 100K 
samples start to get unwieldy and can cause 
much disk thrashing when Windows starts

 
.... code fragment from rtp_ex5.m 
          ReqID=siglab('DataReq',block_size,chan,... 
                       'TimeI','First',0,'NoWait');  
          HRTP_(run_flag)=1;  % set the global run flag here 
          % loop until run flag is cleared by Stop action 
          scount = 0;  % count the samples acquired  
          set(HRTP_(sdisp),'string',int2str(scount)); 
          fid=fopen('h:\bigfile.bin','w');%**** open a file ***** 
          while HRTP_(run_flag) ==1 
               rdy=siglab('DataRdy',ReqID);% check for data and interpret ready status  
               if rdy     == 0 
                   rflg     = 0;  % no data yet 
                   cont_flg = 1;  drawnow; 
               elseif rdy >= 1 
                   rflg=1;        % there is data waiting 
                   if cont_flg==0 & do_check==1 
                      % if we didn't have to wait, assume data discontinuous 
                      set(HRTP_(cdisp),'string','DisCon'); 
                      do_check=0; drawnow; 
                   end; 
               else 
                   rflg=0; disp(['data request error']);  
               end; 
               if rflg==1 
                 [y_vec,novld]=siglab('DataGet',ReqID); % get data into y_vec array 
                 % immediately launch another request  
                 ReqID=siglab('DataReq',block_size,chan,... 
                              'TimeI','First',0,'NoWait'); 
                 fwrite(fid,y_vec,'float');% *** write 32bit format floats *** 
                 scount=scount+block_size; 
                 set(HRTP_(sdisp),'string',int2str(scount)); 
             %   set(HRTP_(pl1),'ydata',y_vec); %for max perfomance,skip plotting data  
                 drawnow; 
                 cont_flg = 0; 
               end;  
          end; % acquisition, processing and display loop 
          fclose(fid);%*** close the file *** 
...% end of acquisition code fragment from rtp_ex5 
 

Listing 6  -  Writing Data Directly to a Disk File 
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 to use virtual memory. Remember, 
MATLAB arrays consume 8 bytes of 
memory for each element. 

A screen capture of this example program 
(rtp_ex5.m) is shown in Figure 16. The 
lower center text objects read out the 
number of samples that have been stored to 
the disk file after the Run button is pushed. 
As in the other examples, the "Cont" field 
indicates if the operation was continuous or 
not. The plot was created by selecting the 
menu object labeled "Read and Plot" at the 
top of the figure. It invokes the code in 
Listing 7, which plots the entire data record 
stored in the file h:\bigfile.bin. This 
particular data is speech from an AM 
broadcast band station. 

 
Figure 16  -  Example program rtp_ex5.m 

Screen Capture. 

To implement a more refined file I/O 
scheme, use the tools provided in the 
vcapfile.m utility provided with SigLab. 
Using these tools, very large files can be 
written and read back in selectable blocks.  

Conclusion 
Several examples of real-time processing 
using the SigLab-MATLAB combination 
have been given. The performance is 
impressive considering the operations are 
taking place on an inexpensive general 
purpose computing platform (a Pentium 
class PC), using a high level language, and 
performing 64 bit floating point arithmetic.  

The full source code for all the examples is 
available by request from Spectral 
Dynamics, Inc. It will be provided free of 
charge to SigLab users. The code serves as a 
starting point for workers wishing to 
develop their own real-time processing in 
the MATLAB environment. 

For more information contact: 
Spectral Dynamics 
1010 Timothy Drive 
San Jose, CA  95133-1042 
Phone: (408) 918-2577 
Fax: (408) 918-2580 
Email: siglabsupport@sd-star.com 
www.spectraldynamics.com 
 
 

 
   elseif strcmp(Action,'rd_file') 
          % read and plot the data in file h:\bigfile.bin 
          fid=fopen('h:\bigfile.bin','r'); 
          data=fread(fid,'float'); 
          fclose(fid); 
          set(HRTP_(ax1),'XLim',[0,length(data)],... 
                         'YLim',[min(data),max(data)]); 
          set(get(HRTP_(ax1),'xlabel'),'visible','on','string','Samples'); 
          set(HRTP_(pl1),'erasemode','background');  
          set(HRTP_(pl1),'xdata',(1:length(data)),'ydata',data); % plot it 
 

Listing 7  -  Reading and Plotting Data From Disk File 
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Using SigLab for Production Line Audio Test 
SigLab is ideal for characterizing audio components. Both its input and output subsystems 
have low noise, low distortion and low cross talk. SigLab's measurement performance exceeds 
the testing requirements of most any consumer audio device. Its three internal DSP processors 
and its SCSI interface insures maximum measurement throughput. This note covers the use of 
SigLab in making several common audio measurements.  

 

Overview 
The following are three typical audio 
measurements on a stereo amplifier that will 
be discussed. 

• channel to channel cross talk  
• harmonic distortion 
• signal to noise ratio 

Other measurements that can be made with 
SigLab include intermodulation distortion; 
gain and phase response; and step response. 

Measurement Goals 
The objective of any automated test is to 
rapidly determine the quality of a particular 
product or subassembly. Overtesting as well 
as undertesting is undesirable. In most 
cases, test speed is as important a factor as 
any. The goals of the following test scenario 
are: 

• simple test adapter (no switches/relays) 
• all testing completed in under 1 second 
• amenable to full automation 
• test quality exceeds amplifier 

requirements 

Test Setup 

Interfacing the Amplifier to SigLab 
The testing of an amplifier requires careful 
attention to the source and load signal levels 
and impedance characteristics. In addition 
the load impedance must be capable of 
dissipating the power generated by the 
amplifier. 

SigLab's output generators can generate a 20 
volt peak-peak signal behind a 50 ohm 
impedance. If high sensitivity phono inputs 
are being tested, an attenuator should be 
used. If a source impedance of greater than 
50 ohms is desired, simply add the required 
resistance in series with the signal 
conductor from SigLab's output. 

SigLab's input subsystem is capable of 
handling 20 volt peak-peak signals. 
Therefore, for power amplifiers, a load 
resistor plus an attenuator is required to 
bring the maximum signal level within 
SigLab's input range. To obtain the best 
measurement dynamic range, the attenuator 
should bring the maximum expected level 
down to 5 to 7 volts peak.  

SigLab

OK
Model      20-22

Power On

47

470

8

+20dB

Right

47

470

8

+20dB

Left

Tape/CD Input

Tape/CD Input

Amp Under TestLoad Attenuator Circuit (LAC)

  
Figure 1  -  Amplifier Test Setup 

The amplifier under test (enclosed by the 
broken line) and SigLab are connected by 
cables, a combination load and an attenuator 
circuit, the LAC as shown in Figure 1. The 
input to the amplifier is connected directly 
to the SigLab output channels providing a 
50 ohm source impedance with no 
attenuation. 

APPLICATION NOTE  
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The attenuator on the amplifier's output was 
chosen to be approximately 10:1 or 20 dB. 
This is actually not optimal since, given the 
maximum power output of the amplifier 
under test, a 2:1 ratio would have been more 
than sufficient to bring the signal levels 
within SigLab's input range. However, the 
10:1 allows an amplifier gain (between 
CD/Tape input and the output) to be about 
20 dB for the testing. The resulting 
amplifier and LAC then have an overall gain 
of about 0 dB. This allows the amplifier and 
LAC to be replaced by two cables to 
demonstrate the performance of SigLab 
measuring an "ideal" amplifier with no 
noise, distortion, or cross talk. 

Control Settings 
Table 1 summarizes the control settings on 
the device under test. The actual device was 
a Radio Shack STA-20 receiver. This note 
focuses on testing the amplifier portion 
only. 

Control  Setting 
Power On 
Tone Centered 
Balance Centered 
Loudness Off (out) 
Volume +20 dB gain  
Input Selector CD/Tape 
Equalization Off 

Table 1  -  Control Settings 

Baseline Measurements 
Before designing the automated 
measurement system, some measurements 
were made on the amplifier.  

Frequency Response 
Frequency response is a typical 
measurement made on amplifiers. The 
network analyzer virtual instrument was 
used to make the measurement shown in 
Figure 2. 
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Figure 2  -  Frequency Response 

It is interesting to note that even with the 
controls set to the ostensibly flat position, 
the magnitude and phase response are far 
from flat. The amplifier gain was set to +20 
dB at the low frequency end. 

Cross Talk  
The network analyzer also was used to 
measure channel-to-channel cross talk over 
the 20 kHz range. The excitation was fed to 
the left channel and the transfer function 
was measured between the left and right 
outputs. The transfer function provides an 
easy and accurate way to get the cross talk 
as a function of frequency. Figure 3 shows 
the results of this measurement. At 1000 Hz 
the left-to-right cross talk is about -54 dB 
and at 10000 Hz it degrades to -34 dB.  

For the crosstalk measurement, the 
amplifier’s right channel must not receive 
any input. As shown in Figure 1, this is 
satisfied by driving it with SigLab’s channel 
2 output set to zero amplitude, since 
SigLab’s output impedance is low (50 
ohms). 
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Figure 3  -  Cross Talk, Left Channel  to Right 

Several methods of implementing this 
measurement are available. In this example, 
results are only desired at 1 kHz and 10 
kHz. Test time is minimized by setting up an 
automated test to produce tones and make 
measurements only at tone frequencies. 

Harmonic Distortion 
Next, harmonic distortion was measured on 
the right channel. The function generator 
virtual instrument was used to provide a 
1000 Hz sine wave to the amplifier. The 
power spectrum (in dB Vrms) of the 
amplifier output is shown in Figure 4.  

Notice, the second harmonic is on the order 
of 60 dB down from the fundamental. The 
second harmonic dominates the total 
harmonic distortion performance 
measurement. 
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Figure 4  -  Harmonic Distortion 

Noise 
Finally, the noise from the amplifier with no 
input signal was measured. The results are 
shown in Figure 5. Typically in most 
amplifiers, the low frequency spectrum is 
dominated by 1/f noise. Increased frequency 
resolution would provide details of the low 
frequency noise, but this is not really 
necessary for computing a signal to noise 
ratio from the data.  
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Figure 5  -  Amplifier Noise Spectrum 

To compute the signal to noise ratio, the 
power in all the spectral lines, excluding dc, 
is summed. The ratio of the noise power and 
the amplifier’s maximum rated output 
power is then computed and transformed to 
a decibel representation. The computation 
must also account for the attenuator in the 
LAC. 

Automated Measurements 
The SigLab-MATLAB combination is ideal 
for measurement automation. SigLab has 
automated versions of its virtual instruments 
(See the Application Note entitled 
Automating Measurements with SigLab) that 
take the pain out of measurement 
automation. When necessary, the 
measurement conditions can also be 
controlled from within MATLAB by using 
calls to siglab.dll. 

A Simple Amplifier Test GUI 
Figure 6 shows a simple application, written 
in MATLAB, to test crosstalk, total 
harmonic distortion and signal to noise 
ratio. 
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Figure 6  -  Simple GUI for Automated 

Amplifier Test. 

The operator interface is simple, containing 
only three push buttons and a text area to 
display test results. 

The Toggle Plots button turns graphs on for 
debugging and demonstration; or off for 
maximum throughput.  

The Test Results 
The printed results in Figure 6 agree with 
the previous measurements. The test time 
report is 0.94 seconds, which satisfies the 
second goal of completing all tests under 1 
second.  

The "Golden Amplifier" 
As previously mentioned, a 20 dB attenuator 
makes it simple to analyze a “perfect” 
amplifier. For this case, the actual amplifier 
and LAC were removed and the SigLab 

outputs were simply connected to the 
SigLab inputs. Nothing else is changed. 
These cables then became the amplifier 
under test.  

The results of these measurements are 
shown in Figure 7. Note, the residual noise 
and distortion levels due to SigLab are far 
smaller (about 20 dB) than a typical real 
audio amplifier. 

The Measurement 
Algorithms. 
The following sections provide a description 
and listings of the measurements and 
calculations done in MATLAB to implement 
the three tests. A description of the design 
process is also provided.

 
Figure 7  -  Measurement Residuals 



Application Note 8.1 Using SigLab for Production Line Audio Test  5 
11/12/96SLAP8_1 

Cross Talk 
Listing 1 shows the details of the cross talk 
measurement. First, the cross talk between 
the left-to-the-right channel is measured. 
The output generator connected to the left 
channel is set to provide two tones at 1000 
and 10000 Hz, while the other generator is 
turned off. The spectrum of both the 
amplifier left and right output channels is 
measured. Ideally, there would be no output 
on the right channel. The ratio of the left 
channel to right channel power is computed 
at the two tone frequencies and converted to 
dB to produce the cross talk measurement. 

Next, SigLab's output channel settings are 
reversed to measure the right to left 
amplifier cross talk. A shortcut  is utilized to 
improve the measurement time —  rather 
than reset the entire SigLab front end, calls 
are made directly to the siglab.dll to swap  

the input subsystem gain settings. Those are 
the only input parameters that need to be  

changed. The "repeat" feature of the 
vsa_auto.m allows a repetition of the 
previous measurement without sending new 
setup information to SigLab.

 
% cross talk code fragment from m-file at2.m  
     sine_freq = [1000,10000];  % use two tone option .... 
     rms_level = 0.6;           % excitation level 
     siglab('outlevel',1,1.414*rms_level,'offset',0); % set level, then the function  
     siglab('outsine',1,sine_freq(1),sine_freq(2),1); % two tones , same amplitude 
      
     siglab('outlevel',2,0,'offset',0); % shut down other generator   
     siglab('outsine',2,10);            % shut down other generator   
      
     % make a spectrum measurement using setup state in file xtlk.vsa 
     [AspecDat1,Fvec, WinPwrCor, ChanStat]=vsa_auto('meas2out','xtlk.vsa','new'); 
      
     % compute cross talk at the two given frequencies... 
     df = Fvec(2)-Fvec(1); 
     index_1 = 1+sine_freq(1)/df; 
     index_2 = 1+sine_freq(2)/df; 
     xtlkl_r = 10*log10(AspecDat1([index_1,index_2],2)./AspecDat1([index_1,index_2],1)); 
      
     siglab('outlevel',2,1.414*rms_level,'offset',0);  
     siglab('outsine',2,sine_freq(1),sine_freq(2),1); % two tones , same amplitude 
     
     siglab('outlevel',1,0,'offset',0); % shut down other generator   
     siglab('outsine',1,10);            % shut down other generator   
 
     % set gains to optimize R to L xtalk 
     siglab('inpgain',1,0.078,'ac');  
     siglab('inpgain',2,1.2,'ac'); 
      
     % using the 'repeat' mode has two effects: 
     %                1) it saves some time since setup info is not resent 
     %                2) it does not overwrite the gain setting just set 
     [AspecDat2,Fvec, WinPwrCor, ChanStat]= vsa_auto('meas2out','xtlk.vsa','repeat'); 
     xtlkr_l  = 10*log10(AspecDat2([index_1,index_2],1)./AspecDat2([index_1,index_2],2)); 
 

Listing 1  -  Cross Talk Measurement 
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Harmonic Distortion 
Due to the existence of amplifier cross talk, 
the harmonic distortion measurement must 
also be made separately for each channel. 
Listing 2 shows the code fragment 
implementing the distortion measurement. 
SigLab’s output generator produces a single 
sine wave at 1000 Hz at a specified 
amplitude. Next, the power spectrum of the 
amplifier output is measured. To compute 
the total harmonic distortion, the power at 
spectral components lying exactly on 
harmonics is summed and then the ratio of 
this harmonic power and the fundamental 
power is taken. The results are expressed in 
dB. The amplifier output power is also of 
interest, and is computed from the power in 
the fundamental tone. The LAC attenuation 
factor and load resistor must be known to 
make this calculation.  

Again the vsa_auto.m repeat function is 
used to measure the distortion of the right 
channel to save measurement time. No 
changes needed for the input setup, just the 
output generator states are swapped.

 
% Harmonic Distortion code fragment from at1.m 
     sine_freq = 1000; 
     rms_level = 0.707; 
      
     siglab ('outlevel,'1,1.414*rms_level,'offset',0); 
     siglab('outsine',1,sine_freq); 
     
     siglab('outlevel',2,0,'offset',0); 
     siglab('outsine',2,sine_freq); 
      
     % perform 2 separate measurements for THD since finite amplifier cross talk 
     % causes measurement variation which is a function of the relative 
     % (and arbitrary) phases of the sine excitations 
 
     [AspecDat1,Fvec,WinPwrCor, ChanStat]=vsa_auto('meas2out','hd12.vsa','new'); 
                                  ovld_1 = ChanStat(1,ovld_i); % log overload info 
     df=Fvec(2)-Fvec(1); 
     i_fund   = 1+sine_freq/df; 
     i_second = 1+2*sine_freq/df; 
     % for THD, pick out only the harmonics.assume other noise picked up  
     % in noise measurements, attenuation factor does not matter here. 
     thd1_db = 10*log10(sum(AspecDat1(i_second:(i_fund-1):length(AspecDat1),1)),... 
                                                         ./AspecDat1(i_fund,1)); 
     %the ATTEN variable is to the attenuator, use the LAC  
     pwr1_fund = (AspecDat1(i_fund,1)/Load_res)/(Atten^2); 
      
     siglab('outlevel',2,1.414*rms_level,'offset',0); 
     siglab('outlevel',1,0,'offset',0); 
     
     % note: although 2 Aspec measurements are being made, and only one used,  
     % it is faster to make the 2 measurements than it is to respec setup of 20-22  
     % therefore, the measurement defined by hd12.vsa is 'repeated'.  
     [AspecDat2,Fvec, WinPwrCor, ChanStat]=vsa_auto('meas2out','hd12.vsa','repeat'); 
                              ovld_2 = ChanStat(2,ovld_i); % log overload info 
                               
     thd2_db = 10*log10(sum(AspecDat2(i_second:(i_fund-1):length(AspecDat2),2)),... 
                                                         ./AspecDat2(i_fund,2));  
     pwr2_fund = (AspecDat2(i_fund,2)/Load_res)/(Atten^2); 
 

Listing 2  -  Distortion Measurement 
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Signal to Noise Ratio 
First, the noise power output of the 
amplifier is measured with no input signal. 
Then the signal to noise ratio is computed 
by taking the ratio of this power to the 
maximum the amplifier can produce while 
staying within its distortion specifications. 
For this measurement both SigLab outputs 
are turned off and the left and right channel 
power spectrums are measured 
simultaneously. The maximum amplifier 
output, load resistor value, and attenuation 
factor of the LAC must be known for this 
calculation.  

Conclusion 
SigLab makes quick and accurate automated 
measurements of key audio amplifier 
parameters. A simple MATLAB GUI was 
created to run the tests, display the results, 
and track the measurement time. The results 
can easily be compared to test limits for 
sorting or go/no-go testing.  

The SigLab-MATLAB combination is ideal 
for production-oriented audio testing. 

For more information contact: 
Spectral Dynamics 
1010 Timothy Drive 
San Jose, CA  95133-1042 
Phone: (408) 918-2577 
Fax: (408) 918-2580 
Email: siglabsupport@sd-star.com 
www.spectraldynamics.com 
 

% Signal to Noise Ration measurement and calculation  
% ******************************************************************** 
     % amplifier and interface parameters 
     Pout_max     = 5;  % 5 watts assumed max rms output 
     Load_res     = 8;  % load resistance 
     Atten        = 47/(510+47); % attenuator after load resistor  
     % *************************************************************** 
      
     set(Hat2_([qpb_i,testpb_i]),'enable','off'); 
     % disable quit,test pbs while test in       progress 
     
     % noise floor measurement  
     % set both siglab outputs to 0 
      
     sine_freq = 10; 
     rms_level = 0.0; 
     for i=1:2 
          siglab('outsine',i,sine_freq); 
          siglab('outlevel',i,1.414*rms_level,'offset',0);  
     end; 
      
     [AspecDat1,Fvec,WinPwrCor, ChanStat]=vsa_auto('meas2out','noise1.vsa','new'); 
      
     % sum operator sums elements in columns. 1 column per channel 
     % ignore dc bias, remove by starting at element #2 
      
     noise_pwr = sum(AspecDat1(2:length(AspecDat1),:))/Load_res; 
     
     % be sure to include attenuation factor in the calculations  
     snr_db = 10*log10(Pout_max*noise_pwr.^(-1))+20*log10(Atten) 
 

Listing 3  -  Signal to Noise Ratio 
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A Software Lab Notebook Integrating SigLab, 
MATLAB, and Word 6.0 

 

Measurement instrumentation, such as SigLab™, which is tightly integrated with the 
MATLAB™ environment, allows educators, researchers, and practicing engineers to easily 
post-process and display the measurement data. The MathWorks'® MATLAB Notebook 
document template allows "Point and click" control of SigLab's measurement applications 
from within a Microsoft® Word™ document. The measurement results appear in either 
graphical or tabular form directly in the Word document. An example is included which 
demonstrates the construction of a student lab experiment using this software technology. 

 

A Historical Review: Getting 
Measurement Data Into 
Documents  

Polaroid screen photos 
MIT Lab Notebooks used to be stuffed with 
curled up Polaroid photos of a (burnt) 
phosphor screen. Many times, a whole 
package of film was wasted to get a decent 
shot. Applying the "fixer" and taping it into 
a notebook was art by itself. The last step 
was adding the scale settings of the 
instrument and what the measurement was 
about in the first place, but this step was 
often omitted in the rush to complete the 
process. It was a time-consuming task that 
did not result in optimal results.  
 

Pen plotters 
A step up from the Polaroid came in the 
form of a pen plotter connected to the 
measurement instrument. Of course, the 
instrument had to be capable of driving the 
plotter, and this usually meant the 
instrument was a high priced one. Unless 
the instrument drew its own axis, the graph 
paper had to be aligned in the plotter. The 
axis had to be manually labeled, and the 
pens often skipped and ran out of ink. The 
final sizing was done with the scissors, and 
Scotch Tape mounted the final work of art 
into a notebook. 
 

Printers 
Driving a dot-matrix or laser printer was 
another step in the evolution of hard copy 
technology. At this stage of the game, the 
relevant annotation and axis labels would 
usually automatically make it onto the 
paper. Post processing was also a possibility 
by recording front panel keystrokes or some 
other equally archaic method of 
"programming". The integration of the 
results into a document was still "cut & 
paste" and the font and color selections 
were sparse at best. Only the highest priced 
instruments properly supported this feature. 
 

File transfer 
Upon entering the Personal Computing age, 
many instruments used an internal micro-
processor for human interface, storage and 
display functions. Price not withstanding, it 
was by no means a technical breakthrough 
to add an optional floppy drive to the 
instrument!  Measurement results could then 
be written to PC compatible files.  
Transferring the floppy to the PC, allowed 
the file to be read by a more general purpose 
computing platform. Format conversion 
routines either supplied by the instrument 
manufacturer or home grown could be 
applied to the data in the file to get the 
results into MATLAB.  Once in the 
MATLAB environment, the data could be 
easily post processed and plotted or 
tabularized. Then, the results could be 

APPLICATION NOTE 
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imported by a word processing program. 
Less than seamless, but a real step up from 
those slimy Polaroid photos!  
 

Today's Solution: Seamless 
Integration 

PC integrated measurement 
instruments 
Well on the way to the second millennium, 
the era of tight integration between 
measurement results and the ubiquitous PC 
is here. This integration facilitates a 
seamless transfer of measurement results 
into a document. The important 
measurement issues are: 
 
 a) measurement type 
 b) measurement quality 
 c) ease of use 
 d) software environment. 
 
SigLab is a professional quality, audio 
bandwidth, dynamic signal and system 
analysis tool.  An astounding variety of 
measurements in the audio frequency range 
can be made with SigLab. SigLab comes 
complete with turn-key measurement 
application software implementing 
numerous "virtual instruments". 
 
The software allows a comprehensive array 
of measurements to implemented with no 
programming required. The MathWorks' 
MATLAB technical computing environment 
is second to none for the analysis and 
visualization of engineering-oriented 
measurements.  
 
Consequently, for measurements on signals 
and systems in the audio frequency range, 
the choice is simple—SigLab. Please 
consult the data sheets and application notes 
for more details on SigLab's measurement 
capabilities. 
 

Questions and Answers 
Regarding The MATLAB 
NOTEBOOK 

What is the "MATLAB Notebook" ? 
In August of 1994, the MathWorks released 
a tool called "The MATLAB Notebook". 
This tool consisted of a Word 6 document 
template which allows MATLAB commands 
to be executed from within a Microsoft 
Word document. The graphical results are 
automatically imported and embedded in the 
Word document. Tabular results can also be 
embedded.  

What technology does it use? 
The Notebook uses a set of Word Basic 
macros and Dynamic Data Exchange 
routines to implement the communication 
with MATLAB. The underlying template 
and macro code are available for 
modifications by the user, if desired.  

Does it work with SigLab? 
SigLab runs under Windows 3.1 or 
Windows ’95 and is controlled by Word 6. 
The following small enhancements to the 
underlying Notebook macros have been 
made. First, a variable called “EmbedTest”  
was added to control graphic embedding. 
This variable is tested by a Word macro. 
Second, a button in the toolbar was added to 
allow the execution of the MATLAB 
command script to be initiated with a mouse 
click rather than requiring a keystroke. 
Finally, modified virtual instruments are 
supplied with SigLab to optionally lock out 
file operations that could result in 
overwriting measurement setup files. The 
Notebook template (file: dsptlab1.dot) is 
available from Spectral Dynamics, Inc. 
Consult the factory about Word 7 support. 

How does it work? 
The act of opening the document invokes 
MATLAB automatically and from then on it 
is a simple matter of point and click. 
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First, create a document using the 
dsptlab1.dot template. Enter the desired 
MATLAB commands. Select the command 
text by clicking and dragging with the 
mouse until the commands are highlighted. 
Then, use the Notebook/Define Input Cell 
menu to specify the selected text as 
commands which will subsequently be 
executed by MATLAB. To try the script, 
click anywhere in the previously entered 
MATLAB commands (now displayed in 
green) and press the MatlabEval button in 
the toolbar shown below.  
 

 
 

Are the documents hard to create? 
It is no harder to create than any other 
document…simply write the text, and the 
desired MATLAB scripts and/or functions. 
The functions and scripts are written in the 
usual way with only the addition of a single 
variable to control the graphical embedding 
process. 
 

How about debugging?  
Scripts can be actually be debugged from 
within the document due to the fact that 
even error messages are returned to the 
document. 
  

An Example  

A student lab notebook  
One obvious application of this technology 
is in university student lab courses. Since 
SigLab's virtual instruments have their 
states saved and restored from a file, the 
time spent setting up measurement 
equipment is drastically reduced. Most will 
recollect how long it can take a student to 
set up a function generator and get the 
'scope to trigger!  
 

With a properly constructed software lab 
notebook, the student can focus on the 
learning objectives of the lab, rather than 
the details of setting up the measurement 
instrumentation. 
 
However, if the lab involves gaining 
measurement expertise, the instruments will 
always start with the "knobs and switches" 
in a known state. This is a considerable 
benefit over traditional bench 
instrumentation.  
 
The lab sessions can be issued from an 
individualized floppy disk or from a 
network server. Each lab session is a Word 
document based on the dsptlab1.dot 
template. The session contains lab 
background material and tasks for the 
student to perform. Initially, the document 
has only the background material and 
(possibly) the MATLAB scripts. When the 
lab is completed the student has entered the 
required answers and measurement data. 
 
An example of a completed lab session 
follows this document. See file lab1a.doc 
for the stand-alone lab session document. 
 

Conclusion 
The once tedious process of getting 
measurement data into documentation has 
been reduced to a point and click operation. 
The MATLAB/SigLab/Word combination 
provides professional quality measurement 
capability with unparalleled post processing 
and data display flexibility.  
 
 
For more information contact: 
Spectral Dynamics 
1010 Timothy Drive 
San Jose, CA  95133-1042 
Phone: (408) 918-2577 
Fax: (408) 918-2580 
Email: siglabsupport@sd-star.com 
www.spectraldynamics.com 
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Two-Port Network Analysis 
 

The theoretical analysis of a simple two-port passive "Twin T" RC network will be performed. 
The student constructs the network and compares the analytical results with actual 
measurements made on the network. This Lab features an interactive software notebook using 
the Word 6, MATLAB, and SigLab.  

 

Using Z Parameters to Describe a 
Two-Port Network. 
There are numerous methods available for 
analytically describing linear time invariant 
electrical networks. These include 
parameterization by Z, Y, H, G, ABCD (chain 
matrix), and S parameters. The network to be 
analyzed and constructed will be in the audio 
frequency range hence the classical Z parameters 
are easy to measure and will be used. Any of the 
other representations can be obtained by 
appropriate linear transformations, including the 
S (scattering) parameters.  

NE1

I1

E2

I 2

 
Figure 1  -  A General Two-Port Network 

 
The matrix equation for the Z parameters is  
E
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The z's are called the open-circuit impedances, 
since typically the output or input port current is 
forced to zero (open circuited) to evaluate the 
parameter as shown in equations 2-5.  
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For a passive network like the Twin T, at most 3 
of the four parameters are independent. The 
reciprocity theorem states that the transfer 
function of a passive network with the 
dimensions of impedance (or admittance) 
remains unchanged if the points of excitation and 

response are interchanged. The theorem therefore 
demands that the transfer impedances z12  and 

z21  must be equal.  

 
Furthermore, if the network is symmetrical with 
respect to the input and output ports, as is the 
Twin T, z22  must equal z11 .  

 

Twin T Analysis 
The circuit for the Twin T is shown in Figure 2.  

R R

C C

R/2 2C

 
Figure 2  -  Twin T network. 

 
Analysis of the Twin T yields: 

z
R C s RCs

Cs RCs11

2 2 2 4 1

4 1
= + +

+( )
     (6) 

z
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2 2 2 1
4 1

= +
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X
E
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z
z

R C s
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2

1
0

21

11

2 2 2

2 2 22

1
4 1

= = = +
+ += (8) 

 

Task 1: Derive equations 6 and 7 using elementary
circuit theory. Insert your derivation into this
document. Use the equation editor and the drawing
objects as needed. This task can be accomplished
off line.

 
 

Stratford U. EE201 Lab #1 
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Constructing a test circuit 
This circuit can be constructed using readily 
available components. The above analysis 
assumes ideal zero tolerance components and 
clearly the agreement between the analysis and 
measurements will be determined by the 
tolerance of the components. For best results, use 
good quality mylar or polystyrene capacitors. 
Ceramic capacitors with a high dielectric 
constant are often non-linear and should be 
avoided.  
 

Task 2:Construct the  circuit shown in Figure 3.

 

Parts List: 
Qty  Description    Use  
5  1000 ohm Resistors  2 for R 
         2 in parallel 

for R/2 
         1 for z11  meas.  

(Rx) 
4  0.047uF Mylar Cap  2 for C 
         2 in parallel  

for 2C 
3  RCA Connectors   J1,2,3 
 

Twin TE1

I1

E2

I 2
J1

Eg

J2 J3

1000

Rx

 
Figure 3  -  Twin T Test Circuit. 

 
The following MATLAB script (Script #1, 
embedded in this document) evaluates equations 
6, 7, and 8 along the jω axis over the dc to 

10000 Hz region. As can be seen from the script, 
the analysis uses the component values given in 
the above parts list. The script computes z11  and 

z12  for subsequent use and a plot is made of the 

voltage transfer function X 21 .  

 
To run the script simply point and click 
anywhere in the following (green) MATLAB 
script, and the press the MatlabEval button on 
the toolbar below. The script will execute and a 
plot of the magnitude of X 21 vs. frequency will 

be made. 

Script #1 
 close all; 
global EmbedTest; 
EmbedTest='Embed_On'; 
f=0:25:10000; 
jw=2*pi*f*j; 
R = 1000; 
C = 0.047e-6; 
a=polyval([R^2*C^2,4*R*C,1],jw); 
b=polyval([R^2*C^2,0,1],jw); 
c=eps+polyval(4*C*[R*C,1,0],jw); 
z11=a./c; 
z21=b./c; 
X21=b./a; 
plot(f,20*log10(abs(X21)),'g'); 
title('Twin T Voltage Transfer 
Function E2/E1 with I2=0.0'); 
xlabel('Hertz'); 
ylabel('dB'); 

Solution to Task 1 (provided by student) 
The indefinite admittance matrix for the Twin T 
is: 
I
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where g R= 1 /  and c C=  

This can be rewritten as: 
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Rewriting the lower row gives: 
0 = +Y E Y EBA A BB B

  therefore E Y Y EB BB BA A= − −1  

Rewriting the top row using the solution for EB
 

gives: I Y Y Y Y EA AA AB BB BA A= − •−( )1  which are then, 

after expansion, the Y parameters:  
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The inverse of the Y parameters are the Z 
parameters. The inverse of a 2x2 matrix is: 

a b

c d

d b
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−
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−
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 For this example ad bc gcs− = 2 .therefore  
c s gcs g

g cs gcs
R C s RCs

Cs RCs
z

2 2 2 2 2 2
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. A similar 

calculation holds for z21
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Plot 1  -  Computed Twin T voltage Transfer 

Function  

Measuring the Circuits Parameters 
To measure the actual Twin T circuit, an FFT 
based network analyzer will be used. This class 
of analyzer is capable of directly measuring the 
voltage transfer function (E2/E1) of any two-port 
system. The Z parameters can be obtained by 
simply inserting a resistor (Rx in Figure 3) to 
facilitate the measurement of impedance. With 
the aid of some simple MATLAB manipulations, 
z12  and z11 . can be easily computed from the 

available measurements. Begin by setting up the 
test circuit and analyzer to measure the voltage 
transfer function X.  
 

SigLab

OK
Model      20-22

Power On

Twin TE1

I1

E2

I2
J1

Eg

J2

J3

1000

Rx

 
Figure 4  -  Connecting the Analyzer to the 

Twin T Circuit for a Voltage Transfer Function 
Measurement.  

 
Connect the analyzer to the network as shown in 
Figure 4. Using the RCA Y, and RCA patch 
cables provided with the analyzer. Notice 
channel 1 of the analyzer measures the two-port 
input voltage E1 , while channel 2 measures the 

two-port output voltage E2 . Since the analyzer 

input impedance is 1M ohm, and the cable 
capacitance has negligible reactance at the 
frequencies of interest, I2 is assumed to be zero.  

 
When the network has been connected to the 
analyzer, invoke the measurement with the cursor 
and MatlabEval button as before. The next Script 
(#2) does the following: 
 
invokes the network analyzer 
loads measurement setup from a file 
starts the measurement 
 
Note: Do not try to close the analyzer, just return 
to this document when the measurement display 
stops updating. 
 
Script #2 
meas_xf1; 
 
Script 3 does the following: 
extracts measurement data from analyzer 
terminates the analyzer application 
assuming Script 1 has been run, plots the 
measured data (in green) over the analytical data 
(in red). 
returns a frequency vector Fvec, and measured 
transfer function X21meas to MATLAB.  
 
Script #3 
 global EmbedTest; 
[Fvec,X21meas]=get_xf1a; 
% work around label problem 
close(gcf); 
EmbedTest='Embed_On'; 
plot(Fvec,... 
     20*log10( abs(X21meas)),... 
     'r' 
     f,... 
     20*log10( abs(X21)),... 
     'g'); 
title('Voltage Xfer Function X21, 
Computed=green, measured=red'); 
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Plot 2  -  Computed Twin T voltage Transfer 

Function Overlayed With Actual Measurement. 
 
Experimenting with different display formats or 
measurement parameters is encouraged. If errors 
occur—simply re-run Scripts 2 and 3. These 
scripts are designed to work as a team, so always 
run them as a pair.  
 
The z11 parameter will be measured next.   

 

SigLab

OK
Model      20-22

Power On

Twin TE1

I1

E2

I2
J1

Eg

J2

J3

1000

Rx

 
Figure 5  -  Connecting the Analyzer to the 

Twin T Circuit for Input Impedance 
Measurement.  

 
Since the analyzer is capable of measuring 
voltage transfer functions, it is easy to measure 
impedance by simply inserting a resistor Rx into 
the circuit as shown in Figure 3 and 5. Let the 
voltage transfer function Xm  be defined as: 

 

X
E
Em

g

= 1          (9) 

where Eg is the generator voltage measured with 

channel 1 of the analyzer and E1 is the input 

voltage to the Twin T network.  
It then follows that  
 

z Rx
X

X
m

m
11 1

= ⋅
−

       (10) 

 
Connect the analyzer to the circuit as shown in 
Figure 5. Execute Script #4 to make the 
measurement of Xm . 

 
Script #4 
meas_xf1; 
 
Now, execute Script 5 to retrieve the 
measurement and perform the transformation 
defined in equation 10.  
 
Script #5 
[Fvec,Xm]=get_xf1a; 
close(gcf); 
EmbedTest='Embed_On'; 
Rx = 1000; 
z11meas = Rx*Xm./(1-Xm); 
plot(f,... 
     abs(z11),'r',... 
     Fvec,... 
     abs(z11meas),'g'); 
set(gca,... 
    'xlim',[100 10000],... 
    'ylim',[0 5000],... 
    'xscale','log'); 
title('Magnitude of z11, 
computed=red measured = green'); 
ylabel('Ohms'); 
xlabel('Hertz'); 
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Plot 3  - Twin-T Computed and Measured 

Magnitude of z11  in Ohms 

 
A comparison of impedance angles can also be 
made. Script 6, plots the angle in degrees for the 
theoretical and measured values of z11 . 

 
Script #6 
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close(gcf) 
EmbedTest='Embed_On'; 
plot(f,... 
(180/pi)*atan2(imag(z11),... 
               real(z11)),... 
               'r',... 
     Fvec,... 
(180/pi)*atan2(imag(z11meas),... 
               real(z11meas)),... 
        'g'); 
set(gca,... 
    'xlim',[100 10000],... 
    'ylim',[-90 -30],... 
    'xscale','log'); 
title('Phase of z11, computed=red 
measured = green '); 
ylabel('Degrees'); 
xlabel('Hertz'); 
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- 9 0

- 8 0

- 7 0

- 6 0

- 5 0

- 4 0

- 3 0
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Plot 4  - Twin-T Computed and Measured 

Phase of z11  in Degrees 

 
Rearranging equation 8 gives  
 
z X z21 21 11= ⋅         (11) 

 
so it is a simple matter of multiplication to 
produce z21 . Script 7 computes z21  using 

equation 11 and plots the magnitude of the trans-
impedance in ohms for both the theoretical and 
measured values. 
 
Script #7 
close(gcf) 
EmbedTest ='Embed_On'; 
z21meas=X21meas.*z11meas; 
plot(f,... 
     abs(z21),'r',... 
     Fvec,... 
     abs(z21meas),'g'); 
set(gca,... 
    'xlim',[100 10000],... 

    'ylim',[1 10000],... 
    'xscale','log',... 
    'yscale','log'); 
title('Magnitude of z21, 
computed=red, measured = green'); 
ylabel('Ohms'); 
xlabel('Hertz'); 
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Plot 5  - Twin-T Computed and Measured 

Magnitude of  in Ohms 

 

 Conclusion 
The computation and measurement of the two-
port Z parameters on a Twin T network have 
been made. The results indicate excellent 
agreement between the analytical and measured 
parameters. The Z parameters were measured by 
using an FFT based network analyzer and 
manipulating the measurements with some 
simple MATLAB scripts. 
 
For more information contact: 
Professor Foo Ling 
Information Systems Department  
Stratford University  
Framingham, MA 01761 
Phone: (508) 657-7555 
E-Mail: fooling@eecs.stratford.edu 
 

ATLAB
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Characterizing Mixed Signal DSP Designs 
with SigLab (Part 1) 

 
Getting the ultimate performance from a mixed signal design usually requires bench time and 
honest-to-goodness test equipment.  Simulation of a DSP design can provide answers to many 
questions, but not all. Eventually hardware must be built and tested. The SigLab 50-21 
Dynamic Signal Analyzer is a flexible, fast, and accurate measurement tool that is perfectly 
suited to this task. This application note will demonstrate some simple, but important, 
measurements, which are the first steps in characterizing a mixed signal DSP design.  

Overview 

Analog Signals in a Digital World  
Many, but not all, DSP designs interface to 
the “real world” of analog signals. Some 
examples of this include: 
• Modems 
• CD players 
• Hearing Aids  
• Speaker Phones 
• PC Sound Cards 
• Cellular Telephones 
• Digital Audio Recorders 
• Noise Canceling Headsets 
• Communication Transceivers  
• Active Noise Cancellation Devices 
 
Each of the above examples contains at least 
one audio-bandwidth analog input and/or 
output. Analog circuitry and data conversion 
devices must co-exist in the digital world of 
the DSP subsystem.  Achieving satisfactory 
analog performance in this digital 
environment and addressing the limitations 
and characteristics of the sampling and data 
conversion process, are the initial stumbling 
blocks of many DSP designs.  Design 
considerations such as the sophistication of 
the DSP algorithms or “number of bits” are 
not relevant until the issues of: 
• Noise 
• Aliasing and Imaging  
• Distortion 
• Frequency and Phase Response 

pertaining to the mixed signal 
components are quantified  

 
This application note is the first in a series. 
The series will cover some of the 
measurements and techniques used to 
quantify these issues in the development of a 
DSP based communication transceiver1.  

Measurements  
The intent of the measurements is to verify 
that the conversion devices and associated 
analog circuitry (op-amps, analog switches, 
filters etc.) are operating within their 
specifications. Problems frequently arise 
from digital noise, PCB layout, power 
supply noise and other real-world design 
flaws. 
 
The SigLab model 50-21 Dynamic Signal 
Analyzer is used to characterize the analog 
I/O performance of a Motorola DSP56L811 
Evaluation Module (EVM). The 
measurements are typical of those one 
would make on any audio bandwidth mixed 
signal DSP design. A codec is provided on 
this particular EVM, but the measurements 
apply equally well to all forms of data 
conversion technology.  
 
 
 
 
 

APPLICATION NOTE 
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The DSP Evaluation Board 
 
DSP “evaluation boards” are readily 
available from all DSP chip suppliers at very 
reasonable cost. These boards typically 
come with an analog I/O subsystem, 
peripherals, and software in addition to the 
DSP chip. The Motorola DSP56L811 
Evaluation Module was chosen since it can 
be used to nicely illustrate the measurements 
typically required in a mixed signal design. 
 
The EVM has the following attributes: 
• A DSP core processor 
• Analog (codec) interface 
• General purpose MCU extensions 
• Synchronous Serial Interface 
• Serial and General purpose I/O ports 
• On chip timers 

• JTAG OnCETM Windows debugger 
• 32Kx16 SRAM external data mem 
• 32Kx16 SRAM external program mem 
• 32Kx8 Flash program (stand alone) 
• 2 70 pin I/O connectors for I/O  

System Configuration 
 
Figure 1 shows the interconnections 
between the host PC, EVM, and the SigLab 
50-21 Dynamic Signal Analyzer. The EVM 
is connected to the host PC via RS-232. 
Downloading code as well as debugging 
control is done through this serial interface.  
 
The EVM comes with a “13-Bit Linear 
PCM Codec-Filter” providing a single 
channel of analog I/O. This device is 
primarily used in telephony applications. It 
is represented by the ADC and DAC blocks 
in Figure 1. The analog output channel of 
SigLab provides a variety of stimuli to the 
EVM ADC. This excitation signal is 
monitored by SigLab’s analog input channel 
1.  The response of the EVM DAC is 
measured by input channel 2. The code 
executing in the DSP chip is the moral 
equivalent of a “wire” in that the input data 
stream from the ADC is simply passed to the 
output DAC with no “processing” 
whatsoever.  
 

Figure 1

SigLab
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OnCE  Port (RS-232)
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ADC DAC
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Analog
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DSP56L811 EVM
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Noise 
Mixed signal designs naturally are more 
noise prone than pure analog designs. A true 
RMS voltmeter teamed with an oscilloscope 
can provide a general idea of the overall 
noise level, but they do not provide the 
valuable diagnostic information that can be 
obtained with a spectrum analyzer. The 
spectrum analyzer is an excellent tool for 
measuring both broadband noise level as 
well as any narrow-band noise components. 
It provides the true RMS capability of a 
simple meter and goes one important step 
further by enabling the RMS level to be 
measured over a precisely specified 
frequency band.  
 
For the noise measurement, the analog input 
to the EVM is terminated with a 600 ohm 
resistor. The output noise spectrum is shown 
in Figure 2. The spectrum analyzer reveals 
broadband noise over the 3.4 kHz pass band 
along with numerous narrow band 
components. The broadband noise is most 
likely due to switched capacitor filters 
internal to the codec and the quantization 
noise of the converters.  
 
Using the analyzer’s display expansion 
feature, the noise level is measured to be 
130 uVrms in the 200 to 3500 Hz range.  
The specification sheet refers all analog  

measurements to a full scale of 0.436Vrms. 
Therefore, the ratio of available signal 
power in a sinewave to noise power, in dB, 
is given by:  

SNR =
×

=−20
0 436

130 10
70 5

6
log( . ) .  which is 

in good agreement with the 70 dB of “Idle 
channel noise” stated in the converter’s 
specifications.  
 
The clearly visible narrowband signals are at 
precise multiples of the 7812.5 Hz sampling 
clock. It is difficult to determine exactly 
where these signals originate. They could 
possibly come from the switched capacitor 
filter used for output DAC image reduction 
or they may simply be from the DAC clock 
coupling to the analog circuits. In any event, 
these components are below the idle channel 
noise level and are therefore not a great 
concern.  

Output Subsystem Images  
Images are artifacts in the analog output 
signal resulting from the process of 
reconstructing the digital data sequence into 
a continuous time waveform. For an input 
signal with a frequency component at f in  
there will be energy present in the analog 
output at frequencies of n f fs in* ±  where 
f s  is the sampling frequency and  

  
Codec Out: 0dB=1 V 

Broad band noise 

Clock @ fs 

Figure 2  - Output Noise Spectrum of  
                  EVM 

Codec Out: 0dB=0.436 V 

Harmonics 

Input 0.436 Vrms @ 500 Hz 
order IMD  

Figure 3  - Distortion, Noise and      
                  Images 

Imagesfs
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− ∞ < < ∞n . A 500 Hz sine wave at 
0.436 Vrms is applied to the input of the 
codec. Figure 3 clearly shows the desired 
500 Hz output as well as the first set of 
images (n==1) present on either side of the 
sampling clock ( f s ).  
 
The images are considerably reduced in 
magnitude with repsect to the desired  
500 Hz output. There are two mechanisms 
responsible for this  reduction. First, the 
output DAC does not produce impulses. Its 
value is held constant between samples. This 
“holding” produces a sin( ) /x x  rolloff.  
 
Secondly, there is an on chip switched 
capacitor image reduction filter. By 
measuring the image level and accounting 
for the sin( ) /x x term, the attenuation 
provided by this filter can be determined, 
albeit at a single frequncy.  
 
The amount of rejection due to the  
sin( ) /x x  mechanism is given by: 

image f f f fimage s image= ⋅ ⋅sin( / ) / ( / )π π

For a 500 Hz input, the first image 
frequency will be at 7812.5-500 = 7312.5 
Hz. Therefore, the image magnitude will be  
sin( . / . ) / ( . / . )

.
π π⋅ ⋅

=
7312 5 7812 5 7312 5 7812 5

0 0679
which, expressed in dB, is –23.36 dB.  
Using the spectrum analyzer display cursor 
(not shown), the first image at  
7312.5 Hz is measured to be at –65.2 dB 
with respect to the 500 Hz input. This 
indicates that the extra image attenuation 
provided by the switched capacitor filter is 
about 42 dB at the 7312.5 Hz image 
frequency which is within the expected 
range.  

Harmonic Distortion  
Along with the images and noise, Figure 3 
also shows harmonic distortion. The third 
harmonic is seen to be –73 dB down from 
the fundamental, quite low for a telephone 
grade codec. This distortion represents the 
total of both the input and output conversion 

distortions. To measure the level of all the 
distortion and noise terms, the display is 
expanded over the 600 to 3500 Hz range. 
Over this display range, the RMS level is 
found to be 180uVrms. Assuming again the 
0.436 Vrms maximum signal level, the 
signal/(noise+distortion) level in dB is: 

S N D/ ( ) log( . )+ =
×

=−20
0 436

180 10
676

 

 
This is also in good agreement with the 
spec, which states a  “typical” of 60 dB.  

Intermodulation Distortion 
An intermodulation distortion measurement 
is another method of characterizing 
performance.  Figure 4 shows two input 
tones at 3100 and 3200 Hz. Odd order non-
linearities produce sum and difference 
frequencies around the two input tones. The 
plot shows the worst of these components to 
be about 75 dB down from the amplitude of 
a single tone. IMD measurements are 
referred to the peak envelope power, which 
is 6 dB higher than either of the tones. 
Therefore, the IMD is 81 dB below the peak 
envelope power in the 2 tone input signal.  
 
Even order non-linearities produce low 
frequency components at multiples of the 
frequency difference between the tones. 
These even order IMD terms are just visible 
above the noise.  

 

Figure 4  - Intermodulation Distortion, 
and Images 

Codec Out: 0dB=1 V Codec In: 0dB=1 V 

Odd order IMD Images 

Even order IMD  
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For reference, the spectrum of the two-tone 
input signal to the codec is plotted with the 
yellow trace (lower trace in pdf). This 
demonstrates the low distortion of SigLab’s 
input and output subsystem. These IMD 
results are quite respectable for a codec.  

Aliasing 
Aliasing is due to the input sampling 
process. Signals with frequency components 
beyond f s / 2  will “fold back” and appear 
as an “alias”. The “fold back po
f s / 2  and this frquency is often referred to 

as the “Nyquist” frequency. Given the 
sampling rate of 7812.5 Hz, the Nyquist 
frequency is 3906.25 Hz. The codec, as with 
any rational sampled data system, has an 
alias filter before the sampling operation 
takes place. This filter attenuates frequencies 
above approximately 3400 Hz. As is the 
case with any filter, there is a finite 
transition band and an ultimate stopband 
attenuation. The smaller the transition band 
and the larger the attenuation, all other 
things being constant, the better the filter. 
The codec uses a 5 pole switched capacitor 
filter for alias suppression.  

 
Figure 5 shows the codec output spectrum 
with an input frequency of 7312.5 Hz at a 
0.436 Vrms (0 dB) level. The alias at  
500 Hz is seen to be at a –38 dB. The  
attenuation of the alias (38 dB) is provided 

by the switched capacitor filter. Notice that a 
component is present at the sampling clock 
frequency,  along with the highly attenuated 
input signal at 7312.5 Hz. The 38 dB alias 
attenuation is in rough agreement with the  
32 dB worst case number in the spec sheet.  
 
The input signal component, at 7312.5 Hz, 
present in the output at the -87 dB level, is 
attenuated by both the input anti-alias filter, 
and the output anti-image filter. 
 

Frequency Response 
Since alias and image filters are present in 
the codec, the frequency and phase 
responses of these filters are of interest. 
SigLab has 2 primary methods of making 
this measurement. The quickest and easiest 
method to setup and use is the broad band fft 
based technique.  This technique provides an 
unbiased measurement by taking the ratio of 
the cross-spectrum between the excitation 
and response and dividing this quantity by 

the auto-spectrum of the excitation.  
Figure 6 shows the frequency and phase 
response of the overall analog I/O 
subsystem. The upper plot shows the 
magnitude of the system. Note that the 
codec has an input high pass filter that can 
be seen in the low frequency portion of the 
measurement. The codec’s output subsystem 
corrects for the intrinsic sin( ) /x x  rolloff 

 

Codec Out:Volts

Codec Out:Volts

Magnitude in dB

Phase in degrees

Figure 6 – Codec Frequency and Phase
       Response

 
Codec Out: 0dB=0.436 V

Figure 5 - Alias at 7812.5-7312.5=500 Hz

Input @7312.5Hz

Fs @7812.5Hz

Alias @500.0Hz
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over the pass band region. This provides a 
good “flat” response in the 300 to 3300 Hz 
range. The phase response of the system is 
shown on the lower plot. The analog I/O 
subsystem’s “group delay” may be 
calculated from the phase measurement.  
 
Figure 7 shows the group delay over the 500 
to 3000 Hz range. The delay minimum 
occurs at approximately mid-band and can 
be seen to be about 0.8 ms. The codec specs 
indicate that the group delay should be 
approximately 0.67 ms. There is, therefore, a 
discrepancy of about 130 us. The sampling 

period is 
1

128
f

us
s

= , and this excess group 

delay turns out to be due to the 1 sample 
pipeline in the DSP code!   

 
The second transfer function measurement 
technique also uses the cross-spectrum and 
auto-spectrum calculations. However, the 
measurement is made using a sine wave 
excitation a single frequency point at a time. 
This method is often referred to as “swept-
sine” but in reality, its implementation 
makes it “stepped-sine”.  
 
The broadband technique has the advantage 
of speed, since the transfer function 
measurement is made over all the specified 
frequency points simultaneously. The 
disadvantage to this method is that the 
excitation energy must also be spread over 
the entire analysis range. When systems are 
noisy, or there are aliases and/or images, the 
ultimate measurement dynamic range is 
limited by these spurious components. This 

can be seen in Figure 7 where the 
measurement of the stop-band at higher 
frequencies gets very noisy.  
 
The swept sine technique has superior 
immunity to these spurious responses for 
two primary reasons: 
1. single frequency excitation improves 

SNR 
2. narrow band tracking filters (within 

SigLab) 
 
Figure 8 shows the measurement results 
using the swept sine measurement. The stop-
band measurement has been improved and 
the -70 dB response level is clear. Again, 
this measurement represents the overall 
system response. The coherence plot 
indicates that the measurement is 
trustworthy up to about 6000 Hz.  
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A “Dynamic View” of 
Harmonics, Aliases, and 
Images 
A spectral map can provide a dynamic view 
of how harmonics, aliases, and images vary 
as a function of input frequency.   
 
SigLab’s output source is setup to generate a 
slowly sweeping sine wave. It starts at  
200 Hz and sweeps up to 6000 Hz. While 
the input signal is sweeping, 200 spectra are 
acquired and displayed in a spectral map 
format. This format maps magnitude to 
color, and displays the measurements in a 
visually appealing and illuminating way.  
 
 

 
 
Figure 9 shows the results of this analysis.  
Points of interest are called out on the 
graphic. It is interesting to note that noise, 
distortion, images, and aliasing (when the 
frequency of the input goes beyond the 
Nyquist frequency), are all clearly visible. 
The red horizontal line is a cursor.  
 
Figure 10 shows the same measurement data 
in a “waterfall” format. This format provides 
a better feel for the relative amplitudes of 
the spurious components and how they vary 
with frequency. 

2nd harmonic 

Input signal 

3rd harmonic 

4th harmonic

Fs  2*Fs 

Imag
e 

Alias 

Fs/2 1.5*Fs 

Images 

Figure 9 – Spectral Map Display of Analog I/O Subsystem Showing Noise (f<3000 Hz),  
                 Harmonics, Images, Aliases, and Sampling Clock Feedthrough.  
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Conclusion 
Simulation is unquestionably a valuable tool 
for DSP design. The overall performance of 
any mixed signal design, however, must 
ultimately be quantified by “real” 
measurements. This note has shown some of 
the measurements that can, and should, be 
made on a DSP design.  
 
The measurements indicate that the codec 
supplied with the EVM appears to meets all 
its published specs. It’s performance 
therefore not compromised and no 
significant improvements are possible. 
Although the codec no doubt does a good 
job for its intended market (telephony), the 
lack of aggressive aliasing filters is a 
concern. Although the alias / image  
 

characteristics could be improved by 
external analog filters, it is easier to use 
sigma-delta conversion technology. The 
second installment of this application note 
series will provide a similar set of analog 
I/O measurements, but using sigma-delta 
converters.     
 
For more information contact: 
Spectral Dynamics 
1010 Timothy Drive 
San Jose, CA  95133-1042 
Phone: (408) 918-2577 
Fax: (408) 918-2580 
Email: siglabsupport@sd-star.com 
www.spectraldynamics.com 
1 This design is being conducted as a case 
study. 
                                                      
 

Input Signal 

I image 

 Fs 

Figure 10 – “Waterfall” Display of Analog I/O Subsystem Showing Noise (f<3000 Hz), 
Harmonics, Images, Aliases, and Sampling Clock Feedthrough.  
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Overview
Part 1, SigLab Application Note 10, of this
two part series discussed the use of DSPT
SigLab 50-21 to evaluate the analog I/O
characteristics of a telephone grade codec
interfaced to a DSP. For this note, the codec
is replaced with a sigma-delta ADC and
DAC. Measurements are repeated on this
system and demonstrate considerable
performance improvements.

Integration with MATLAB makes SigLab the
natural tool for comparing theory with

reality. Digital filters can have subtle, but
potentially devastating, coding bugs. These
bugs can be discovered by measuring the
filter’s frequency response under actual
operating conditions. Then a careful
comparison between the measured response
and the theoretical can easily be made to
insure that the coding is correct.

Simulation is a valuable tool for DSP
algorithm design. Since SigLab is integrated
with MATLAB, it is also coupled to the
MathWorks’ SimuLink simulation package.
Examples are provided showing how this
coupling enables high quality "real world"

Figure – 1. A simplified diagram of the DSP and analog I/O (Device UnderTest) showing the three major components:
ADC, DSP and DAC. The ADC and DAC are actually 2 channel stereo units but only one channel is used for the
measurements.

SigLab
OK
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Pow O

OnCE  Port (RS-232)

SCSI

ADC
CS5389

DAC
CS4328

DSP
56L811

Analog
In

Analog
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Notebook PC

Characterizing Mixed Signal DSP Designs

 With SigLab (Part 2)

Application Note 10 covered the basic measurements required to quantify the performance of a mixed-
signal design.  This note repeats those measurements on improved analog interface hardware
demonstrating a substantial reduction of aliases, images, noise, and distortion. To further expand on
SigLab’s unique mixed-signal test capabilities, examples covering digital filter performance verification
and getting real world data to and from SimuLink  models are also covered.

APPLICATION NOTE
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data transfers to and from the SimuLink
modeling environment.

Hardware and Connections
Figure 1 shows the interconnections to the
SigLab 50-21 used for the forthcoming
measurements.  Coaxial cables are used for
all analog connections. SigLab is interfaced
to the notebook host computer via a
PCMCIA SCSI adapter. The DSP evaluation
board is uploaded and controlled by a serial
interface. The ADC and DAC are 256:1
over-sampling sigma-delta devices
interfaced to the serial data ports of the DSP.
The master clock to the ADC and DAC is
2.500 MHz yielding a data sampling rate of
Fs=2.5e6/256=9765.625 Hz. The Nyquist
frequency, being one half the sampling rate,
is therefore 4882.8 Hz.

Residual System Noise
Switching power supplies and computer
monitors coupled by ground loops can make
noise-free, low-level signal measurements a
challenge. With this in mind, the relatively
quiet notebook PC is a good choice for
bench use. After the test gear has been
connected to the DUT, and before
measurements are made, it is prudent to
check for residual measurement noise. For
the measurements in this note, SigLab's
output channel 1 is connected by a short
BNC cable and BNC "T" to input channel 1.

A BNC cable from the T also connects
channel 1 to the DUT input. Another BNC
cable is used to connect channel 2 to the
DUT output per Figure 1.

For some tests, excitation to the DUT is not
required. In these cases the "hot" lead
coming from the T’s channel 1 and output
channel is disconnected. However the coax
shield lead is still connected to the DUT
ground leaving SigLab's ground system
connected to the DUT's ground system.

To measure the residual system noise,
channel 2’s "hot" input was connected to the

DUT ground at the DUT. The red curve in
Figure 2 shows the residual measurement
noise to be less than –145 dBVrms/sqrt(Hz).
The sequence of small spectral spikes is not
due to SigLab residual noise, since they
disappear when channel 2 is entirely
disconnected from the DUT. Therefore, they
are a result of currents flowing between the
measurement system ground and the DUT
ground.

Although SigLab's differential inputs help
considerably in reducing the noise induced
by ground loops, during sensitive
measurements both SigLab and the
notebook PC can be operated from their
internal batteries. Totally floating the
measurement hardware provides the ultimate
in ground loop elimination. The spectral
spikes in Figure 2 (red) were eliminated
when this was done.

DUT DAC Noise
If the DUT contains a DAC, it can be used
to make measurements on other components
of the system. But first its noise and
distortion performance must be understood.

To measure residual DAC noise one can
simply feed a digital word stream of all
zeros into the DAC and then measure the
output noise spectrum.

Figure – 2.  Driving the DAC with a sequence of
zeros led to this surprising result (blue). The
output noise of the DAC has a clear peak at about
18 kHz. The residual measurement noise (red) is
not significant and is well below the DAC noise.
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The blue curve in Figure 2 shows the output
noise spectrum of the DAC with the data
stream of zeros. There are some low
amplitude discrete spectral lines and there is
a clear peak in the noise spectrum at about
18 kHz. This peak is well beyond the
Nyquist frequency of 4882 Hz and will not
be a problem in the intended application, but
might be a problem for other applications.
The noise on the DAC power supplies was
measured and no correlation existed
between the power supply noise and the 18
kHz peak. This noise spectrum is most likely
due to the DAC’s  internal switched
capacitor image rejection filter and sin(x)/x
correction filter.

Harmonic Distortion
Distortion is the next important test to be
made on the DAC. A sine wave is used to
measure harmonic distortion and a short
lookup table based sine generator is easy to
code in the DSP. A simple MATLAB
command:
y=32000*sin(2*pi*(0:11)/12)
generates a 12 point table, with a frequency
of Fs/12 = 813.8021 Hz, that is easy to paste
directly into the DSP test code. Figure 3
shows the DAC output with this sine wave
as well as when zeros are the DAC input.

To get a closer look at the distortion, the
analyzer frequency range is reduced to cover
the 0 to 5000 Hz range. This is just beyond
the DAC’s Nyquist frequency. The blue
curve in Figure 4 shows the output spectrum
of the DAC with the digital sine input. The
unwanted distortion, images, and all other
spurious outputs in the 5000 Hz range are
seen to be at least 95 dB below the
fundamental. These noise and distortion
measurements indicate that the DAC
subsystem is performing quite nicely.

 ADC Noise and Distortion
With the performance of the DAC
quantified, the DAC may then be used as a
tool to debug and measure other subsystems.
To test the ADC, the DSP code is setup to
simply pass input samples from the ADC
directly to the DAC.  In effect, a “software
wire”.

Figure – 3  A perfect sine wave generated by table
lookup in the DSP is a useful way to quantify the
DAC’s harmonic distortion. The noise spectrum
with the sine output closely matches the spectrum
of the zeros output (red). Also notice that no
images are present around the Nyquist frequency.
Compare this with Figure 3 of Part 1.
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Hz bandwidth reveals that all spurious signals are
down from the 813 Hz peak by at least 95 dB.
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To measure ADC noise, the input to the
ADC is shorted to ground1 and the resulting
noise spectrum measured at the DAC output.
The noise from the DAC was virtually
identical to the case where the DAC was
driven with zeros indicating little noise
contribution from the ADC. If more
sensitivity to ADC noise is required, the
ADC data can simply be up-shifted by the
code in the DSP before being passed to the
DAC.

Next, a 1000 Hz sine wave generated by
SigLab is used as a test input to the ADC.
The measurement results are shown in
Figure 5.

The initial results were good, but not
outstanding. The red curve shows exactly
the same 1000 Hz component as the blue,
but also some low frequency broad band
noise and a couple of low level non
harmonically related spurs.

Investigation of this noise ultimately
revealed the cause to be a ground loop
formed by the DUT power supply and
DUT’s serial debugging port. When the
debugging port was disconnected the noise
and spurs were reduced. The blue curve
indicates that the ADC harmonic distortion
performance is at the 95 dB level.

ADC Intermodulation
A two-tone test signal was generated by
SigLab to measure ADC intermodulation
and the results are shown in Figure 6.
The analyzer bandwidth was increased to 10
kHz to capture spurs around both the
Nyquist and sampling frequencies. The
results were comparable to the harmonic
distortion in that both the even and odd IMD
was >95 dB down from the peak signal
level. The measurement also shows the good
image suppression of the DAC
reconstruction filter.

Alias Rejection
The DAC image suppression has been
covered in the measurements shown in
Figures 3 and 6, but what about aliases? No
mixed-signal interface characterization is
complete without measuring its alias
rejection.

Since the effective sampling rate of the
sigma delta ADC is 9765 Hz, injecting a
signal at 8765 Hz should (and does) cause
an alias to appear at the difference frequency
of 1000 Hz as shown in Figure 7. To
measure the amount of rejection a 1000 Hz
signal at close to the full-scale value of the
ADC was injected first. The large red +
marked its amplitude. The sine wave

Figure – 5 Spectrum measurements when 1000
Hz sine wave drives the ADC analog input.  The
low frequency broad band noise shown by the
red curve is due to a ground loop.
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frequency is then changed to 8765 Hz. The
(small) 1 kHz alias then appears. The
amplitude difference between the 1000 Hz
peak marker and the alias at 1000 Hz is
measured with the aid of the cursor and
found to be 88 dB. To thoroughly quantify
the alias rejection the input should be slowly
swept over a wide range and the largest
components below the Nyquist frequency
noted.

The low frequency alias rejection of a sigma
delta-converter is determined by its internal
digital filtering and down sampling.
It should be noted that the actual input
sampling rate of this sigma delta converter is
2.50 MHz or 2500 kHz. Therefore a signal
at (2500-1) = 2499 kHz will also cause an
alias at 1 kHz. In fact signals displaced from
multiples of the input sampling rate by less
than the output data stream Nyquist
frequency will cause aliases.

Protection from signals that are close to
multiples of the input sampling rate is
provided by relatively simple analog filters.
The relaxed requirements of the analog anti
alias filter is a key advantage of the sigma
delta converter. In the intended application,
the signals to the ADC are thoroughly
filtered by analog hardware.

Frequency Response
With noise, distortion, aliases and images
now well understood, the frequency
response of the analog I/O is checked next.
Figure 8 shows the excellent frequency
response characteristics. Note the phase shift
is perfectly linear in the pass band and
approximately 10000 degrees at 5 kHz. If
angle is measured in degrees, group delay is

τ
θ

= −
∆

∆360* f
 or

τ = −
−

=
9800

360 5000
0 0054

*
. ,

 a delay of about 5.4 milliseconds.

More Analog Measurements
At this point, the characteristics of the ADC
and DAC have been measured. Pre-
amplifiers, filters, gain control elements,
power amplifiers etc. would also be part of
any complete product design. These can also
be thoroughly tested with SigLab.
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Figure – 7 Alias rejection of the sigma dleta ADC
is confirmed to be  almost 90 dB.
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the analog interface. Compare this with Figure 6
in Part 1.
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Frequency Response of a
Digital Filter
As another powerful example of using
SigLab for debugging DSP designs, a digital
filter will now be measured and the results
compared with theory.

Anyone that has written DSP code for a new
processor knows that each one can be
different in subtle but important ways. This
is especially true for the modulo pointer
addressing calculations required for digital
filtering. The filtering operation relies on
pointers that access both data and filter
coefficients. The pointer address calculation
uses modulo arithmetic and it is easy to get a
pointer and its associated modulo buffer
setup almost right!

With casual measurements, the filter appears
to be operational, but it is actually not
working correctly. Worse yet, incorrect
pointer calculations can overwrite rarely
used memory locations leading to an
operational software bug that causes
diabolical and gut wrenching behavior.

SigLab makes fast accurate transfer function
measurements allowing rapid evaluation of
filter performance. A FIR low-pass filter
coded for this project2 appeared to be

working. It had the requisite amount of
ripple in the pass band and signals certainly
were attenuated in the stop band.

However, the initial measurement of its
frequency response clearly indicated a gap
between theory and practice!  The MATLAB
filter response had clear sharp stop band
nulls due to the zeros on the unit circle and
this filter did not. Quantized coefficients
were rapidly ruled out as the cause. An
intense session with the JTAG based DSP
code debugger indicated that both the data
and coefficient pointers were running
outside their proper buffer boundaries. It
turned out that there were 2 coding errors
(an assembler directive and a modulo value
setting) that had approximately canceling
affects. Fixing the code produced the proper
stop band response and removed rogue
pointer grief that would inevitably appear as
the application grew.

Comparing Theory with
Practice
Aside from superb measurement quality, one
of the significant advantages of the DSPT
SigLab 50-21 is its integration with
MATLAB. This integration provides an easy
way to quickly compare theory with
practice.

The FIR low pass filter design used
MATLAB's "SPtool". To compare theory
and practice, a simple script was written that
extracts the filter data from Sptool, and
extracts the measurement data from the
SigLab vna application. The script then
plots the two filter frequency responses to
allow a detailed comparison. Figure 10
shows the excellent agreement between the
theoretical and measured filter frequency
response. Listing 1 shows the simple script
that produced Figure 10.  When detailed
comparisons are easy to perform, subtle
problems can be identified early on in the
test and debugging process where they are
easiest to fix and cause the least damage.

Figure  9 Digital low pass filter magnitude response.
A subtle coding error that may well have gone
undetected was discovered.
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Getting High Quality Data
Into SimuLink
SimuLink is MATLAB's  highly evolved
simulation environment. It's not
inexpensive, but you get what you pay for.
Now, given that you have invested in this
great tool, how do you get quality real-world
data into it?  The fifty dollar "Sound
Blaster" is great for fun and games, but its
automatic amplitude leveling and frequency
response controls can lead to untrustworthy
data.

For example, Figure 11 contains a SimuLink
model of an audio compression algorithm.
If the recorded audio input is from a
consumer sound card, it’s likely to have
been already compressed by the card's
automatic level control. It’s misleading to
evaluate a compression scheme when the
input has already been compressed!

The following steps will get high quality
data into your SimuLink model.

Step 1
You can use the SigLab vcap utility to
capture long gap-free records. Since this
process is covered in the SigLab user
documentation, the details won't be
discussed here. When the capture is
complete, save the data in MATLAB format.

Step 2
A simple way of getting data into SimuLink
is to use the MATLAB workspace. SimuLink
requires that the data be stored in a matrix
format consisting of  a time value and a
corresponding  data value. The vcap
application stores data and the sampling rate
at which the data was acquired. Therefore a
simple script will save time and confusion:

Step 3
Assume for this discussion that you are
doing a purely digital simulation, no
continuous time blocks, at least
intentionally! You must make sure your
SimuLink model is properly setup to reflect
this.

Figure  10 A MATLAB integrated dynamic signal analyzer
makes it easy to do detailed comparisons between
theory and practice.
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% Script to compare theory and practice
% requires both MATLAB’s SPtool and SigLab vna applications to be launched
f    = sptool('Filters');  % get filter design
SLm  = vna('get','meas');  % get measurement from SigLab vna application
figure    % create a new figure
fnum = 2; % filter number 2 is the target design
% compute magnitude in dB of theory:  f(fnum).H and practice: SLm.xcmeas(1,2).xfer
plot(SLm.fdxvec,20*log10(abs(SLm.xcmeas(1,2).xfer)),...
     f(fnum).f, 20*log10(abs(f(fnum).H)));
xlabel('Hz'); ylabel('dB'); title('Theory (green) and Practice (blue)')
set(gca,'xlim',[0,5000],'ylim',[-80,10]);

Listing 1 The above MATLAB script retrieves the theoretical filter response from MATLAB's Sptool and compares it to the transfer
function measured with SigLab's vna application.

% run this b4 the simulation
load d104; % the vcap file is d104.mat
mic_data=[([0:(length(d104)-1)]/Fs)',d104];
clear d104 % free up space
Fs_model = 2.5e6/256; % model sampling rate
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Unless you are actually using multi-rate
sampling, choose the FixedStepDiscrete
solver. Then, make sure all of the discrete
time blocks have their sampling times set to
1.0/Fs_model. Note that the Fs_model
variable was set in the workspace by the
script file.

Step 4
The astute signal processing aficionado is
now thinking: "This data was sampled by
the SigLab system at 2.56 times the
bandwidth setting of 5000 Hz or 12800 sps.
The target DSP, and therefore this model,
are set to 9765.x sps. How is this
fundamental difference in sampling rates
reconciled?"

The answer lies in the setup of the "From
Workspace" input block shown in Figure 12.
First, the data field must be set to the
workspace variable in_data. You may recall
from step 2 that the input data variable
required both time and data value. The
MathWorks recognized that the probability
of the data being sampled at the same rate as

a target model is slim to none. Therefore,
they provided a mechanism to resample the
data at the target rate. Then the Sample
Time must be set to the model sampling
time of 1/Fs_model. Finally the Interpolate
Data box should be checked.  The three

input fields are shown in figure 12.

sound(audio_out.signals.values, Fs_model)

sound(audio_input.signals.values, Fs_model)

From Workspace

1 

ones(1,32)/8(z)

smoothing

signal monitor scope 

z

1

Unit Delay1

audio_input

To Workspace 2

audio_out

To Workspace 1

Product3

max

MinMax2

max

MinMax1

1-(1/4096)

Gain3

32

Gain

1-0.75z -1

1 

Difference

0

Constant

|u|

Abs1

MATLAB
Function

2^-10u

mic_data

Figure  11 A SimuLink model of a DSP audio
compression algorithm. The input data was recorded by
SigLab and is provided to the model  by the mic_data
block.

Figure  12 The block parameters
setting of the "From Workspace"
handles the sampling rate dilemma.
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Step 5
You are now ready to run the simulation.
However, you may want to listen to the
results of passing your real world signal
through the simulation, save them to a file,
or even replay them through SigLab's output
and analyze the resulting signal!  To allow

these operations your model needs to
include one or more "To Workspace"
SimuLink blocks. These should also be
setup with a sample time of 1/Fs_model.
Figure 13 has an example of the settings.

So go ahead, press the "Start Simulation"

button     and let 'er rip!

Data From SimuLink to PC
Audio System
If you used the variable name audio_out , as
shown in Figure 13, you can  listen to the
processed data with your PC audio system
by entering:

at the MATLAB prompt.  If you used another
variable name, the above command would
change to reflect this. This command  will

then replay the data contained in the variable
audio_out.signals through your PC sound
system.

Data From SimuLink to
SigLab
You can also load the processed data back to
SigLab for output by the SigLab’s signal
generator subsystem. Unlike the PC audio
system, the SigLab’s output does not
involve any processing that could alter the
fidelity of the signal, assuming that the
sampling rate is properly set.  Which again
brings up the problem of sampling rates!

The SimuLink "To WorkSpace"  block is
not as general as the "From WorkSpace" and
it does not automatically handle sampling
rate conversions. However, a couple of
standard high level tools address the
problem. As always, you can write a script
to do this, or use the command lines in
Listing 2.

The resample function does exactly what it
says and generates a time history (audio)
that is now at the original input data rate of
Fs. The mat2vca function writes a file called
SL_audio.vca in the SigLab vcap application
format . This file may then be uploaded into
SigLab and used as an "arbitrary" output.
Figure 14 show SigLab's function generator
control panel after loading the SL_audio.vca
file.

SigLab software attempts to preserve the
proper output level of the signal. If this is
not desired, simply normalize the audio
variable to a maximum peak amplitude of 1
before writing the vcap file.

Figure  13  Example of the block
parameters setting of the "To
Workspace" block.

audio=resample(audio_out.signals.values,Fs,round(Fs_model));
mat2vca(audio,Fs,'SL_audio.vca')

Listing 2

sound(audio_out.signals.values,Fs_model)
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Conclusion
There are many pitfalls in high performance
mixed signal design: digital signals coupling
to the analog, power supply noise, aliases,
images, non linear behavior, and coding
errors to name a few. Simulation is of
unquestionable value, but is next to useless
in sorting out these real world problems.
Fast, accurate, measurements that are easy to
save, compare and repeat, are the keys to a
reliable design and fast debug process.

The DSPT SigLab 50-21 is a unique
measurement tool providing
uncompromising measurement quality,
application flexibility, and MATLAB
integration. It can be used to quantify the
performance of the analog, mixed signal,
and even DSP algorithms (e.g. filtering)
under actual operating conditions.

Beyond this, SigLab can be used to get high
quality real-world signals into and from the
SimuLink environment aiding in the
algorithm development phase as well.

The conclusion is simple: if you're designing
audio bandwidth mixed signal systems you
should take a close look at the DSPT SigLab
50-21!

For more information contact:
MTS Systems Corporation
DSP Technology Division
454 Kato Terrace
Fremont, CA 94539-8332
Phone: (510) 657-7555 x 256
Fax: (510) 657-7576
Web: www.dspt.com/sig/saggrp.html

                                                     
1 The ADC has a differential input, but for this
design the inverting side was grounded and it
was driven like a single ended converter. This
reduces the available dynamic range by 6 dB, but
for the intended communications application this
is inconsequential.
2 This DAC-ADC-DSP subsystem is part of a
communications transceiver project done in part
as a case study. Measurements using SigLab for
PLL phase noise, noise figure, transmitter IMD,
AGC response and more will be the subject of
subsequent application notes.

Figure  14 The SimuLink output
results can be uploaded to SigLab
and output.
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A Simple Method of Measuring Impedance
and Admittance with SigLab

Necessity is the mother of invention! The need to accurately measure a relatively low value of
complex impedance of about 0.1 +j3 ohms at 10 kHz led to evolving this remarkably simple but
powerful measurement technique. SigLab's excellent channel phase and gain match,
differential inputs, dynamic range, and standard software enable complex impedance and
admittance measurements vs. frequency in real time over the DC to 50 kHz range.

Overview
In today's silicon intensive environment, the
reciprocal quantities of impedance and
admittance are often taken for granted. But
experienced designers recognize that the
silicon is supported by mundane, but
important, passive components. Frequently
the passives are not as ideal as one would
hope, and their shortcomings can lead to
design problems that are difficult to diagnose.
New engineers may find it hard to believe,
but component value and tolerance often do
not adequately describe how a component
will affect circuit behavior. The subtleties of
the component’s materials and construction
are often as important as its value. The devil
is in the details.

Measurements on passive components can
include:
• inductance and quality factor (Q)
• capacitance, dissipation factor (D), and

effective series resistance
• transformer winding and leakage

inductance.
• transducer impedance
• detection of non-linear behavior

Measurement Technique
There are numerous approaches that one can
take with a SigLab system to measure
impedance and admittance. Application Note
Number 6 briefly described one method. That
approach does not require the analyzer to
have differential inputs. It also allows one
side of the network to be at ground potential

which may be an advantage in some
situations.

The method described in this note (Figure 1)
is computationally simpler1 allowing the
measurement results of impedance or
admittance to be displayed directly in the vna
Dynamic Signal Analyzer application. This
technique requires the analyzer to have
differential inputs, and in the specific
implementation shown in Figure 1, neither
side of the network can be connected to a
system ground.

The circuit in Figure 1 is simplicity in itself.
Channel 2 is used to differentially measure
the voltage across the unknown. Channel 1
measures the current passing through the
unknown by measuring the voltage developed
across a known resistor (Rstd). Excitation to
the circuit (and DC bias if desired) is
provided by SigLab's output source.

unknown
Output
Channel 1
(Gen) Input  Channel 2

Rstd

Figure – 1. One resistor and three BNC
connectors turn SigLab into a versatile
impedance and admittance measurement
instrument.

Input  Channel 1

APPLICATION NOTE
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Voltage across the unknown and the current
through it are related by impedance Z as:

IZV •= . Therefore you may consider the
input to the “system” to be the current I, and
the response from the system to be voltage V.
The impedance Z may then be directly
measured using the transfer function in the
vna application. The reference channel is
assigned to be the current I (channel 1) and
the response channel is assigned to be the
voltage V (channel 2).

Since VYI •= , reversing the reference and
response channel assignments measures and
displays the admittance Y.  More details will
be provided later in this application note.

As shown in Figures 2 and 3, an adapter can
easily be assembled from commonly
available components. Leads should be kept
short and direct to minimize residual
reactance. The two female BNC connectors
are spaced to match the input connector
spacing of the SigLab 50-21. Male to male
BNC couplers are then used to connect to the
input channels. A BNC cable is used to
connect SigLab's signal generator output. As
shown in the figures, a set of banana jacks
provides the connection terminals for the
unknown.

Choosing Rstd
The resistance standard (Rstd) should be
chosen to optimize the measurements you

will be making. Its value is not critical, and
can range from about 10 to 100 ohms. The
precise actual value of the resistor will be
accounted for in the calibration factor of the
system. If low impedance measurements are
of most interest, such as small inductors,
choose a low value for Rstd. Approximately
10 ohms works well.  If you want better
accuracy for the measurement of small
capacitors (high impedance) choose a higher
value, e.g. 100 ohms. If you are the
compromising type, choose 50 ohms. In any
case, the application software will be
configured to account for the actual value of
the resistor. A precision metal film resistor
should be used for best long-term stability
and low residual inductance.

Application Setup
Figure 4 shows the vna setup control panel.
The Engineering Units (euf) for Channel 1,
converts the voltage measurement into a
current value. With Rstd in ohms, the euf is

simply: 
499
11

+=
Rstd

euf

The 1/499 term is due to the 499 ohm one
percent resistor between the low side of
channel 2 and system ground that is internal
to standard SigLabs. Therefore, for an Rstd
resistor of 10.0 ohms, the euf factor is 0.102
Amps per Volt as shown in the Figure 4
graphic (note the star).

Figure – 2. The adapter can readily be built on a
scrap of PCB material.

Figure – 3. The adapter plugs directly  into
SigLab's input BNCs and is ready to make
measurements in a few seconds.
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The cross channel computations should be
set so that either impedance or admittance
may be displayed.  Select the Cross Channel
menu from the vna plotting window and
enable all the cross channel calculations
between channels 1 and 2 as shown in Figure
5.
The vna plot window, shown in Figure 6,
may be configured to display both the real
and imaginary parts of the measurement.

Figure –4. The graphic above (right) shows a good
starting point for the acquisition parameters.  Full
scales on Channel 1 and 2 of 2.5V is compatible with
1.6 Vrms chirp excitation. The Channel 1 engineering
unit of 0.102 account for the Rstd of 10 ohms.

Figure –5. Enable all
cross functions to
switch between
impedance and
admittance.

Real Part

Reference Channel 1 (r1)

Reference Channel 1 (r1)

Imaginary  Part

Volts / Amps =Ohms

Volts / Amps =Ohms

Figure –6. A dual axis format allows both real and imaginary components to be displayed. The selection of
the Reference channel determines whether Y (admittance) or Z (impedance) is displayed.
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Why Impedance and
Admittance?
Since these are reciprocal quantities, astute
readers may be wondering why both are
needed. Yes, its true, they are simply the
complex reciprocal of each other. But, using
this measurement technique, they are actually
measured in a subtly different way!

Consider an unknown with a low impedance.
For instance, it might have a magnitude of
1/100th of the standard resistor. As seen from
Figure 1, the voltage drop across the
unknown measured with Channel 2 will be
small compared to the drop across the
standard resistor measured by Channel 1.
When making a transfer function
measurement, it is important to minimize the
noise on the "reference" channel. Therefore
assigning Channel 1 to be the reference and
Channel 2 to be the response provides the
best possible measurement2. This particular
assignment of reference and response
channels produces an impedance
measurement.

Conversely, if the magnitude of the unknown
impedance is very large compared to the
standard resistor, the voltage measured by
Channel 2 will be large compared to the
voltage measured with Channel 1. Therefore,
selecting Channel 2 as the reference will
provide the best measurement. This
assignment produces an admittance display.

It is important to note that after a
measurement is taken it can be manipulated
with simple post-processing operations to be
in any format you desire.  If you measure a
low impedance and want an admittance, you
can easily post process the result with
MATLAB. An example of post processing is
given at the end of this note.

Therefore the measurement rules are:
low Z (high Y): choose impedance format
hi Z (low Y): choose admittance format

Numerous measurement examples follow,
and the Rstd chosen for these examples was
10 ohms.

Measurement Examples

A reminder
After you have set the measurement
parameters as outlined in Figures 4, 5 and 6,
it is a good idea to save the state of vna to a
file for future use. This makes it easy to
quickly restore the proper control settings for
impedance and admittance measurements.

A resistor
A measurement of a simple known
component is naturally a good place to start.
Connect a 200 ohm 1% film resistor to the
unknown terminals, and press the Avg button.
You should get a plot virtually identical to
Figure 6. Note that the cursor on the upper
plot measures the real part to be 199.15 ohms.
This is well within the 1% tolerance of the
resistor and the value used for the 1% Rstd
resistor. If you know the test resistor to be
exactly 200.00 ohms you can adjust the
engineering units for channel 1 (the 0.102
factor) to provide a readout of exactly 200
ohms if desired. This then accounts for the
tolerance of Rstd and the measurement
channel gain matches.

Note that the imaginary component displayed
in the lower plot is very small since the
unknown is a pure resistance.

The ultimate accuracy of a particular
measurement depends on numerous factors.
These include SigLab's gain and phase match,
input capacitance and resistance, and the
residual reactance in the construction of the
adapter.  Some of these topics will be covered
in subsequent measurement examples.
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A Short Circuit
With the resistor measurement confirmed, it
is instructive to probe the limits of the
measurement scheme. A short circuit, made
from a small piece of brass sheet stock, was
attached to the unknown terminals.  The
green lines in Figure 7 show the measurement
results:  0+j0 to within 1 milliohm.

The brass short was replaced with the 4 inch
clip lead and banana plug combination visible
in Figure 3. The blue lines in Figure 7 show
the results. The 7 milliohm DC resistance and
the linearly increasing inductive reactance
over the DC to 50 kHz are clearly visible3.

At 50 kHz, the wire reactance is j33 milli-
ohm.  The inductance in micro-henrys of the
wire can be calculated by typing:
» l_uh = 1e6*33e-3/(2*pi*50e3)
l_uh   = 0.1050
in  the MATLAB  command window.

The measurement has clearly resolved the
105 nH inductance of this 4 inch clip lead!  If
the residual reactance measured with the
brass short in place was not negligible, you
can correct the results by subtracting this
value from the measurements.

 An Open Circuit
On the other end of the measurement scale
resides the open circuit. As previously
mentioned, an admittance measurement is the
right choice for a high impedance unknown,
therefore Channel 2 is selected as the
reference channel. Also, the full-scale range
setting of channel 1 is reduced to 20 mV
since the signal level across the 10 ohm Rstd
resistor is quite small when the unknown
terminals are open circuited.
The upper plot shows the real part of the
admittance to be about 1e-6 siemens  (mhos).

This residual conductance is due to the 1
megohm shunt resistance of SigLab's
differential input circuit. This resistance
appears across the unknown terminals (see
Figure 1). The capacitive susceptance of
j2.54e-6 siemens at 50 kHz is also primarily
due to the input capacitance of SigLab. The
value can be used to calculate the residual
capacitance between the unknown terminals
as follows:
c_pf = 1e12*2.54e-6/(2*pi*50e3)
c_pf = 8.0851
Therefore the residual capacitance across the
unknown terminals is 8 pF. It is important to
recognize that both the capacitance and shunt
resistance can be removed, if required, by
post-processing.

Figure – 8. An admittance measurement with
open binding posts clearly shows the residual
conductance from SigLab's 1 M ohm input
resistor and the capacitance due to SigLab's
input C and the adapter strays.
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Transformer Winding and Leakage
Inductance
The requirement to measure the leakage
inductance of a "first article" switching
regulator transformer initiated the exploration
of this technique. The inductance value on
one side of a center tapped winding was
required under two conditions. First, the
second half of the winding is open circuited
and a measurement made. Then a
measurement is repeated with the second half
of the winding  short circuited . If the
inductance goes to a small fraction of the
open circuit value with the other half of the
winding shorted to the center tap, tight
coupling exists between the windings.
Since the impedance levels are very low,
channel 1 is selected as the reference channel
and the full-scale voltage range settings were
returned to 2.5 V.

The plots clearly show that although there is a
reduction in inductance when the winding is
shorted, there is still considerable reactance.
It is also interesting to note that the resistance

is not a constant, but increases with
frequency. This is due to the core losses and
possibly skin effect of the wire.

The inductance and Q can easily be
computed. The X and R are the 10 kHz
values from the measurements with the
secondary shorted:
» Xsht=0.808; Rsht=0.144;
» Q = Xsht/Rsht
Q = 5.6111
» Lleak_uh=1e6*Xsht/(2*pi*10e3)
Lleak_uh   = 12.8597
The coefficient of coupling between the two
halves of the windings is given by:

Xopen
Xsht

k −= 1

where  Xsht and Xopen are the open and
short circuit reactance at a given frequency.  k
is therefore:
» Xopen=2.56;
» k=sqrt(1-Xsht/Xopen)
k = 0.8273
which is actually rather poor coupling given
that 1 is the maximum attainable.

Two Inductors
Two inductors of the same approximate
inductance and Q at 10 kHz were measured to
demonstrate their differences. The
measurement results are shown in Figure 10.
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Figure – 10. Two inductors of approximately the same
value are measured and compared. The green curves
being the torroid and the blue being the (classical) pi
section  style.
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Notice that although the torroid has far less
DC resistance, its loss (real part) rapidly
exceeds the loss in the old pi-section choke.
Notice that the ripples in both the reactance
and resistance plots are not present with the
pi-wound choke. The ripples are caused by
non-linear behavior of the inductor. The
magnitude of the ripple is a function of the
excitation amplitude and DC current in the
winding. A small DC bias current can be
injected by simply adding DC to the output
signal with the Offset control provided in the
GUI. The input channels should be AC
coupled so the DC bias will not interfere with
the measurement. The current should be
limited to <20 mA and is estimated from:

RstdRLdc
Vdc

I
++

=
50

where RLdc is the DC resistance of the
inductor. In any case Vdc should be limited to
about 5 volts. If more DC bias current is
required, a wide band DC coupled linear
power amplifier must be used to boost the
drive. When DC current is passed through the
inductor, the inductance (slope of the
reactance plot) can be seen to vary:  more
current, less inductance. This is actually an
"incremental inductance4" measurement. The
small signal inductance changes as the
operating point is moved along the cores B-H
curve with the DC bias.

The ripples and change of inductance with
bias current are clear indicators of non-linear
magnetic behavior. This measurement
technique provides a simple qualitative way
to detect non-linearity in inductors.

Effective Series Resistance
Switching power supply designers are well
aware of this parameter.  In theory, the
impedance of a capacitor is a purely
(negative) imaginary quantity that tends to
zero as frequency increases, and a 0.0 real
part. In practice, it’s a different story. Figure
11 compares the impedance of an aluminum
and tantalum electrolytic capacitors. The
aluminum has a series resistance of about 0.4
ohms at 50 kHz while the tantalum is 0.05

ohms. Which one would you choose for a
power supply filter?

Lossy Non-Linear Capacitors
Inductors are not the only devices that exhibit
non-linear behavior. Figure 12 compares a
0.33uF general-purpose ceramic capacitor
(Z5U dielectric) to a 0.33uF hermetically
sealed high quality capacitor.
The imaginary parts are in good agreement,
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Figure – 12. The admittance  measurement  mode is
used to compare two 0.33uF capacitors. Note the loss,
and ripples in same, of the ceramic capacitors vs the the
high quality capacitor.
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Figure – 11. The impedance of two 100 uF electrolytic
capacitors is measured. The imaginary parts are in good
agreement indicating the same capacitance, but the
alluminum capacitor has a much higher effective series
resistance (real part).
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indicating the same capacitance value. The
real parts, indicating loss, are substantially
different. Not only is the ceramic 3 times as
lossy, it has those telltale ripples indicating
non linear behavior just like the inductor
example!
The voltage level across the capacitor is about
2 volts peak to peak, yet the non-linear
behavior is clear. Up to 5 volts of DC bias
can also be applied by simply changing the
offset control.

When the DC bias is changed, the slope of
the susceptance curve (imaginary part of the
admittance) also changes. A clear sign of
non-linear behavior.  Which type of capacitor
would you choose for the filter in front of that
24 bit ADC ?

Transducer Impedance
By now your probably sick of inductors and
capacitors. One of the primary uses of an
audio frequency analyzer is to measure …
guess what .. audio devices! Figure 13 plots
the magnitude and phase of a speaker's
impedance. It varies from 7.67 ohms to 33
ohms. This measurement is useful in
designing cross-over networks and speaker
enclosures.

Quartz Crystal Resonator Admittance
A quartz crystal resonator has a very high Q
and therefore a very narrow bandwidth.
SigLab's "zoom" mode allows you to focus
the analysis range over the very narrow-band
response of the crystal. Without the zoom
processing, there would be no way of getting
enough frequency resolution to resolve the
resonant behavior of the crystal. The crystal
also has an admittance that varies over a wide
range.

The green curve in Figure 14 is the raw
admittance data. Inspection shows that the
low point of the admittance is –120 dB
siemens corresponding to 1 Mohm. The effect
of the 1 Mohm shunt resistor is subtracted
from the measurement data resulting in the
blue curve. Note that after this correction is
made, the variation in admittance is over 80
dB or 10,000:1!  The impedance maximum
occurs at the minimum of the admittance,
about –160 dB siemens, which translates to
an incredible 100 M ohms!  Although the test
adapter is setup for low Z measurements
(Rstd=10.0 ohms), SigLab does an excellent
job with this measurement.

Figure – 14. The magnitude of the admittance in dB format is
plotted. The green curve  is the data before correction for the
1 Mohm ( 1/(1 uSiemen) ) shunt conductance . The blue curve
is after this correction.
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Figure – 13. The impedance of a small bookshelf
speaker is plotted in a magnitude and phase format with
a log frequency axis. The speaker / cabinet resonance at
125 Hz is clearly visible.
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The MATLAB script that created the plot in
Figure 14 is as follows:

% get measurement from file
load xtal20k.vna –mat
% apply .102 cal fac (engunits)
Y=0.102*SLm.xcmeas(2,1).xfer;
% Y has admittance,
% correct for 1 Mohm
Ycor=Y-1e-6;
figure; % new window
plot(SLm.fdxvec,…
20*log10(abs(Ycor)),…
SLm.fdxvec,20*log10(abs(Y)));
title('Magin dB of admittance');
ylabel('dB Siemens');
xlabel('Hz');

Conclusion
This note demonstrates the ability to measure
complex impedance (and admittance) over a
range from a few milli-ohms to 100 megohms
with a simple adapter and standard SigLab
software.

Although components may have the same
apparent values, their quality and behavior
can be quite different. As component size
continues to shrink, their compromised
behavior becomes even more acute making
the information provided by these
measurements valuable.

With its time, spectrum, and network
measurement capabilities, SigLab has proven
to be a very flexible measurement tool. This
impedance measurement capability allows yet
more circuit and system parameters to be
characterized.

For more information contact:
MTS Systems Corporation
DSP Technology Division
454 Kato Terrace
Fremont, CA 94539-8332
Phone: (510) 657-7555 x 256
Fax: (510) 657-7576
Web: www.dspt.com/sig/saggrp.html

                                                     
1 This simple and direct method was suggested to
the author by Dr. Dave Yeager of Motorola.
2 See SigLab AN-5 "Measuring Transfer
Functions"
3 Since these measurement results depend on a
variety of parameters including the construction of
the adapter,  their accuracy cannot be guaranteed.
4 The classic work of Terman and
Petit Electronic Measurements McGraw-Hill
1952 has a wealth of information on passive
components.
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