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Preface

No book about vision and visual art is devoid of diagrams and reproduc-
tions, yet books about sound and music are traditionally mute. It has been
possible to print images in books for centuries, but conveying sound has
historically been much more difficult.

The situation started to change when the Laboratory of Psychophysics
of Harvard University (active from 1940 to 1972) under Professor Stanley
Smith Stevens produced and recorded 20 demonstrations on psycho-
acoustics, plus an explanatory booklet. Later Houtsma, Rossing, and Wage-
naars created a set of improved demonstrations on a CD illustrating many
important psychoacoustic phenomena. Available now on the Internet, their
work has been recommended listening by many texts. This was a good
beginning, but new technology has made it possible and relatively easy to
do far more.

This book is integrated with many example sound files and interactive
applets that generate and analyze sound. They are available on the book’s
website, whyyouhearwhatyouhear.com. If a picture is worth 1000 words,
so too is a sound file. Sounds and effects created and analyzed on the fly
with well-conceived applets are worth 10,000 words. Computer animation,
Java, MAX patches, Mathematica applets, sound processing and analysis
tools (such as Audacity) not to mention the World Wide Web, all flow
into crisp display screens and high-fidelity headphones—at little or no
expense. Any book on sound and acoustics that doesn’t take advantage
of these technological miracles is missing a huge opportunity. The many
excellent books of the past, no matter how good they otherwise are, cannot
provide the reader with the firsthand interactive knowledge and listening
experience we integrate into this book. Yet we hope to have given new
life to some parts of these older classics, by providing interactive examples
illustrating some of their major lessons.

If nothing had evolved in the last 20 years, it would be quite pre-
sumptuous to offer a conceptually higher level book about acoustics to

xix



xx Preface

the nonspecialist. But things have evolved: anyone with a laptop has a
fully portable sound laboratory and recording studio that might have cost
hundreds of thousands of dollars not so long ago. Now it is possible to
achieve true understanding by showing and doing, at one’s own desk or
anywhere a personal computer is taken. We seize this new opportunity to
actually explain sound to the nonspecialist, rather than to present descrip-
tions or mnemonics received from on high. This approach certainly puts
more demands on the reader, but the reward is an intuitive understanding
previously reserved for the best sound engineers and acousticians.

In spite of its long history, acoustics is still wide open to discovery. The
level of this book is only a step away from original research, and many times
we point the way to something that needs further investigation. With the
approach we take here and the new tools available, readers can experience
the sense of discovery that scientists crave. New phenomena or interesting
variants on known effects can be exposed using the tools and point of
view provided here. You will certainly learn much about your own hearing,
including whether it is “normal” and whether you have special abilities or
tendencies, such as the ability to listen analytically rather than holistically
to complex tones.

Musical instruments are understood through representative cases that
focus on the way these instruments actually work. We trust the reader
to extrapolate from trumpet to trombone, from violin to viola. This
focus enriches the understanding of the important physical effects at play
and explains rather than describes the instrument. Coupled resonators,
Fourier analysis, autocorrelation, impulse response, impedance mismatch
and reflection at open tube ends and toneholes, wall losses, phase of drives
near resonance, and launching of sound by accelerating surfaces all help
explain the effects of a mouthpiece, bell, violin body, the phase of the lip
buzzing on a trumpet, the bending of notes on a sax, and so on.

We do not shy from controversy; indeed, we welcome it and even try
to stir some up from time to time. Nothing could be a better learning
experience for practitioners or students than to participate in spirited
debate. It gives us practice in applying the principles and demonstrates
to students that their own struggles are not so distant from those at the
research frontier.

This book grew out of years of teaching The Physics of Music and
Sound, first a core curriculum course and then a general education course
after Harvard switched to that system. Originally designed and taught by
Professor John Huth and myself, the course was never intended primarily
as an excuse to teach physics to nonscience undergraduates; rather, our
first love and our first intent was to really understand sound and the
mechanisms that generate it and receive it.

It is always a challenge to arrange a linear path through a multidi-
mensional subject. Rather than adopting a “the rewards will come later”
approach, we seed many of the applications as early as possible as we
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introduce the principles. This does mean that not all the relevant material
about pianos—for example, piano soundboards—is actually in the chapter
on pianos. There is a significant component of spiral learning: we are never
finished with the topic of resonance, for example.

Most universities have general education requirements that help to en-
sure a liberal education. For humanities students, these requirements used
to mean enrolling in Rocks and Stars or Physics for Poets classes, often with
predictable results. These courses are now evolving into more interesting
and relevant ones, as professors are discarding the “eat your spinach”
approach in favor of engagement and relevance. Case in point: Physics for
Poets has become Physics for Future Presidents. Poets don’t need much
physics, or at least they don’t think they do; modern presidents do.

Figure P.1
Illustration of the divine monochord, in the
book DeMusicaMundana, by Robert Flood.
Notice the hand of God tuning the
monochord.

The connection between length proportions on a string and pleasing
musical intervals is attributed to Pythagoras. According to the legend,
Pythagoras as early as 600 BCE used a monochord, a stretched string over
a resonator, to connect intervals like the octave and the fifth with length
ratios of 2:1 and 3:2, respectively. This reinforced deep mysticism about the
fundamental connection between small whole numbers and the clockwork
of the heavens. It is said that Pythagoras’ followers believed only he could
hear the music of the spheres, the divine harmonies of small integers
governing the motion of the planets and the heavens. In 1618, English
physician and mystic Robert Fludd wrote De Musica Mundana, which
included a compelling illustration of the divine monochord (figure P.1),
elevating the monochord to the governing engine of the universe.

This idea of a “vibratory universe” has not died away. If you Google
that phrase, you will get many websites physicists think of as crackpot; the
mysticism side of this idea is as strong as ever. In fact, the vibrating plates of
Chladni became enormously popular around 1800. These are taken up in
section 15.4 and seem to have provided a segue between the scientific and
the mystical that has lasted to this day. It is well-known that Hans Christian
Ørsted, the discoverer of electromagnetism and an unassailably brilliant
scientist, took off in a mystical direction for quite a while after he saw and
heard Chladni plate vibrations.

The vibratory universe idea has not been entirely left to mystics, how-
ever. Indeed, I cannot think of any aspect of the physical universe that is
not vibratory at some level. Quantum mechanics teaches us that matter
is actually made of waves, which have the usual properties of wavelength
and frequency; the evidence of this is abundantly clear, but of course we
can’t go into it here. Light, microwaves, radio waves, and so on exhibit
obvious vibratory wavelike properties. Cosmologists tell us that the whole
universe is still vibrating in various modes as a remnant of the Big Bang.
Even the most modern and abstruse corner of theoretical physics, string
theory, supposes that the different particles found in nature are distinct
vibratory modes of tiny stringlike objects. I am not a mystic, but I do believe
the universe is vibratory.
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This universality is another reason for studying sound, the most acces-
sible of all vibrational and wavelike manifestations, for in doing so you are
studying the clockwork of the universe. Perhaps this is simply a less poetic
way of expressing the idea of music of the spheres, which so captivated
Pythagoras and those after him.

R. Bruce Lindsay, the late professor at Brown University, understood
the universality of acoustics in a more practical way. In the introduction to
his marvelous book of reprints of some of the seminal works and papers
on acoustics in the past few thousand years, Acoustics: Historical and
Philosophical Development, Professor Lindsay created a graphic that makes
clear the vast range of applications of acoustics and some relations among
them. A modified version is shown in figure P.2. Topics that are key to this
book are highlighted in dark blue; some related areas that we touch upon
are shown in lighter blue.



How to Use This Book

The book was written with a wide range of interests and musical/acoustical
backgrounds in mind, from neophyte to professional. Students, musicians,
sound engineers, psychologists, phonetics and audiology professionals,
and anyone wanting or needing to know more about sound and music
generation and perception can expect to emerge with a real understanding
of sound, because the real story is told. Not much prior technical sophis-
tication is demanded, yet teachers, musicians, acoustical engineers, and
scientists will recognize a fresh perspective and hopefully be entertained on
almost every page. The book is designed so that students of the subject are
not hindered by the subtext for the insider. Rather, students are presented
the truth and pretty much the whole truth at the minimum possible level of
technical sophistication.

There is too much material here for a one-semester undergraduate
course. The book makes various pathways through parts of the subject
possible. An instructor can steer a course (several are suggested here)
through the material, confident that curious students with an interest in
something not specifically covered in class can find it in this book. The
website paired with the book, whyyouhearwhatyouhear.com, is an essential
addition to the package and a multifaceted resource.

The book is heavily cross-referenced to help smooth the way for creative
pathways through the material. Many of the chapters and parts are mostly
self-contained—some are almost books in themselves. This is partly a
consequence of the spiral learning approach, so that concepts introduced
earlier keep reappearing, not just mentioned in passing but brought up
anew in a context that enriches understanding. These facts make it quite
possible and even recommended to read the book on a “need-to-know”
basis. For example, if you play the violin, start with that chapter, and follow
all the cross-references to the violin from other chapters. If you find you
are fascinated by the bridge hill resonance and the reason for its existence,
you might find yourself reading the chapters devoted mainly to the concept
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of resonance and impulse response. Before long, you might put a little
piece of putty on a violin string to see what happens (you’ll be surprised).
To understand the drastic result, you might end up reading about the
Helmholtz wave, harmonic vibrations on a string, and stick-slip motion
of bow and string. Next you might buy a cheap, tiny accelerometer (there’s
one in every smart phone), attach it to your violin and then to your laptop,
and start making measurements on your own violin. Free sound capture
software will record and analyze all the data you need. Who cares if you
read the whole book? You’re on your way to acoustical discovery.

The psychophysics chapters are another good place to start; they are
rather self-contained in some respects, but definitely enriched by all the
material before and after if you choose to explore further. For example,
dive into the chorus effect (section 4.6), and branch out from there.
You’ll read about autocorrelation. Now you have a reason to know what
autocorrelation is, in order to understand how a chorus can have a definite
pitch even through every singer is a little bit off pitch, or doing vibrato, and
so on.

Musically inclined readers might want to start with psychophysics
and especially pitch perception, moving into the theory of dissonance
and the chapters on systems of musical scales, finishing with chapters
on musical instruments and the acoustics of musical spaces. Forays into
other cross-referenced sections of the book would be required for the best
understanding, but reading the whole book would not be required.

If singing, phonetics, and voice are a special interest, it is possible to start
in chapter 17, backtracking to sound in tubes and sound from turbulence
as the topics arise.

A more conventional and “safe” approach for a college class would be
to introduce qualitative ideas in part I (chapters 1 and 2), further develop
the language and analysis tools in part II, and then introduce resonance
through the effects of walls and horns, jumping over the more technical
aspects of resonance and impulse response, and then proceeding directly
to musical instruments (part IV) or psychoacoustics (part V), backtracking
cross-references where necessary. Individual or class projects could be
assigned as forays into the chapters on impulse response or architectural
acoustics, for example.

A casual reader will find much material of historical and human interest,
including the culture of acoustics and waves. Fascinating characters like
Ernst Chladni and Sophie Germain enliven the subject, as do scientific
curiosities, matters of importance to society, and so on. For example, why
was Moodus, Connecticut, named by the Indians for sonic booms long
before settlers arrived? What could cause pieces of sod weighing several
tons and resembling cookies from a giant cookie cutter to wind up 75 feet
from the hole they left behind, as has happened in several places in the
world? How do whales communicate over thousands of miles by diving
down almost a kilometer? Why is it that you can easily be heard when you



How to Use This Book xxv

shout downwind, but you can’t hear what anyone says when they shout
upwind back to you? On which side of a busy highway would you prefer to
live? These and many other stories and examples are to be found within the
pages of this book.

The chapters can be read and appreciated without the use of a computer
to download and play sound files, run demonstrations, and measure and
analyze sound, but it is highly recommended that you get interactive to
best assimilate the subject matter. Descriptions, screen shots, and the like
are provided, but nothing beats the hands-on, ears-open experience of
trying and testing the concepts for yourself. Some experiments, like pitch
or phantom tone perception, are done on yourself. Your perceptions may
differ from the norm, and with the ears-open approach you will find
yourself listening for and able to hear new aspects of sound. If you are a
performer, you will become aware of new aspects of sound that you may be
able to control.
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How Sound Propagates

Sound takes place when bodies strike the air, . . . by its being moved in a
corresponding manner; the air being contracted and expanded and
overtaken, and again struck by the impulses of the breath and the strings,
for when air falls upon and strikes the air which is next to it, the air is
carried forward with an impetus, and that which is contiguous to the first
is carried onward; so that the same voice spreads every way as far as the
motion of the air takes place.

—Aristotle (384–322 BCE), Treatise on Sound and Hearing

More than two thousand years ago, Aristotle correctly declared that sound
consists of the propagation of air pressure variations.

Even to the casual observer, sound is plainly revealed to be a conse-
quence of vibrating or pulsating objects in contact with air. Surfaces feel a
force from all the molecules colliding with them; every molecule bouncing
off the surface gives it a tiny shove. A bounce is a change of velocity and
thus an acceleration, imparting a force F on the molecule (and an equal
and opposite force acting on the surface) according to Sir Isaac Newton’s
law F = ma, where m is the mass of the accelerated molecule, and a is the
acceleration.

Fluctuations of pressure above (condensations) and below (rarefactions)
the average pressure, arriving at the surface as sound, cause a very small
increase or decrease in the number of collisions per second, and a cor-
responding tiny but measurable change of force on the surface. These
fluctuations above and below the ambient pressure are called the pressure
amplitude δP , where the total pressure is P = P0 + δP , and P0 is the
ambient pressure. Usually only the amplitudes matter to us; it is changes in
pressure that we hear, not the ambient pressure. We (and other animals)
however are spectacularly sensitive to these changes; a pressure fluctuation
of just a few parts in a billion (a few billionths of an atmosphere) is enough
for us to hear if it happens fast enough.

3
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As small as it is, the tympanum is huge on the molecular scale. There
are so many molecules colliding with it every millisecond (roughly 1023—
that’s 1 followed by 23 zeros) that they average out and give a nearly
steady pressure, amounting to about 14 lb of force on every square inch.
Air pressure is usually measured in kilopascals (1 kPa = 0.145 pounds per
square inch, or psi). Sea-level air pressure is about 100 kPa, or 14.5 psi. The
tympanum membrane, which separates the middle and outer ear, normally
has equal air pressure on both sides, so there is no net force on it, except for
tiny fluctuations.

Aristotle could not have known that air is a seething mass of
molecules crashing into one another. More than a billion collisions are
suffered by every molecule every second at sea level and room temperature.
In spite of all the collisions, air is mostly empty space: the molecules
occupy only about one part in 5000 of the available volume. Think of
10 bumper cars in an area the size of a football field. You might think
that this was a relatively safe, low density of cars—unless each car was
traveling at thousands of kilometers per hour. There would be many col-
lisions every second. Between collisions, molecules speed along a straight
path at typically half a kilometer per second, managing to travel only
a tenth of the length of a typical bacterium before suffering another
collision.

The density and speed of air molecules are in this way sufficient to
explain atmospheric air pressure and the speed of sound. Individually,
the air molecules (mostly diatomic nitrogen and oxygen) act like drunken
messengers flying and colliding every which way. Nonetheless, these col-
lisions can collectively communicate even slight fluctuations in pressure
to neighboring collections of molecules, which in turn pass them on to
their neighbors, leading to sound propagation. Air molecules are usually
not traveling directly along the path of the sound wave; the information
that there is higher or lower pressure somewhere propagates no faster than
the average speed of molecules along a given direction.

The typical 500 meter/second (m/s) molecule is traveling either in the
wrong direction or only 300 to 400 m/s along the direction of propagation
of the sound. Thus the effective speed with which the morass of mole-
cules communicates pressure variations is less than their average speed of
500 m/s. The measured speed of sound in air is about 343 m/s at room
temperature.

The “seething mass of molecules” picture explains why the speed of
sound is insensitive to pressure, since pressure hardly affects the speed
of individual molecules. They crash into each other more often at high
pressure, but between collisions they travel at a speed that depends only on
the temperature, not the pressure. The speed of sound on Mount Everest is
nearly the same as at sea level, if the temperatures are the same.

The average speed of molecules is proportional to the square root of the
temperature, and inversely proportional to the square root of the mass of
the molecules in the gas.
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“Helium voice,” the Donald Duck–like sound when someone speaking
has just inhaled a puff of helium, is the result of the much higher speed
of sound in helium than in air. Helium has a mass of four atomic units;
air has an average mass of about 29 atomic units and

√
29/4 ≈ 2.7. The

speed of sound in helium, 972 m/s, is about 2.8 times that of air, at 343
m/s. Another harmless gas (except that like helium, it displaces oxygen and
can be lethal if breathed for more than a short time), sulfur hexaflouride,
SF6, is much heavier at 146 atomic units and should have a speed of

343 × √
29/146 = 153 m/s; the measured value is 150, less than half the

speed of sound in air. “SF6 voice” is even more astonishing in its effect
than helium voice, and in the opposite direction. (However, the nature of
and reasons for the changes in the sound of the voice using helium and
SF6 will be explained in section 17.9. In spite of impressions, the gases do

not change the pitch of the voice!)
The energy needed to make audible sound is very small. You can shout

for a year, and the energy produced that winds up as sound would not be
enough to boil a cup of water. A full orchestra playing loudly produces
only about enough sound energy to power a weak lightbulb. An orchestral
crescendo might bathe a listener in sound pressure fluctuations of about
1 pascal (1 Pa). Sea-level air pressure is 100,000 Pa, so the crescendo loud
enough to damage your hearing, if it lingered too long, is varying the
pressure by just 0.001%. Clearly, a very delicate detection system is at work.
We will find in chapter 21 that human hearing depends on a few thousand
single-molecule links between cochlear hair cells.

At the extreme—loud sound near the threshold of pain—the air pressure
variations are over a million times bigger than the threshold of hearing,
or about a 0.03% pressure variation, 30 Pa or so. This still seems small,
and yet is almost immediately damaging! This sound level corresponds to
a power arriving at the ear 10,000,000,000,000 (1013) times larger than that
which produces the softest sound we can hear. (The power increases as the
square of the pressure variations.) The dynamic range of our hearing is
truly remarkable.

Why should you buy a 600-watt (W) amplifier for your loudspeakers
if a full orchestra normally produces just a watt of power, 40 or 50 W at
the loudest? The answer is that to reproduce sound, rather large forces
must be exerted on the speaker cone to get it to vibrate in a prescribed
way. The conversion efficiency from motion of a loudspeaker cone to
sound is very low. The cones are moved with electric currents in coils near
magnets, wasting considerable energy. Imagine all the effort you would
expend waving your hands back and forth 1000 times. Only a tiny fraction
of that energy would go into pushing air around; most of the energy
expended would go into working against yourself, so to speak: internal
friction, stopping your arms with one set of muscles after starting them
swinging with another, working against gravity, and so on. So it is with a
loudspeaker. For that matter, musicians can work up a sweat playing an
instrument, all to produce well under a tenth of a watt of sound.
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1.1
Push and Pushback: Impedance

We need to develop a better intuitive foundation for sound propagation.
The “drunken messenger” picture explains the speed of sound but applies
on the molecular scale, too small to give a good sense of wave phenomena
such as reflection, diffraction, refraction, and so on. For example, much
of the sound traveling down a tube reflects from its open end, reversing
direction rather than exiting to freedom. Why doesn’t the sound just
leave the tube? Why is the reflected wave a rarefaction (pressure low
relative to ambient) if the incident wave approaching the end of the tube
was a compression (pressure high relative to ambient)? Why does sound
of high-enough frequency (the frequency is the number of wave crests
traveling by per second), on the other hand, mostly escape the tube without
reflecting? There are not many references that provide a foundation for a
comprehensive understanding of these sorts of phenomena; those written
for engineers and physicists all too often derive equations and formulas but
skimp on the intuition.

Imagine dividing air into small cells. Each cell is large on the molecular
scale; they are packed one next to the other. The size of the cell is
determined by the wavelength of the sound involved (there needs to be at
least several cells per wavelength) and the details of any obstacles, sound
sources, and so on. If we can understand how the cells communicate
with each other, are pushed by and then push back on neighboring
cells, we can understand propagation, reflection, diffraction, and even
refraction of sound. This is our first glance at a powerful engineer’s trick,
wherein the properties of complex objects are lumped into a few well-
chosen summarizing properties. These have vastly less information than
the original system, but enough to carry the essential physics, and lead more
easily to the correct conclusions.

To understand impedance in air, we begin by considering solid elastic
bodies, such as pucks on an air hockey table or coins on a slick surface.
We need to understand such things in any case, because usually before
air is set in motion, something more massive, like a string or a block of
wood, is set in motion. Each puck or coin is a lumped object—we ignore
the details of atomic or molecular structure inside, but keep essentials such
as size, density, and elasticity, just as we will for air cells when we return
to them. The essentials are used to build a theory of what happens when
adjacent lumps interact. You may have noticed, for example, that in a
head-on collision between two pennies, one initially at rest, the moving
penny stops dead in its tracks, and the second one picks up where the
first one left off. (The demonstration does not work well with quarters
or coins having serrated, gearlike edges colliding with other such coins.
Presumably the serrations cause a rather nonideal collision, gnashing of
the gears, chattering, and so on.)
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Complete transfer of momentum does not happen when a nickel collides
with a penny at rest, nor when a penny collides with a nickel at rest. The
energy of the first, moving coin is only partially transferred to the second.
If we make a line of coins, each coin becomes an agent of transfer of energy
from left to right, if the first coin was traveling in that direction. A coin
that is much heavier or lighter than its neighbors will impede the transfer
of energy. Two nickels are impedance matched; the stationary nickel gives
as good as it gets, stopping the moving nickel dead. A penny and a nickel
are impedance mismatched; a penny does not exert as much force back
on the colliding nickel as another nickel would and does not decelerate the
nickel all the way to zero speed. The nickel continues on its way, albeit more
slowly. Only in the case of equal masses does the energy get completely
transferred from one coin to the other; this is clear since for the head-on
nickel-penny and penny-nickel collisions, both coins remain in motion and
that movement carries energy.

If you line up 5 or 6 pennies perfectly on a slick surface and hit the end
of the row head-on with another penny, you will notice the row stays intact,
with the projectile penny adding to the row and the last penny popping off
at the opposite end. The impedance matching works all the way down the
penny chain, each penny for an instant carrying the momentum, giving as
good as it got on its left, and then almost instantly giving and getting forces
on its right that stop it cold and give the momentum to the next penny.
Put a nickel in the chain of pennies and the first penny will rebound from
the row; the last will still pop off the end but with less energy than before.
All the energy of the first coin is not transferred down the chain; rather,
part of the energy has been reflected and part transmitted, because of the
impedance mismatch, which can be blamed on the interloping nickel. The
situation is depicted in figure 1.1.

The impedance of the untethered coins is proportional to their mass.
Two untethered objects of equal mass, therefore, indeed have the same
impedance. The bigger the impedance mismatch, the more energy is
reflected and the less transmitted. The formula for the fraction of energy

Figure 1.1
In the top row, a penny collides head-on
with a row of five pennies, resulting in the
expulsion of the last penny in the row with
the same speed as the first penny had. The
masses are all the same and the chain of
pennies is impedance matched, resulting in
100% transfer of the energy from the first
penny to the last, except for friction. In the
bottom row, the presence of the nickel
replacing one of the pennies causes a
mismatched impedance, with some of the
energy reflected back toward the first
penny, causing it to rebound; only part of
the energy reaches the last penny.
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R that the moving mass m1 retains in a head-on collision with a stationary
mass m2 is

R = (m1 − m2)2

(m1 + m2)2 . (1.1)

If one coin weighs one-tenth as much as the first, say, m1 = 1, m2 = 10, R
will be 92/112 = 81/121, which means 67% of the energy gets reflected on
one bounce, and 33% transmitted.

What Is Impedance, Really?

Roughly speaking, impedance, which we symbolize with the letter Z,

measures the response of a body to a force—in fact, the force applied
divided by the velocity attained (Z ∼ force ÷ velocity). A heavy object
moves slower than a light one after the same force is applied starting at
rest, so impedance is high for a heavy object, low for a light one. This
is still a rough definition, since in the measurement of Z , the force is
taken to vary sinusoidally (see chapter 3), and the velocity, while also
sinusoidal, may lag or lead the force. We will consider these complications
later.

With this notion of Z (force applied ÷ velocity attained), it is possible
to see why matched impedance leads to complete energy transfer between
two bodies. According to one of Newton’s laws, they experience equal and
opposite force as they collide or interact, and what velocity is lost by one
is gained by the other—just the ticket if you want to transfer energy from
one place to another, or from one thing to another. One coin stops and the
other takes off with the same velocity.

The utility of impedance is to help determine the transfer of energy be-
tween bodies. Matched impedance means efficient energy transfer; unequal
impedances mean rejection or reflection of energy. Ideally, impedance can
be determined for any part of an object, such as a block of metal or a section
of pipe with air in it. If two such objects are joined somehow, an impedance
mismatch (if any) can be calculated, and the transduction (transfer) of
energy from one part to another can then be determined.

As an example, suppose two strings of different density are tied together.
We will see in chapter 8 that waves travel down a uniform string quite
readily, with a velocity c = √

T/ρ, where T is the tension (a force) along
the string, and ρ is the density (mass per unit length) of the string. The two
parts tied together have the same tension, since tension is communicated
all along the string, but they have different density, and thus different
wave speeds c . They also have different impedances. The impedance of
transverse oscillations of a stretched string is

Z =
√

Tρ. (1.2)
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Given the densities ρ1 and ρ2 of the two string segments, we can easily
calculate the reflection and transmission of energy at their junction using
formulas 1.3 and 1.4 given below.

Antireflection Strategies

Suppose we insert a third coin between two mismatched coins, one more
massive than the other. The middle coin should be of some intermediate
mass, to make the mismatches of adjacent coins less severe. It is not difficult
to show that taking the mass of the middle coin to be the geometric
mean of the two original coins (that is, m = √m1m2) is optimal. The
transmission with the intermediate coin in place in the 1:10 impedance
mismatch considered earlier then works out to 53% from the first to the
last coin; an improvement over the previous 33%. We would do even
better with more intermediate coins selected to further reduce the adjacent
impedance mismatches.

Abrupt changes in impedance at a boundary between two objects or
regions lead to low transmission of energy across the boundary. Like the
nickel in a line of pennies, regions with different impedance push back
too much or too little. Suppose we have a system of one impedance Z1
on the left side connected to a second system on the right with a different
impedance Z2. The sudden change of impedance at the interface causes a
fraction of energy R to be reflected:

R = (Z1 − Z2)2

(Z1 + Z2)2 . (1.3)

Thus equation 1.1 generalizes to more general types of impedance,
including (as we shall see) restoring force and friction. The transmitted
energy is

T = 4
(Z1 Z2)

(Z1 + Z2)2 , (1.4)

and the reflected and transmitted fractions sum to one: R + T = 1—that is,
what is not transmitted is reflected.1

Impedance matching plays a role in many domains. In the preceding ex-
ample, the coins were a “medium” for the propagation of the translational
energy possessed by the first coin. Light is similar: it propagates nicely
through transparent media, such as air and glass, but these do not have
the same impedance. The impedance (called refractive index in the case of
light) has a mismatch passing from air to glass, with the result that some

1The impedances are in fact complex numbers, so we have R = (|Z1 − Z2|2/|Z1 + Z2|2)
and T = 4[Re(Z∗

1 Z2)/|Z1 + Z2|2], where Re denotes the real part of the variables within the
parenthesis, and | · · · |2 is the absolute value squared of · · · .
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light will reflect at the interface, whether it is coming from air to glass or
vice versa. If a coating can be found with intermediate impedance, it can
break up the impedance mismatch into two smaller steps, with the result
that less light will be reflected and more transmitted. This is the principle
of antireflection-coated eyeglasses and camera lenses. The coating works
better for some colors (wavelengths) than others; this explains the color
sheen often seen on coated optics.

As an example of the importance of impedance to sound and music,
consider a violin. The body of a violin is much heavier and stiffer than
a string and has a much higher impedance. Both impedances vary with
frequency too. The body needs to tap into the energy of the string in order
to make sound. (Vibrating strings by themselves are almost silent—this will
be made clear in the following chapters; see especially the discussion of
dipole sources—for example, section 7.7). Hypothetically the string could
be attached directly to the body, but there are several problems with this
(see figure 1.2). The directly connected string may not set the correct
body vibrations into play. Worse, there is a large impedance mismatch
between string and body, preventing the string from imparting enough of
its energy to the violin. (Note: We don’t want the transfer of energy from
string to body to be too efficient either, lest the string dump its energy
too fast.)Figure 1.2

What would this sound like? A string is
attached directly to a violin body at one
spot (no bridge) and to a rigid wall at
another. It is bowed in the usual way.

Impedance and the Violin

Air has a refractive index nair of about 1, and glass can be nglas s = 1.5 or so.
The refractive index is essentially impedance; the formula for the fraction
of light reflected is

R = (n1 − n2)2

(n1 + n2)2 . (1.5)

This is a 4% reflection of light for air–glass, for each surface, and there are
always at least two surfaces and sometimes many more, as in expensive
camera lenses. By adding an optimal single coating, with the geometric
mean refractive index √nair nglas s , we can get this down to a 2% reflection.
Multiple coatings can do even better.

Can something be inserted between string and violin body to lessen the
impedance mismatch, thus allowing the energy to take two smaller steps,
instead of one large one? While we are at it, can we sweeten the sound by
modulating the impedance (and ultimately the loudness of the instrument)
according to frequency? The answer is yes: this is the job of the bridge, as we
discuss in chapter 18. The bridge is the “intermediate coin” that mediates
the transfer of energy from string to body. Its impedance is cleverly tuned
by choice of shape, size, and material to depend in a certain way on the
frequency of vibration.
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Figure 1.3
An Australian bullwhip can achieve
supersonic speeds at the whip end,
resulting in a loud crack heard some
distance away. Courtesy Cgoodwin.

Bullwhip—The High Art of ImpedanceMatching

The bullwhip is a spectacular example of impedance matching (figure 1.3).
If most of the energy from the relatively heavy handle region can somehow
be efficiently transferred to a light string (“popper”) at the other end, the
popper will wind up moving very fast. Sudden impedance mismatches
along the whip would reflect energy, so the bullwhip is gradually tapered
and also carefully constructed so as to have no abrupt changes in density
or stiffness. The energy of a moving mass m due to its motion is E =
1
2 mv2, where v is its velocity. A reasonable estimate is that the popper
weighs 1/400th as much per centimeter of length as does the handle end.
The energy per centimeter if the handle region weighs M kilograms per
centimeter is E = 1/2MV2, where M is the mass of a centimeter near the
handle end, and V its initial velocity. If this gets transferred to the popper,
then the same energy is now written E = 1/2mv2, where m is the mass per
centimeter of the popper, and v is the velocity of the popper. The ratio of
the two velocities is

v

V
=
√

M
m

= 20 (1.6)

in this case. A factor of 20 does not sound huge, until you realize it is easy
to get the handle moving at 40 miles an hour (a fast baseball pitch is 100
miles per hour), and 20 times that is 800 miles per hour, or faster than
the speed of sound at 770 miles per hour! The popper thus goes supersonic
(faster than the speed of sound). A supersonic object traveling through the
air creates a shock wave, a very sharp pressure pulse. (More on supersonics
and shock waves in section 7.9.) The pulse itself travels through the
air at the speed of sound, but when it reaches the ear, it is heard as a loud
bang.

ImpedanceMismatches Are Not Always Bad

One does not always want to maximize energy flow across junctions
between two parts of a system. We need the impedance mismatch at the bell
end of a trumpet or clarinet to cause reflections and define its resonance
frequencies. Impedance mismatches are carefully controlled to achieve
desirable timbre in wind and string instruments. For string instruments,
large mismatches are required at the points between which strings are
stretched, lest the vibrations drain away too rapidly, rendering the string
frequencies ill-defined. The infamous wolf note of cellos is a breakdown
of this requirement (see section 18.7)—a near impedance matching where
none was wanted.
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Impedance of Masses and Springs Together

Untethered coins on a table move along without hindrance (except for
friction, which we have neglected so far) but many objects are tied down
and experience a restoring force pulling them back if they are displaced.
The concept of impedance applies, but now impedance can be high
owing not only to large mass but also to large stiffness because of a spring,
which also tends to keep speed low. A mass and spring can combine
to make an oscillator that vibrates at a certain natural frequency; if you
push back and forth at that frequency, the impedance is low even if the
mass is large and the spring is strong, because the oscillator gets moving
very fast.

Three universal properties of matter figure into impedance: (1) Mass is
responsible for resistance to acceleration, as is encoded in Newton’s second
law of motion F = ma (force = mass × acceleration). For a given force,
acceleration and mass are inversely proportional. (2) Stiffness is responsible
for resistance to being stretched or compressed, as encoded in the spring
equation F = −kx, where F is the force, k is the spring constant, and
x is the displacement. (3) The third universal property is friction. We are
deferring that topic for the moment; see section 10.6.

If the force is applied slowly, acceleration is weak. The force is then
usually governed by compressibility or springiness, which therefore gives
stiffness-dominated impedance. If a force is applied suddenly, the object
hardly has time to move and sense its stiffness, but the mass of the object is
felt immediately; the impedance is mass dominated.

Defining andMeasuring Impedance

We measure impedance by applying a back-and-forth, sinusoidal forcing.
(The sinusoid is the subject of chapter 3.) The impedance will depend on
the frequency of this forcing. If the period (time interval between repetition
of the periodic force) of the forcing is very short (high frequency), then
the force is changing suddenly; not much movement of the object takes
place because such a short time elapses between reversals of the force. The
impedance will tend to be mass dominated. If the frequency is low and
the forcing period is very long, then the force is being applied slowly; the
impedance will tend to be stiffness dominated. The object or matter in
question is forced according to F (t)= F sin(2π ft); this periodically pushes
right and left with frequency f . The sine function never gets bigger than 1,
so the maximum force is F .

The object or matter being forced sinusoidally will temporarily build up
speed in one direction and then slow down, stop, and reverse direction,
building up speed in the opposite direction. Reaching high speed suggests
a large response to the forcing, which in turn implies that the object
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presents low resistance—that is, low impedance, to energy at the forcing
frequency f . The frequency-dependent impedance Z( f ) is defined as the
ratio of the maximum force F to the maximum speed u( f ) reached at that
frequency f :

Z( f ) = F
u( f )

. (1.7)

The higher the speed u( f ) attained, the lower the impedance. This defin-
ition still ignores the phase lag or lead of the velocity relative to the force.
The impedance Z( f ) used by engineers is a complex number—that is, it
contains the imaginary number

√−1; however, we will suppress that fact.
(The information we throw away by doing this is the phase [see chapter 3]
of the velocity attained relative to the forcing. We will discuss the phase
quite thoroughly, but will not write it in terms of complex numbers.)
Impedance is a measure of the ratio of the (sinusoidal) force applied to
the speed attained. If we apply a large force and don’t get much speed out
of our efforts, the impedance is high. If for the same force, the point where
the force is being applied reaches a high velocity, the impedance is low. It
is important to remember that in our simplified version of impedance, the
force is calculated as the maximum force at the point of application, and u
is the maximum speed attained by that point.

To measure impedance, we can control the force and then measure
the resulting speed—that is, control the numerator and measure the de-
nominator in expression 1.7. Or we can control the speed of the point
of application, and then measure the force that is needed to maintain
that speed—that is, we can control the denominator and measure the
numerator in equation 1.7. If the force or the velocity is controlled at the
same spot on the object, the same value for the impedance is obtained either
way. Extended objects will have different impedances depending on where
the force is applied.

1.2
Impedance of Air

The idea of “push and pushback” and impedance can now be made more
precise for air. Air has mass and is springy—so there ought to be a way to
connect air to the impedance ideas we just discussed. Again we arbitrarily
divide up a body of air into cells. The cell walls are purely mathematical—
completely elastic and having no mass of their own. They do not exert any
force or pressure of their own, but rather just follow along with the adjacent
air. This division into cells does no harm, yet it helps our thinking. Each cell
has mass and springiness. It is in contact with other cells with their own
mass and springiness. Taking the cells to be cubic, if we push on one side
of a cell, it will tend to bulge out on five other sides.
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Figure 1.4
A piston initiates a pressure pulse in the
cellular picture of sound propagation.
Propagation, reflection, and diffraction are
all represented.

The restoring force that any given cell presents upon being pushed on
one side depends on how much pushback it receives when it tries to bulge
out on the other sides. If one side of the cell is up against a rigid wall, the
pushback from pushing on any other side will be higher, since one side can’t
move at all. Thus the presence of the wall causes an impedance change.

The impedance of a cell of air has three components: a component due
to the mass of the air inside, a component due to the restoring force or
springiness of the air, and a component due to friction, which we can safely
ignore if the air is far enough from surfaces. In analogy with our line of
pennies, cells of air are stacked next to each other, in three dimensions
rather than one. Normally, each cell of air is just like the ones adjacent,
which strongly suggests that air is impedance matched with itself and will
efficiently transmit propagating sound.

Let’s see how this works to explain the propagation of sound. Figure 1.4
shows a sequence of five snapshots in the evolution of a cell system with
walls and a piston present. On the left, a piston has just pushed into the
area, causing a region of high pressure next to its surface. Each cell contains
the same quantity of air, so smaller cells are higher pressure. The piston
holds its place, and the pressure wave begins propagating by the “shove and
be shoved” principle. The color shows the pressure, and the distortions of
the walls of the air cells are shown. A half-wall mid-chamber intersects the
wave, and in the last frame we see reflection and diffraction from the wall
well under-way. The cells just next to the piston are compressed initially,
but they shove their neighbors and return to normal pressure. The domino
effect continues as the wave propagates.

How big do the cells need to be? There is no single answer to this
question, because a few smaller cells can often be replaced by one bigger
cell, but there is a limit: the cells need to be much smaller than the shortest
important sound wavelength, so that the information that they are being
pushed on one side travels to the other sides in a time much shorter
than a period of the sound. Usually a few centimeters or, at worst, a few
millimeters on a side (giant on the scale of the distance between atoms
and molecules in air) will suffice. In free space, they can be about a tenth
of the smallest wavelength present, or even larger. But there may be solid
objects or density changes on a much smaller scale than the wavelength,
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which rudely interrupt the wave. If their effect is to be included accurately,
especially if the listener is nearby, smaller cells need to be used near such
objects.

If a cell pushes back too hard (higher impedance than its neighbor),
then the neighbor doing the pushing will recoil, pushing back on its neigh-
bor on the opposite side, causing a positive pressure pulse to propagate
backward—a reflection. If the adjacent cell, on the other hand, pushes
back too feebly (lower impedance than its neighbor), then the pushing
neighbor will keep moving toward the weak neighbor, ultimately pulling
on its neighbor on the opposite side. That neighbor pulls in turn on its
neighbor on the opposite side, and so on. A rarefaction is propagating back
toward the source. A positive pressure fluctuation will thus partially reflect
back as a negative one if it meets reduced impedance. If the adjacent cells
are impedance matched, each pushes back just enough so as not to reflect
any of the pulse.

The impedance of water is about 3400 times larger than the impedance
of air. You may have noticed that if you are underwater, it is very difficult
to hear someone above water, even if he is shouting. Using formula 1.3
for the amount of energy reflected, we find that about 99.9% of the sound
arriving from the air is reflected from the water surface. Sound launched
within water travels quite well; if it reaches the surface, it reflects back
down. Notice from formula 1.3 that the percent of energy reflected is the
same, no matter which side of the interface the energy is approaching from.

Several types of impedances are used for air, depending on the situation.
All of them are a ratio of a force to a velocity or, if you like, the ratio of a
“push” to “flow.”

Specific acoustical impedance z. The push or force is measured in fluids
as pressure p—that is, force per unit area on a surface. The flow ν is just
the speed with which the small cell moves due to the pressure. The specific
acoustical impedance is just the ratio of these two quantities:

z = p
ν

.

Again, we are glossing over the relative phase lag of the pressure versus the
velocity; they may reach their maxima at different times under sinusoidal
pressure variations.

If there are no surfaces or reflections of any sort, the specific acoustical
impedance is an intrinsic property of the medium, given by the product of
the density of the medium ρ0 and the speed of sound in it c ; z = ρ0c .

Acoustical impedance (lumped) Z. The specific acoustical impedance
is determined at a single point. Sometimes a lumped impedance is better
to work with. For example, when we want to determine the impedance
mismatch and reflection upon a sudden change of pipe diameter, it is
convenient to have a single lumped impedance for pipes of given diameter.
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For this, the impedance definition is changed a little, so that all the cells
across the pipe are lumped together and the velocity used is the volume
velocity—that is, the velocity attained by the little cells times the area S of
the pipe. For a pipe where the diameter is small compared to a wavelength,
the velocity v as a sinusoidal wave passes by will be essentially uniform
across the pipe, so the volume velocity is U = v × S and the acoustic
impedance of the pipe of cross-sectional area S is

Z = p
U

= ρ0c
S

.

Thus the impedance of a pipe is inversely proportional to the area of the
pipe.

In developing our “push and pushback” intuition for sound propaga-
tion, we are in fact coming very close to the way numerical computations
are done. We will not go into the details of the algorithms here, but it is
not difficult to imagine that a computer can be programmed to determine
the result of all the pushing and shoving by air cells, including the effects of
boundaries.

Keeping track of the air pressure variations everywhere, including the
effect of various nearby surfaces, is an enormous task, even for twenty-first-
century computers. However, by employing banks of graphics-processing
chips (the computers within the computer that control screen display,
called graphics-processing units, or GPUs), we can carry out the calcu-
lations required to simulate the generation and propagation of sound.
GPUs became powerful and cheap primarily because of the demands of
computer games. It will not be long before acoustical consulting firms will
be providing their clients with accurate and perfectly detailed computer
simulations of the sound in concert halls or other soundspaces, including
the effects of curtains, statues, chairs, and people; sound absorbing surfaces
of all sorts; open windows; and so on. The process of computing the sound
pressure field—by following the movement of the sources of sound, the
propagation of sound waves, and all the reflections, refractions, absorption,
and so on that are present, turning it finally into a playable sound file—is
called auralization.

1.3
Propagation of Sound in Pipes

Pipes make the whole issue of sound propagation much simpler, provided
we confine ourselves to sounds whose wavelengths are long compared to
the diameter of the pipe. Such long wavelengths propagate along the axis
of the pipe but don’t vary much from center to edge of the pipe, permitting
a one-dimensional treatment in terms of the distance down the axis of the
pipe. Pressure is given as a function of this distance and time along the pipe
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axis. This is much simpler than trying to work out all the variations in a
three-dimensional sound field.

We suppose that such a pressure wave is traveling down the pipe. This
is easily arranged in a number of ways, such as slapping an open end with
a flat object. The propagation of such a pulse down a straight-walled tube
is intuitive from the cellularization and impedance picture of the air in the
pipe. First, since we will not be concerned with variations in pressure across
the pipe, we can enlarge the cells into thin lozenges that extend across the
pipe, taking on the cross section of the pipe. The pressure is taken to be
constant everywhere in a given lozenge.

Each lozenge has mass m and is pushing out on its two neighbors;
they push back just as hard in the quiescent state. If a disturbance arrives,
a lozenge momentarily pushes on its neighbor a little harder, which now
feels an unbalanced net force F as it begins to accelerate according to
F =ma. The acceleration in turn induces a harder push on the next
lozenge, and so on down the line, leading to propagation of the pulse.

We now turn to what happens when changes in the pipe are encountered
by the pulse.

Reflection of Sound at a Closed End

The impedance of all the lozenge cells is the same because they are all
identical in a pipe that does not change cross section. Suppose, however,
the pulse meets a rigid end cap—that is, infinite impedance. The cell next
to the wall pushes back on the adjacent cell very hard, since it has nowhere
to go. This “over-pushback” causes the adjacent cell to recoil in the reverse
direction; in turn, it pushes on its neighbor on the side away from the
wall, and so on. There is thus a traveling pressure pulse that has reversed
direction; it has bounced or reflected off the end cap with no loss of energy
(figure 1.5). Note that the end cap did not move at all to cause this reflection,
or echo, of the sound.

Reflection of Sound at an Open End

If a pipe terminates in an open end, it is much the same as a sudden very
large increase in pipe diameter. We expect a sharp drop in impedance; the
discontinuity will reflect sound amplitude back with the opposite sign. The

Figure 1.5
Reflection at a closed end cap in a pipe,
taken directly from a Paul Falstad Ripple
simulation. The simulation of a single
half-wave, as seen here, can be set up in
Ripple by initiating sinusoidal waves to the
left of the pipes and later erasing all but one
half-pulse inside the pipe before it reaches
the junction.
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Figure 1.6
Reflection of a pressure pulse at the open
end of a narrow pipe (top) and the closed
end of a narrow pipe (bottom). Three
significant effects are seen: First, the sign
of the pulse reverses in the case of the
open end, but not in the case of the closed
end. Second, in the case of the open end,
not much of the sound is emitted; most
reflects. Third, there is a slight delay (as
seen using the vertical reference line) of a
pulse in the case of the open-end pipe as
compared to the closed-end pipe, as if the
open pipe were slightly longer. The delay
is evidence of the end correction which
makes open pipes effectively somewhat
longer than their nominal physical
dimensions.

air at the end of the pipe feels less pushback, overshoots, and pulls on the
air behind it, initiating a rarefraction that propagates backwards.

Figures 1.6 and 1.7 show this effect quite nicely. Both figures are taken
directly from Ripple simulations, which we can set up by drawing the pipes
and sending in sinusoidal waves. The simulation is stopped, and the Erase
Wave tool is used to trim the wave to lie inside the pipe and to be only half
a wavelength across.

An open pipe partly reflects the wave with a change of sign. It reflects as
if from a place just outside the end of the pipe, making the pipe effectively
longer by about 0.6 times the diameter, for wavelengths that are large
compared to the diameter.

As an interesting test of our understanding, suppose we send a pulse
through a tube heading toward an open end, but this time the pulse
exists outside the pipe as well. What will happen when the pulse reaches
the end of the tube? The air inside the pipe has no idea that the pres-
sure pulse exists outside until it reaches the end; as the pressure exits
the pipe, instead of finding lower pressure laterally as it did before, it
now finds matched higher pressure outside. There is no sudden pressure
release laterally, no impedance change. The entire pulse proceeds as if
nothing happened; there is no back reflection inside the pipe at all.
Figure 1.7 comprises two snapshots from a Ripple simulation verifying this
effect.

Figure 1.7
Two snapshots of a Ripple simulation
showing a pulse propagating from left to
right both inside and outside a tube.
When the pulse exits the pipe, no
reflection takes place.
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Reflection of Sound at the Junction of Different-diameter Pipes

If the pipe changes diameter, the pulse will meet a change in impedance.
Cells on the other side of the diameter change will push back too hard (if the
impedance it meets is higher than its own), or too little (if the impedance
it meets is lower). This will cause partial reflections of the sound at such
junctions.

Earlier, we said that the impedance of air in a pipe depends on the
diameter of the pipe. The bigger diameter, the lower the impedance. This
makes a certain amount of sense, since a small pipe “impedes” the flow of
air more than a large pipe. The impedance is again Z pi pe = ρ0c

S , where ρ0 is
the density of air, c is the speed of sound, and S is the cross-sectional area
of the tube.

The physical reason for the increase of specific impedance as the pipe
diameter decreases is understandable from the cellular picture. The higher
specific impedance of a small pipe implies that if a small cell of air is
pushed, a neighboring cell will push back harder than it would in a larger
pipe. Why should this be? All the pushing and pushing back is of course
communicated by the air in the pipe from cell to cell at the speed of sound.
Suppose a given cell is being pushed to the right for a time τ ; in free space,
that push would be communicated in all directions a distance x = cτ in
the time τ , where c is the velocity of sound. In the pipe, most of those
directions lead to the walls of the pipe, where the pressure pulse created by
the push is reflected. Some of the reflected pressure returns fast enough to
the cell that was originally disturbed that it leads to an increased pushback,
while the original push is still happening and therefore in phase with the
pushing, thus increasing the impedance. “Fast enough” is in relation to the
frequency of pushing. This suggests the wall needs to be within an eighth
of a wavelength or so, to return in phase. Most musical instruments are

Figure 1.8
Sound of the same wavelength propagates
in a narrow and a wide pipe in this Ripple
simulation. It escapes more readily from the
wide pipe, which can be seen by inspecting
the intensity of the reflected waves in the
right pair of panels. This can be justified
using the cellular picture and impedance
arguments, as explained in the text.
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Figure 1.9
Reflection at a discontinuity in pipe
diameter, taken directly from a Falstad
Ripple simulation. (Top) A compression
pulse traveling to the right encounters a
smaller pipe, causing a compression
reflection (same sign as the incident wave)
and partial transmission of the
compression pulse. (Bottom) A pulse of
higher pressure (compression) traveling to
the right encounters a larger pipe, causing
the reflection of a rarefaction pulse
(opposite sign from the incident pulse)
and partial transmission of the
compression pulse.

operating at frequencies such that the wall is always this close or closer. In
fact, the pressure pulse doesn’t reflect just once, but many times, depending
on the diameter of the pipe. Thus the narrower the pipe, the higher the
impedance.

The cellular picture confirms that short-wavelength sound will escape
the pipe more readily than does long-wavelength sound. The frequency is
higher for the shorter wavelength, so a cell just inside the pipe may not
get an in-phase, reinforcing reflection from the walls in time to increase its
impedance. It acts more like a free cell and thus doesn’t notice much change
as it encounters cells outside the pipe: little impedance mismatch, and little
reflection. This is exactly what is seen in the Ripple simulation in figure 1.8,
where a wave train of the same wavelength is traveling down a narrow and
a wide pipe (right). After the encounter with the open end, much stronger
reflection is seen inside the narrow pipe, and stronger transmission is seen
outside the wide pipe (even accounting for the fact that there was more
wave energy in the big pipe to begin with). Take note of the wavelength of
the wave compared to the pipe diameter in both cases.

If a pipe suddenly becomes narrower, or wider, there is a corresponding
abrupt impedance change (mismatch) at the junction of the two sections
of pipe. If a positive pressure pulse is traveling from a wider to a narrower
pipe, a positive pressure pulse returns from the junction, reflecting part of
the energy. If instead it encounters a wider pipe, a negative pressure pulse
reflects part of the energy (figure 1.9).



Wave Phenomenology

It happened once, on board a ship, sailing along the coast of Brazil, 100
miles from land, that the persons walking on deck, when passing a certain
spot, heard most distinctly the sound of bells varying as in human
rejoicing. All on board listened and were convinced, but the phenomenon
was mysterious and inexplicable. Some months afterwards it was
ascertained that the bells of the city of St. Salvador, on the Brazilian coast,
had been ringing that very day on the occasion of a festival. The sound
had, therefore, travelled over 100 miles of smooth water, and, striking the
wide-spread sails of the ship, rendered concave by the breeze, had been
brought to a focus, and rendered perceptible to all on board.

—Brewer, Sound and Its Phenomena, 1864, p. 288

Now is a good time to introduce some of the phenomenology of waves and
their propagation. Developing an intuition for waves can be greatly aided
by Paul Falstad’s Java applet Ripple.

In figure 2.1, we show a simple sinusoidal wave, with its amplitude
A and wavelength λ indicated. We also adhere to a convention, used
throughout the book, that positive amplitudes are colored orange and
negative ones, blue. This is, of course, unnecessary in a picture of a
one-dimensional wave but is very helpful when plotting waves in two
dimensions.

2.1
Relation between Speed, Frequency, andWavelength

Suppose the wave in figure 2.1 is moving from left to right at speed c , and we
track a given crest. The distance the crest would cover in time t is d = ct—
distance equals velocity times time. The time between one crest and the
next (one wavelength) passing a given point is called the period, τ . In that

21
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A

λ

Figure 2.1
Sinusoidal wave with amplitude A and
wavelength λ.

case d = λ and t = τ , and d = ct becomes λ = cτ . The inverse of the
period is the number of repeats per second, which we call the frequency,
f = 1/τ . Then, we can just as well write f λ = c . The relation

f λ = c (2.1)

should never be forgotten. Since f = 1/τ , we can also write

λ = cτ. (2.2)

This form is simply “distance equals velocity times time” stated in terms of
wavelength for distance and period for time.

In air, all wavelengths of sound travel at the same speed. If this were not
so, speech would become unintelligible some distance from the speaker,
with the higher-frequency, shorter-wavelength components of speech ar-
riving before or after the lower-frequency ones. Not all types of waves
obey this equal-speed rule—for example, surface water waves traveling over
deep water propagate at a speed proportional to the square root of their
wavelength, so at a distance from the source of a sudden disturbance, the
long wavelengths arrive first. Anyone who has spent extensive time on the
water will have noticed that the longer-wavelength waves from a distant
ship arrive before the shorter ones.

It is always a good idea to check the dimensional units of physical
expressions. This is called dimensional analysis. We want the wavelength
to correspond to a length, of course, which means the answer should
have dimensions of meters (m). The formula λ = c/ f is dimensionally
correct, since c is a speed, in m/s, and f has dimensions of inverse seconds.
(Frequency is the number of events per second.) A 1000 Hz tone thus has a
wavelength of λ = 343/1000 = 0.343 m, or about a foot.

The Ripple applet solves sound wave propagation numerically, based
largely on the “push and pushback” idea. With pixels representing the cells,
there is confirmation that the speed of sound propagation does not depend
on the wavelength or the frequency of the sound. In figure 2.2, we show the
evolution of circular waves emanating from two point sources, one high
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Figure 2.2
The speed of propagation does not depend
on the wavelength or the frequency of the
sound.

frequency, one low. The two waves started at the same time; the figure
shows that they have progressed the same distance.

2.2
Falloff with Distance from the Source

A small tube with an open end in a large space filled with air is a simple
source of sound. Small quantities of air can be forced in and out of the tube
by connecting it with a piston, for example.

Pressure variations originating at the end of the small tube propagate
outward in concentric spheres, which are the three-dimensional analog of
the circular surface waves resulting from dropping a pebble in a pond. It
is intuitively clear that the pressure variations will become “diluted” and
less intense at greater and greater distances from their source. This makes
sense because the pressure variations carry the energy required to create
them. As they travel away from the source, no new energy is added, so
the waves must weaken as they spread. The total energy taken over the
expanding sphere remains constant. If δp(t) is the difference between the
air pressure at a point in space and the ambient air pressure at time t,
the average δp(t)2 over some time interval is proportional to the energy
of the sound at that point.

Suppose the air flow in and out of the tube is periodic, with frequency
f = 100 Hz, and that it has been flowing for a long time and has spread
over a large volume. If we want to conserve energy as it propagates outward,
the energy per second passing through the surface of a sphere with the
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source at its center should not depend on how big the radius of the
sphere is. We can visualize this by analogy. Suppose people have been
streaming out of a subway station in a park for some time at a constant
rate, heading in various directions. We could count the number of people
emerging from the subway per unit time by watching how many passed
through a small circle surrounding the subway exit, or we could take a
larger circle much farther away. Either way, we should get the same answer
if people have been coming out at a constant rate for a long time. Of
course, the density of people passing through the small circle will be much
higher than in the larger one. In fact, the density will drop off as the
inverse of the radius of the circle if the people head out uniformly in all
directions.

The area of a sphere of radius r is A = 4πr 2, proportional to the radius
squared. Thus, for the total energy to remain fixed, the energy passing
through one square meter of surface on the sphere per second must drop
off as 1/r 2. Since the energy is proportional to the square of the amplitude,
the amplitude or pressure δp will drop off as the inverse of the distance from
the source. This is a very important conclusion, and it will be found to be
true for any source some distance away without obstructions or surfaces
nearby.

Loudness Falloff with Distance

Part I of this book discusses objective aspects of sound, measurable by
instruments. Nonetheless, we take a short detour here to discuss the issue
of the subjective falloff of loudness with distance from the source, which
is of great practical importance. A more complete discussion of subjective
measures of loudness can be found in chapter 22. Sound intensity, I , as
measured by instruments, and sound energy are proportional to each other.
(We will see how to quantify sound intensity in decibels later.) Both are
proportional to the mean square of the fluctuations in pressure: I ∼ δp(t)2.
The perception of loudness depends, of course, on sound intensity, but it
has also been found to depend on the frequency and duration of the sound.
Subjective measures such as loudness, being human impressions, cannot be
made truly quantitative, but there is a rule of thumb that seems to work: for
a sound to be perceived as twice as loud as before, the intensity of the sound
must be increased tenfold. If you want to know how bothersome a noise
source will be at some distance away, it is useful to have an approximate
measure like loudness N and approximate rules like the tenfold rule just
stated.

The tenfold rule specifies that the loudness N and the sound intensity
I are related by N ∼ I 0.301, which follows from the fact that 2 = 100.301.
Solving for I , we have I ∼ N3.32; for example, 10 = 23.32. Note that if the
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intensity increases tenfold, I → 10I , then N → 2N . Since N ∼ I 0.301, and
I drops off as 1/r 2, we have

N ∼ I 0.301 ∝
(

1
r 2

)0.301

= 1
r 0.602 .

Again, r is the distance from the source. Thus our impression of sound
intensity—that is, its loudness N—is expected to fall off from the source
more slowly than the intensity, N ∼ 1/r 0.6, whereas I ∼ 1/r 2.

If a jackhammer is earsplitting at 10 m, how far away do you have to
be before it sounds four times less loud—something you could perhaps
tolerate? The reference loudness is N0 = A 1

r 0.6 = A/100.6, and we want
to solve for r : N/N0 = 0.25 = 100.6/r 0.6. Solving for r , we find that
we must travel about r = 100 m away—a tenth of a kilometer (km)—
for the sound to become tolerable. For the jackhammer to stop invading
our consciousness, it might have to be 1/16th as loud as it is at 10 meters,
which translates to about a kilometer away. Of course, at this distance, it is
still quite audible. At distances of a kilometer or even much less, various
new factors come into play, including the fact that the sound may be
affected by the ground; reflected or shielded or absorbed to some extent
by various objects; or refracted by wind, which could make it much louder
or much softer. (We will discuss sound refraction by wind and temperature
gradients, which can have drastic effects on sound, in chapter 28.) More on
loudness can be found in chapter 22.

The decibel is the best way to report sound power, and it is frequently
used to describe loudness (see section 2.10).

Ripple Simulation

We can check the falloff in intensity using Paul Falstad’s Ripple applet,
except that it is set up to mimic waves in two dimensions, not three. Going
back over the preceding arguments for a circle instead of a sphere, we
conclude that the energy will drop off as the inverse of the radius of the
circle, and the amplitude will drop off as the inverse of the square root of the
radius. We set up Ripple with a single monopole source and four detectors,
placing them at multiples of a given distance from the source. Using a
sinusoidal source (see chapter 3 for more about sinusoids), we monitor the
four probes, capturing the data and examining it in the resulting text file
that is produced. Figure 2.3 shows the setup and the resulting data from this
numerical experiment. We see good agreement with the expected falloff as
one over the square root of the distance from the source. This is represented
as the smooth curve, and the data points obtained by reading the maximum
amplitudes from the Ripple data file for the four probes are shown as
dots.
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Figure 2.3
Modified Falstad Ripple Java applet
experiment modeling a point sound
source S in two dimensions. Four probes
are spaced at approximately equal
distances from each other and from the
source. This scenario and many others are
easy to set up on any computer that can
run Java. The color scheme in Ripple was
changed for this book; blue regions
correspond to rarefaction, orange, to
compression. The maximum amplitude for
each of the probes was recorded and
plotted. A curve falling off as one over the
square root of distance from the source is
also shown. The falloff can be seen on the
left as brightness that diminishes as it
moves away from the source.

2.3
Measuring the Speed of Sound

As everyone knows from hearing echoes, sound waves reflect from ob-
jects and surfaces. The reflection is specular, or mirror-like (the angle of
incidence equals the angle of reflection), if the reflecting object is large and
smooth.

The time it takes for an echo to return from a wall at a known distance
could be used to determine the speed of sound. Why didn’t the best
scientific minds in the last two thousand years determine the speed of
sound using echoes? One problem was the accurate measurement of short
intervals of time. But for centuries, it wasn’t clear what actually happened
when sound reflected from a surface. Did the surface vibrate in order to
send the sound back? Was there a time delay with the sound held at the
wall for an interval of time?1

Confusion about the nature of sound reflection from hard surfaces thus
seems to have postponed what should have been an obvious way to measure
the speed of sound. The French ecclesiastic Father Marin Mersenne (1588–
1648), of the order of Minims, made the first good estimates of the
speed of sound using echoes. The method for measuring short intervals
of time favored by Mersenne was speaking polysyllabic words in rapid
succession: Mersenne could utter seven syllables per second. This timing
method, together with the echo from a distant object, led to a figure
of 1038 ft/s for the velocity of sound, not too far off from the 1125 ft/s
modern value at room temperature, and very close the correct value at 32◦F,
or 0◦C.

1The existence of a time delay could have been checked in several ways, including clapping
one’s hands close to a wall.
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Box 2.1
FatherMarinMersenne

Father Marin Mersenne (figure 2.4)
is sometimes called the father of
modern acoustics. His experimental
methods were remarkable for their
day, as documented in his 1636
treatise, Harmonie Universelle. In this
work, he spelled out the Mersenne
laws (see chapter 8), the connections
between length, tension, diameter,
and frequency of a string. Mersenne
established that an octave was an
exact 2:1 ratio of vibrations per
second. Starting from oscillations so
slow he could count them accurately,
Mersenne ascended by exact octaves,
and in this way was the first to
associate a specific number of
oscillations per second (84 exactly) of
a string with a given audible pitch.
Galileo (1564–1642) may have
actually beaten Mersenne to many of
his discoveries, but Mersenne was
first in print.

Mersenne possessed a remarkable
gift for networking with other
scientists (and their work) from
far-flung places. He became a kind

of one-man clearinghouse for
scientific information. Many of the
most famous scientists of the time
corresponded and visited with
Mersenne. French philosopher
René Descartes (1596–1650)

Figure 2.4

Minim Friar Marin Mersenne (1588–
1648).

and mathematician Blaise Pascal
(1623–1662) met each other for the
first time in Mersenne’s cell at the
monastery. Upon Mersenne’s death
in 1648 from a lung abscess, letters
from 78 correspondents, including
Fermat, Huygens, Pell, Galileo, and
Torricelli, were found in his cell,
along with various scientific
instruments and unfinished
manuscripts.

Mersenne was the founder of the
French Academy of Sciences, which
began with his prodigious corre-
spondence and frequent meetings at
his Paris cell. He was also a staunch
defender of Galileo in the latter’s
travails with the Catholic Church,
even though Galileo was his strongest
scientific competitor. The list of
Mersenne’s talents continues: he was
a fine musician and a world-class
mathematician. The Mersenne prime
numbers, as they are called, are a
lasting reminder of his mathematical
discoveries and talents.

2.4
Interference and Superposition

The circular pattern of compressions and rarefactions spreading out from
a point source at the speed of sound is shown in figure 2.3. If the source had
been in a different position, the image would have been exactly the same,
except the concentric wave disturbances would have the new position as
their center. Imagine we take the trouble to record the wave amplitude
everywhere at a given time for each of the two positions run separately.
Next we run with both sources active at the same time, and again we record
the amplitude everywhere. We find that the sum of the two amplitudes
from the individual sources agrees perfectly with the amplitude found by
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Figure 2.5
Two pulsed sound waves emanating from
point sources: before first contact, just
after first contact, and sometime later.
Notice that even though the waves
interfere in overlapping regions, they pass
right through each other.

running both of the sources simultaneously. This is an example of the
principle of superposition: Suppose you have a wave defined by a pressure
field ψ1(r, t), which might be a sound wave in a room at position r and
time t coming from one of two stereo speakers, with the other speaker
disconnected. Then consider a totally different wave ψ2(r, t) coming from
the second speaker playing a different tune from a different place in the
room with the first speaker disconnected. We may then merely add the two
waves, as ψ(r, t) = ψ1(r, t) + ψ2(r, t), to determine what would happen at
every point in the room if both speakers are playing their respective tunes
at the same time.

The superposition principle is a consequence of the fact that sounds pass
right through each other, one not disturbing the other. A little creative
experimentation in Falstad’s Ripple applet will convince you of this. Life
would be very different if this were not true. The sound at a loud party is
the sum of the sounds of all the individual sound sources obtained as if they
were acting alone. If someone is speaking to you from across the room, you
still hear other conversations in the room, of course, but they are no louder
or softer than if that person had not been speaking to you. Light waves,
matter waves as in quantum mechanics, and, to a good approximation,
water waves are the same, obeying the superposition principle.

Even though sound waves pass through each other unscathed, they
locally interfere with each other destructively or constructively, making the
sound softer or louder. We must take the equation ψ(r, t) = ψ1(r, t) +
ψ2(r, t) literally; to find the pressure at r , we have to add the pressure
from ψ1 and ψ2. If at that moment t and at that place r we have ψ1 =
0.001 and ψ2 = −0.001, then the two cancel (destructively interfere),
and ψ = 0. These points are made clearer in figure 2.5, which shows
two localized sound waves before, during, and after they occupy the
same space. Interference takes place in the region of collision between
the two expanding rings, but the collision has no effect on either ring as
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they propagate beyond the point of intersection. At every moment and
at every place, the total disturbance is simply the sum of the individual
disturbances.

Active Noise Cancellation—Deliberate Destructive Interference

Active noise cancellation technology is now common in audio headsets.
The idea behind this technology is to use external microphones to capture
the sound on its way to the ear and, using fast electronics, have the headset
speakers apply an opposing pressure field just in time. The principle of
superposition does the rest, in theory, canceling the noise. In practice, the
cancellation is not perfect, and the sound power can be reduced by about a
factor of 100, or 20 dB, in certain ranges of the audio spectrum. Achieving a
better result than this is difficult for several reasons, including direct bone
conduction of sound to the middle ear. In noisy environments, plenty of
noise enters your ears in spite of the noise cancellation. Contrary to rumor,
noise cancellation earphones are not degraded for safety reasons, although
that might be a good idea if they could in fact attenuate by 40 or 60 dB.

Use of noise cancellation technology can be a huge boon to your hearing,
or rather the survival of your hearing into middle and old age: with the
noise reduction, you don’t have to turn the music up as high to overcome
ambient noise so the total sound level remains reasonable. The sound file
Jet Cabin Noise Seat 12A on whyyouhearwhatyouhear.com demonstrates
cabin noise in a Boeing 757 at 30,000 feet, and the same noise reduced in
volume by 18 dB, about the amount for average quality noise-cancellation
headsets, for comparison.

High frequencies are problematic for noise cancellation headphones.
There are at least two reasons for this. First, the electronic circuitry and the
headphone speaker have to react very fast to changes in sound pressure at
high frequency. Second, high frequencies (say, above 3000 to 4000 Hz) start
to have wavelengths comparable to the interior of the headphones, making
cancellation more difficult, since the sound pressure becomes different in
different places inside the headphones. In principle, the best cancellation
technology is achievable with earbuds that seal off the outer ear: one can
combine passive cancellation (itself good for about a −20 dB attenuation)
and active cancellation.

2.5
Reflection

When you look in a mirror, you see light that has been specularly reflected,
bouncing off the mirror according to the following rule: the angle of
incidence equals the angle of reflection (figure 2.6). If the surface gently
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Figure 2.6
Wavefronts (crests shown in orange and
troughs in blue) approach a flat surface.
The ray path corresponding to the
propagation of the energy in the wave is
shown. The ray is perpendicular to the
wavefronts and bounces specularly off the
wall. On the right, parallel rays fall on a
smooth but curved surface; the locally
specular bounce leads to rays reflecting at
different angles.

curves on a scale much bigger than the wavelength, the angle of incidence
rule holds locally at each point along the surface. Initially, parallel rays fall
at different places on the surface and are directed at various new angles
relative to each other, as in a concave telescope mirror.

Figure 2.7 depicts a simple simulation of reflection and focusing due to
a curved sail.

Shiny andMatte

When light falls on a matte-painted wall, it reflects diffusively, scattering
it in many directions, leaving no sharp images of reflected objects. Shiny
surfaces scatter light specularly. However, every real surface is quite rough

Figure 2.7
Reflection and concentration of waves due to a concave surface in a Ripple simulation of
the sound-concentrating potential of a curved sail, as discussed at the beginning of this
chapter. Here, a short burst of sound is shown progressing from left to right in the three
frames; a concentrated (focused) beam of reflected sound is seen in the frame on the
right. The ray tracing of the situation is depicted as red arrows; the convergence of the
arrows reveals the focal point, seen also as a concentration of the wave amplitude.
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Figure 2.8
Long- and short-wavelength sounds
impinge on a surface with small-scale
roughness; much more “damage” is done to
the short-wavelength sound, even though
the surface is the same in both cases. The
short wavelengths reflect in a nonspecular
way, although in the situation shown here
they have not completely forgotten their
initial direction, and the surface might
appear “semigloss” at this wavelength.

if one looks with enough magnification, so why do surfaces ever look shiny?
The key issue is whether the surface roughness is on a scale large or small
compared to the wavelength of the impinging wave. If the roughness is
small, on the scale of a wavelength, the wave bounces off as if no roughness
existed. The wave can’t “resolve” features smaller than its own wavelength,
and averages over them (see figure 2.8).

If the surface is instead rough, on the scale of or somewhat larger than
the wavelength, the reflection becomes diffuse, meaning the waves head off
in a range of directions, not just in the specular direction. For example, a
brushed metal surface reflects light rather diffusely because the wavelength
of visible light is smaller than the imperfections and grooves in the metal.
The same surface will be mirror-like for microwaves with wavelengths on
the order of centimeters. Similarly, an ordinary bathroom mirror is not in
fact perfectly smooth, but rather just smooth enough—the surface of the
silvered or aluminized glass that forms the mirror is quite rough, but the
scale of the roughness is small compared to a wavelength of visible light.

These statements apply to sound waves reflecting from a hard surface.
A surface with only small irregularities but otherwise flat reflects low-
frequency, long-wavelength sound in a mirror-like fashion. The same
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surface will reflect high-frequency, short-wavelength sound diffusely.
These facts have not been lost on designers of acoustic spaces, especially
concert halls. The effect of the scale of the roughness compared to the
wavelength is illustrated in the Ripple simulation shown in figure 2.8.
A point source some distance from the surface sends long- and short-
wavelength sound toward a surface; much more “damage” is done by the
rough surface to the short-wavelength sound, which reveals clumps of
waves traveling in nonspecular directions.

2.6
Refraction

Wave energy often progresses in a well-defined direction, but that direction
can change more or less slowly. Such refraction often goes unnoticed for
sound waves, but refraction is actually quite ubiquitous outdoors over dis-
tances of about 100 m and beyond. Refraction results from the variation of
the speed of the wave within the medium in which it is traveling; the bend-
ing or curving of the wave is always toward regions of slower wave speed.

Several factors cause the wave speed to vary in air, all understandable
in terms of the concepts introduced in chapter 1: the drunken messenger
model, the air cell impedance picture, or both.

Temperature. Lower temperature means the molecular messengers
are moving more sluggishly, reducing the speed with which pressure
fluctuations are propagated. Every gas atom or molecule has on average the
same energy as its neighbors, independent of its mass. Energy is defined as
E = 1/2 mv2, where m is the mass of the molecule, and v is its velocity.
Energy per molecule in a gas is proportional to temperature, expressed in
kelvin, or K (room temperature is 295 K). Thus at 273 K, the freezing point
of water, the speed of sound in any gas should be

√
273/295 = 0.965 times

as fast as it is at room temperature, 295 K. At 295 K, the speed of sound in
air is 343 m/s; thus we predict it to be 343×0.965 = 331 m/s at 273 or 0◦C.
This is indeed the measured value.

Composition. Differences in chemical composition change the messen-
gers themselves. At the same temperature, lighter messengers are speedier.
Again, the energy of any molecule due to its speed is the same as that
of any other molecule (this is called equipartition of energy), and since
E = 1/2mv2, the average speed must be higher if m is smaller. The speed
of sound in air, a mixture of nitrogen (about 80%) and oxygen (about
20%) with an average mass of 29 grams/mol is 343 m/s at 20◦C (room
temperature). As discussed earlier, we would expect the sound speed in
helium gas, mass 4, to be about

√
29/4 = 2.7 times faster than air, or

343 × 2.7 = 929 m/s. The measured value is 972 m/s. Sulfur hexaflouride,
SF6, should have a speed of 343×√

29./146 = 153 m/s; the measured value
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Figure 2.9
Christian Huygens’s depiction of the
geometry of refraction (from Huygens’s
Traité de la Lumiere, 1678), as determined by
his construction using arcs to advance a
wavefront, with the addition of the red arcs.

is 150. In the atmosphere, water vapor content is the most common cause
of composition changes from one place to another.

Motion of medium. Last, if in some region the messengers are moving
en masse in the same direction, the wave propagates slower or faster (over
the ground) according to whether it is moving with or against the mass
movement. This will speed up or slow down the wave arrival merely by
a fraction, except if the speed variation differs from place to place, in
which case the variations also cause refraction of the waves. Temperature,
composition, and speed gradients are common factors affecting sound
outdoors; they will come up again in chapter 28.

A way to quickly (if qualitatively) follow wavefronts to see how sound
(or light) propagates was invented by Christian Huygens more than 300
years ago. This is a third way of understanding sound propagation, in addi-
tion to the drunken messengers model and the cellular method (chapter 1).

Huygens’s method works as follows: we start with a wavefront represent-
ing some wave incident on a “scene” that may include different materials.
We want to construct the wave farther along the direction of propagation.
Along the initial wavefront, we locate the centers of arcs of constant radius;
the “envelope” of the new arcs is the new wavefront, also of constant phase.
If the arcs are half a wavelength in radius, the new wavefront will be a
crest if the old one was a trough. To understand refraction, we slightly
modify Huygens’s original illustration. In figure 2.9, a wave is traveling in
the direction of the line segment D-A, with perpendicular wavefronts—
for example, A-C and the lines K-L. Suppose τ is the time it takes for the
wavefront to travel the distance from C to the leftmost L. This distance
is the radius of the Huygens arcs used to propagate wavefronts in the
upper medium. (We have drawn a few of these in red.) Along the interface
between the two media, the wavefronts will advance between the adjacent
points labeled K in a given time τ . Inside the medium indicated by the
rectangle, the speed is lower, and we draw correspondingly smaller radius
arcs. The arc whose center is the rightmost point labeled K has such a
smaller radius and represents the progress of part of the wavefront from
that point in one unit of time τ . Huygens has drawn an arc of twice this
radius from the adjacent point K to its left, representing a time 2τ since the
wavefront entered there, and three times the radius from the point to the
left of that. This is the correct procedure, as can be seen by the intermediate
wavefronts inside the medium (colored blue) given by the lines labeled
K-O. The new wavefronts are not parallel to the old wavefronts outside and
above the medium. We have thus constructed the new wavefront inside the
medium. Employing the rule that the energy flow is perpendicular to the
wavefronts, we see that there is a new direction A-N inside the medium
compared to the old direction D-A of propagation above the medium. We
have shown that the wave refracts as it enters the medium of slower wave
speed. Notice that the ray bends toward the medium with slower wave
speed—this is a useful rule to remember about refraction.
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Figure 2.10
A plane wave having long wavelength
arrives from the top of the image and is
interrupted by a reflecting wall (left). The
geometric shadow is a vertical line
heading straight down from the end of
the wall. Waves penetrating beyond this
line into the shadow region are by
definition “diffracting.” More diffraction
occurs for longer-wavelength
(lower-frequency) sound; the diffracted
power is proportional to the wavelength.
This figure is taken from a Ripple
simulation; claims about the amount of
diffracted intensity can be checked by
setting up probes at appropriate
positions. If you are sitting inside the lower medium, the wave crests arrive one

after the other with the same period as in the medium above. (If a person
above the surface of a pool is waving her arm once per second, the period
will be one second whether you are looking from above or below the
surface.) Because the wave is moving more slowly in the lower (blue)
medium, the wavelength must be shorter to keep the frequency f the same.
The rule is f = c1/λ1 = c2/λ2, where the c ’s are the wave speeds and the
λ’s are the wavelengths in the two media. It is then quite simple to show
geometrically, using the fact that the wavefronts must agree at the interface,
that

λ2 sin θ1 = λ1 sin θ2, (2.3)

where the angles θ1 and θ2 are the angles of incidence and refraction
indicated in figure 2.9. This is Snell’s law, derived in many elementary
physics textbooks, usually in the context of light waves. There are many
practical implications for the refraction of sound that we will encounter
along the way in this book.

2.7
Diffraction

Diffraction is another way that waves, including sound, can take a non-
straight-line path. For projectiles launched from a distant point, a solid
object forms a “hard shadow,” a refuge from the projectiles. Waves do not
respect such hard shadows; they can bend around edges of obstructions,
making it possible to “hear around corners.” Diffraction is less pronounced
for short wavelengths, so if a marching band is approaching out of sight
behind a building, the low thumping of drums will be heard well before the
piccolos. This fact is reinforced by the simulations in figures 2.10 and 2.11.
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Figure 2.11
(Top) Successive snapshots of a sound pulse
arriving from above a wall segment.
(Bottom) Diffraction occurs from the end
points and is similar to a pulsed wave from
those points leaving as the initial pulse
arrives, as indicated by the red circles. The
analysis shows that the main portion of the
reflected wave obeys the rule angle of
incidence = angle of reflection. The “hard
shadow” region, shaded pink, would be free
of sound if sound traveled in straight lines,
without diffraction. Taken from screenshots
in a simulation run in Ripple.

Figure 2.10 shows diffraction around a wall segment for two different
wavelengths of sound. We see that long wavelengths diffract more easily,
or put another way, there is a closer approximation to a hard shadow for
very short wavelengths.

Diffraction at an Edge

We may visualize diffraction due to an edge in terms of the cell picture of
sound propagation. If we examine figure 2.10 closely, it is apparent that
the end of the wall is very much like a point source of sound. A circular
wave emanates from that point, as is especially evident in the lower-right
quadrant, where nothing else is present. Faint evidence of this circular wave
can also be seen in the other three quadrants. See also figure 2.11.

The diffraction from the edge is understandable from the cell model as
follows: a cell just above the wall, but more than about half a wavelength
from the end point of the wall, won’t “feel” the end point, since it is too
far away to send and receive information (within one period) from the end
point at the speed of sound. The impedance of such a cell is therefore not
reduced because it does not sense the lower resistance to pressure changes
near the wall. More than half a wavelength beyond the end of the wall
also acts like any other cell in free space, again because it is too far away
to send and receive the information that the wall is present. There is one
special cell acting strangely, straddling the end of the wall. This cell is busy
scattering sound because its impedance is different than any adjacent cell.
It scatters whatever impinges on it. The scattered (diffracted) wave may be
understood as coming from this small region, which therefore acts like a
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small, or point source of sound. Like any source, there will be a falloff in
amplitude as distance increases from it; in this two-dimensional example,
we have the diffracted amplitude ad(r ) falling off as

ad(r ) ∝
√

λ/r , (2.4)

and the intensity thus declining as ∝ λ/r . The proportionality involves
only factors of 2 and π . The power passing through the cell of length λ

is proportional λ—it’s a bigger cell at longer wavelength. The amplitude
squared of the diffracted wave is proportional to the power, so the factor of√

λ in the numerator correctly accounts for the amplitude passing through
one cell. As the wavelength gets larger, the odd cell at the end, which is one
wavelength across, diffracts more power in proportion to its wavelength.

Brush with the Law of Similarity

For a thin wall, the scale of the picture is set by the wavelength. The left
panel in figure 2.10 is about 10 wavelengths across in both directions.
If someone declares that the frame is physically 100 m across, then the
wavelength is about 10 m; from f λ = c , the frequency is about 34 Hz. If the
frame is only 10 m across, the wavelength is about 1 m and the frequency
is 344 Hz. The picture is correct either way. By this principle, a mockup
only 1 meter high could be used to study the diffraction of sound around
a highway barrier that in reality is going to be 10 m high, provided all the
sound frequencies are increased correspondingly by a factor of 10. This is our
first encounter with the law of similarity, which allows us to scale up and
scale down studies of wave propagation, diffraction, and so on by scaling
the physical dimensions such as wavelength λ by some factor such as 1/10,
and scaling the frequency by a factor of 10 so that fλ = c both before and
after the scaling.

Similarity implies that sharp edge diffraction is always the same: you
need only one picture! It’s just a matter of scaling the picture up or down.
But then what is the justification for claiming that long wavelengths diffract
more than short ones?

We have already shown why the diffracted power increases in propor-
tion to the wavelength—that is, more is diffracted for lower frequencies—
the drum and piccolo effect. The similarity argument we are now making
reinforces this: measuring distances in a picture such as figure 2.10 in terms
of wavelengths, not meters, the amplitude ad(r ) in equation 2.4 falls off
at the same rate. For example, suppose r is 10 wavelengths away—that
is, r = 10λ. If the wavelength is 10 m, r is 100 m from the wall; if the
wavelength is 1 m, r is only 10 m from the wall. This confirms that there
is more diffraction in the case of the longer wavelength, since it has the
same sound intensity in the shadow region 100 m from the edge as does the
shorter wavelength 10 times closer to the edge, at 10 m. This also confirms
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with the notion that a region about one wavelength wide is responsible for
the diffraction. The longer the wavelength, the more energy is thrown into
diffraction, since power passing through an opening 10 m wide is 10 times
that passing through an opening 1 m wide. The law of similarity is taken up
in more detail in section 7.6.

Active Noise Reduction of Diffracted Sound

Long highway sound barriers are now routinely placed between traffic
and residential areas, although they are quite expensive—about two mil-
lion dollars per mile. The walls are usually very solid, so most of the
sound arriving at the houses (if the wall blocks the line of sight with
the traffic) must have been diffracted. We now know this sound comes
from the top edge—that is, it is diffracted near the top of the wall.
The amplitude falloff will be a function of distance from the top of the
fence.

This makes possible an “active” sound attenuation strategy, namely, to
put an out-of-phase source right where the culprit “edge diffraction source”
lies. This can be accomplished by mounting microphones and loudspeakers
along the top of the sound barrier. Sound impinging on the edge is detected
by the microphone, processed by a computer chip and re-emitted out of
phase with the incident sound by loudspeakers aimed toward the quiet
side of the barrier. The speakers could be efficient horn loudspeakers (see
section 7.3) and solar powered. The speakers and microphones need to be
placed densely along the wall, but compared to two million dollars per mile,
it might prove cheap if the attenuation worked well enough.

A Ripple simulation of a similar situation is shown in figure 2.12. A space
between two vertical walls, with no roof, is filled with loud sound due to

Figure 2.12
Ripple simulation of active noise
cancellation from a noisy area (between the
walls), using destructive interference. The
red dot is the location of a point source out
of phase with the diffracted wave, which is
for the most part successfully canceled on
the left.
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Figure 2.13
Huygens’s wavefront construction of the
diffraction that results when a plane wave
collides with a wall. The wavefront
constructed from the wavelets (black
curves) becomes curved near the end of
the wall. Subsequent applications of
Huygens’s rule leads to the propagation
shown and the development of the
curved diffraction wavefront. Using
Huygens’s wavefront construction, it is
difficult to quantify the amplitude in the
diffractive region.

seven sources. An eighth source is placed at the top of one wall; its phase
and amplitude are such as to destructively interfere with and therefore
attenuate the diffraction reaching the ground, as seen on the left; compare
this with the diffraction reaching the ground on the right, for which no
cancellation was used. This scenario takes full advantage of the fact that the
diffraction from an abrupt edge is itself like a point source.

Diffraction may be understood qualitatively within the Huygens con-
struction. Suppose a wave is incident on a segment of a wall. This leaves a
shadow region that however is partly filled with diffracted waves—that is,
waves that have deviated from the linear path they were on before they hit
the wall (figures 2.11 and 2.13).

To develop an intuition for reflection and diffraction of sound from
various objects of different sizes and shapes, it is recommended that you set
up various Ripple scenarios, drawing obstacles, baffles, objects, and so on
and observe the reflection and diffraction of waves of various wavelengths
sent at them.

2.8
Schlieren Photography

Schlieren is the German word for optical inhomogeneities in transparent
material. Schlieren photography, which makes even slight inhomogeneities
visible, was invented by the German physicist August Toepler in 1864. He
succeeded in photographing shock waves in air created by supersonic (faster
than the speed of sound) objects. A sharp pressure pulse (shock wave)
wave can be created by an electrical spark; we hear this wave as a sudden
“snap.”

If light propagates through regions of rapidly changing air density,
there is a slight deflection toward the denser regions, normally too small
to be noticed. In the correct circumstances, especially when the light
has to travel large distances to the camera or the eye, small deflections
can build up a large effect. Almost everyone has seen “heat waves,” the
wiggly distortion of objects caused when light passes through heated
and disturbed air. Warmer air is less dense and has a lower refractive
index than cool air. Cinematographers have a favorite trick for showing
something a long way off on a hot day, capturing the wavy distortions
caused by refractive index differences of pockets of warmer and cooler
air. Light traveling through the turbulent, variable-index medium has a
characteristic scintillating and mottled appearance, owing to the schlieren
effect. The effect is quite noticeable near very hot objects—for example,
near a stove or a candle, where the air density is dramatically reduced due to
heating.

Toepler had the idea that a point source of light might be refracted
enough by such disturbances to cast lighter and darker bands on a screen
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Figure 2.14
Principle of schlieren photography. Slight
variations in the index of refraction of air,
caused by a propagating circular shock
wave (brown), refract light rays. The speed
of light is slightly slower in denser air,
causing light to bend toward denser
regions. Those rays that graze the
higher-density disturbance are refracted
toward them, deflecting them slightly. This
slight deflection is enough to have an effect
on the rays cast on a distant screen, causing
light and dark bands: light where the extra
rays arrived at the screen; dark where they
are missing. The rays that graze the shock
wave tangential to it are deflected most
because they spend the most time near the
gradients in the density of air.

some distance away. This works very well indeed, and when the disturbance
is localized it can give a very accurate image of it. The principle is illustrated
in figure 2.14. Figure 2.15 demonstrates schlieren imaging of a shock wave
traveling through tubes of different shapes.

2.9
Ray Tracing

Ray tracing has been around a long time as a substitute for having to
solve for the exact wave motion. For example, in describing his speaking
trumpet, Sir Samuel Morland used as evidence for the efficacy of ray tracing
a pewter parabolic mirror that had not only set a board on fire upon
focusing the sun’s rays on it, but had also focused a distant man’s voice
to the same spot (presumably as the shadow of the speaker’s head fell
across the mirror). Light or sound, ray tracing the waves comes to the same
conclusion: they focus at the same spot. A wonderful bit of science for its
time.

Optical devices are designed by ray tracing because following the wave
motion is far too expensive. A simple rule is used: Rays travel in straight
lines unless interrupted by walls or lenses, following the course of the

Figure 2.15
In an image created by Arthur Foley and
published in Physical Review in 1922, sonic
(traveling at the speed of sound) shock
waves caused by a spark are reflected and
guided by three different-shaped tubes.
One tube is straight, one is curved, and one
decreases in diameter away from the spark.
The inner disk hides the spark; the ring
surrounding the disk supports the three
tube-shaped enclosures and does not lie in
the same plane as the spark and does not
disrupt the shock waves. The black part of
the image is a projection of a
three-dimensional object onto a plane
(see inset). From Arthur Foley, “A
Photographic Study of Sound Pulses
between Curved Walls and Sound
Amplification by Horns,” Physical Review 20
(1922), 505–512. c© 1922 The American
Physical Society.
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Figure 2.16
Simulation in Ripple of a plane wave
incident from the left onto a truncated
circular lens. On the right, a ray tracing
analysis is shown, using only the rays that
have not reflected from interfaces.

energy emitted from the source. More precisely, the rays travel perpendic-
ular to the wavefronts, for which they are the surrogates.

At interfaces like that between air and glass, the impedance mismatch
tells us that part of the wave is reflected and part is transmitted. This is not
a problem for ray tracing: the wavefronts (and with them the rays) split into
a transmitted part and a reflected part at interfaces such as air and glass.
The part of the wave that penetrates the glass changes direction unless
it is incident perpendicular to the interface (refraction). The reflections
obey the rule that angle of incidence equals angle of reflection, and the
refraction of rays follows Snell’s law (equation 2.3). The ray tracing can get
quite complicated after several successive encounters with curved surfaces,
but it is still much simpler than following the waves themselves.

Ray tracing is only an approximation. It misses diffraction altogether
and is accurate and practicable only when the changes in the impedance
(and thus the wave speed) in the medium are either very abrupt, in which
case there is ray splitting involving reflection and refraction at the interface,
or quite slow on the scale of a wavelength, in which case the wavefronts and
associated rays curve gracefully.

Figure 2.16 displays a simulation in Ripple of a plane wave incident from
the left onto a truncated circular lens. On the right, a ray tracing is analysis
is shown, using only the rays that do not reflect from interfaces. The full
wave simulation shows the effects of interference of the various reflected
portions of the waves and the direct waves, as well as diffraction effects.

Corner (Retro-) Reflector

A 90-degree interior corner—three perpendicular walls that meet at right
angles—has the interesting and useful property that sound incident on
it gets reflected back along the direction it came from, over a wide range
of incident angles. This is exactly true in ray tracing analysis, as shown
in figure 2.17 for the two-dimensional case. For the three-dimensional

Figure 2.17
A right-angle corner showing two ray
paths that bounce once from each wall,
returning in a direction exactly opposite
to their incident direction. Any ray that
bounces from both walls will return
exactly parallel to its source.
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Figure 2.18
Part of a sound pulse from an
omnidirectional source (red dot) encounters
a corner reflector, which sends some of the
pulse back toward its source. In addition,
the two weak circular waves seen in the
middle frame are the result of diffraction
from the tips of the walls (see the discussion
for figure 2.19), while the two rather strong
side pulses are generated when part of the
wave bounces off one wall but misses the
opposite wall. The part that hits both walls
is reflected back parallel to the direction in
which it arrived.

case—that is, the interior corner of a cube—rays can bounce three times,
depending on their initial direction, and in every case they return parallel
to their incoming path. The sender of a laser pulse will receive a pulse
in return. One of the principles of stealth aircraft design is to absolutely
avoid right-angle metallic corners that could make the aircraft light up
enemy radar screens. On the other hand, small corner radar reflectors
are used for boats to make them easily visible on other ship radars. For
wavelengths smaller than the dimensions of the reflector, reliable echoes
(retroreflections) will be obtained from a corner reflector. A simulation
using wave propagation is shown in figure 2.18. The principle has seen wide
use, primarily in optics. There are working retroreflectors on the moon,
placed there in 1969 by the Apollo 11 astronauts. Illuminated with laser
pulses from the earth, the reflected signal is so strong that the distance to
the surface of the moon can be determined very precisely by timing the
return pulses.

Sometimes the exterior of buildings will have balconies or other struc-
tures that (accidentally) form excellent retroreflectors. The late Professor
Frank Crawford of the Physics Department at Berkeley noticed this on the
exterior balconies of Latimer Hall on the Berkeley campus. The balconies
returned an excellent echo to the sender from a range of different direc-
tions.

We conclude our discussion of waves propagating and interacting
with different objects with two complex yet informative examples. In
figure 2.19, we use a scenario run in Ripple to illustrate reflection, refrac-
tion, diffraction, and interference, all plainly visible after the wavefronts
collide with a block of material with a slower sound speed (which could
represent a colder mass of air, or perhaps a heavier gas such as sulfur
hexaflouride).

Figure 2.20 shows three different versions (ray tracing, numerical sim-
ulation, and hand drawing of an experiment involving liquid mercury) of
the result of an off-center source of waves confined to a circular pool.
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Figure 2.19
A plane wave pulse incident from the
upper left travels toward the lower right,
in accord with the rule that the energy
progresses in a direction perpendicular to
the wavefronts. Some ray paths are traced
out at the bottom. Reflection, refraction,
diffraction, and interference are all plainly
visible after the wavefronts collide with a
block of material with a slower sound
speed. Note the delay in the progress of
the wave through the block of material.
Also, the wavelength is shorter inside the
block. The period must be the same inside
the block as it is outside. (Whether you are
inside or outside the block, a pulse sent at
1 Hz would have to be received at 1 Hz.)
Since the period is the same but the speed
is slower, λ = c/f implies a shorter
wavelength, as seen here.

Ray tracing in Mathematica Ripple simulation Mercury drops in dish of mercury
Weber brothers, Wellenlehre, 1825

Figure 2.20
Three completely different approaches to the same phenomenon:
an off-center point source of waves in a circular enclosure. The left
image is a ray tracing, obtained by following rays from the off-
center source point outward until they hit the circular walls, and
then taking specular bounces. The middle image shows the Ripple
simulation with a sinusoidal source. The right-hand image is the
most remarkable, obtained in painstaking detail by watching the
wave pattern from liquid mercury dropped periodically at the

off-center source point in a circular dish of liquid mercury. The
original drawing, published in 1826 in Wellenlehre, by Ernst Hein-
rich Weber and Wilhelm Eduard Weber, consists of about 200,000
individual handmade dots stylistically representing the antinodes
as shaded-relief diamonds. Here, we clearly see the relation be-
tween two types of modeling (solving numerical equations simu-
lating the waves as in Ripple, and following rays from the source)
and the “real thing,” as drawn in 1825 from an experiment.
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Box 2.2
The SOFAR Channel

In the ocean, the speed of sound
increases about 4 m/s for every 1◦C
increase in temperature. Variable
temperature in the ocean therefore
results in variable sound speed, which
has the dual effect of refracting waves
and making them arrive sooner or
later according to the temperatures
through which they have passed. In
the 1970s, Walter Munk and Carl
Wunsch suggested the idea of ocean
acoustic tomography: measuring the
temperature of the ocean remotely
over large areas and at great depths
if desired by sending sound long
distances underwater to receiving
hydrophones. Sounds are created
hundreds of kilometers away from
receiving stations, and ray tracing is
used to help deduce the temperature
profile of the water between the
source and the receiver. Depending
on the temperature profile, there may
be many ways rays can travel from
the sound source to the receiver, and
generally each path will arrive at a
different time and will have passed
through different parts of the ocean.
This technique is an important part
of global earth monitoring of climate
change.

Going deeper into the ocean,
temperature steadily declines, but
the pressure is rising. High pressure
increases water density and causes an
increase in sound speed. At first, the
temperature decline wins, and sound
speed decreases with depth. Even-
tually, at a depth of about 800 meters,
the rising pressure overcomes the
decline in temperature and causes the
sound speed to go up again (see
figure 2.21). Thus, as discovered in

the United States toward the end of
World War II and independently in
1946 in Russia (and kept top secret
during the Cold War by both the
American and Russian navies), there
is a band of minimum sound speed,
called the Sound Fixing and Rang-
ing (SOFAR) channel, just under
1 km deep. Since waves always
refract toward regions of lower
speed, the SOFAR channel is a
waveguide for sound. Comm-
unication over long distances is
possible, since the sound energy is
held to the channel rather than
spreading in three dimensions.
Figure 2.22 shows the results of two
simple experiments in Ripple, with

Figure 2.22

Simulations of sound-wave guiding in and near the SOFAR channel, conducted in the
Ripple Java applet. (Left) Waves are launched from the left, above the middle of the
channel (the channel is indicated as a blue hue; the sound speed reaches a minimum
in the middle of this region), and pass through the channel. Some of the waves are
refracted back and are trapped, oscillating from side to side as they progress down
the channel. (Right) Some fraction of the waves launched inside the channel with
low-enough angle are captured by the slow-speed channel. Once captured, the
waves lose much less amplitude with distance traveled than they would outside the
channel. Two representative trapped ray paths are shown in red; an escaping ray is
shown in blue. Whales are thought to dive down nearly a kilometer in order to
communicate using this sound conduit of the deep, which allows communication
perhaps for thousands of kilometers.
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Figure 2.21

Speed of sound versus depth in the
ocean. Courtesy Bdushaw.
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The SOFAR Channel (continued)

the setting Temperature Gradient 4,
which has a band of minimum sound
speed, just like the SOFAR channel.

When ships lowered speakers and
hydrophones (microphones designed

to work well underwater) to use the
channel, they found they were not
alone: strange sounds are heard,
believed to be coming from hump-
back whales diving down to take

advantage of the waveguide effects.
These whales may communicate with
other humpbacks hundreds or per-
haps thousands of kilometers away.

2.10
Measures of Sound Power

We have already had a few occasions to discuss sound power. We men-
tioned the enormous difference between the softest audible sound and
sound at the threshold of pain. We have examined the falloff in sound
intensity with distance coming from a small source. Whenever a quantity
can vary by factors of millions or billions and yet be of significance over
its whole range, we need to bring logarithms to the rescue. The logarithm
measures the exponent that gives the number. The base of the logarithm
is the number we are raising to a power, and the power is the loga-
rithm of the number. Thus, by definition 7.3485 = 10log10(7.3485). (We write
the base as a subscript on the log.) By trial and error if need be (but of
course we now have computers and before that, log tables), you can show
that 7.3485 = 100.866199, or log10(7.3485) = 0.866199.

Instead of talking about sound intensity, we use the log, which we
also call intensity—that is, sound intensity measured in decibels (dB). The
formula is simple:

I (dB) = 10 log10

(
I
I0

)
, (2.5)

where log10(. . . ) is the base 10 logarithm, and I0 is a reference intensity,
usually defined to be the threshold of human hearing. Thus, a 0 dB sound
(the logarithm of 1 is 0) is barely audible to those with excellent hearing
in a perfectly quiet environment. Since 10 log10(2) ≈ 3, a doubling of
sound intensity (for example, two identical instruments instead of one)
corresponds to a 3 dB increase. This definition makes clear that a 10 dB
increase in sound intensity (measured in dB) corresponds to a ten-fold
increase in power. The buzz of a nearby mosquito is about 40 dB, and a
normal conversation is about 60 dB. There is 100 times more power in a
normal conversational voice than in a mosquito buzz. Still, the mosquito is
surprisingly loud, considering a human weighs 10 million times as much as
a mosquito.

Other quantities are routinely given as their logarithms. The Richter
scale for earthquakes comes to mind; it measures the base 10 log of the
amplitude of motion of the earth.
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Another reason for the decibel measure is that our hearing is essentially
logarithmically sensitive. Our impression of loudness is not proportional
to sound power, but rather approximately proportional to the logarithm of
sound power. Table 2.1 gives some typical sounds and their corresponding
power in decibels. Sustained exposure to 85 dB sound is considered
harmful to hearing; needless to say, a rock concert at 110 dB is almost
unquestionably going to do permanent damage.

In section 2.2, we discussed the falloff of sound power with distance from
the source. We showed that the power passing through a window drops as
1/r 2, where r is the distance from the source. There we also introduced the
falloff in the subjective loudness, which is less rapid. If the distance doubles,
from r → 2r , the objective sound power I drops from I = A/r 2 to A/4r 2,
where A is characteristic of the source. In terms of decibels, we have

Id B (r ) − Id B (2r ) = 10 log10

[
I (r )

I (2r )

]
= 10 log10

(
4
1

)
= 6.02,

that is, there is a 6 dB drop in sound intensity measured in decibels for every
doubling of distance. This does not account for the effect of the ground,
wind gradients, and the like.

Unless they are somehow maintaining a lockstep phase relation, the total
intensity of two sources is simply the sum of the individual intensities. For
two equally loud trumpets, intensity is 2I as compared to I for one trum-
pet, thus a 3 dB increase is seen when doubling the number of instruments.

Table 2.1
Some Sounds and Their Decibel Equivalents

Decibels Pressure in pascals Sound

0 0.00002 Threshold of human hearing

10 0.0000632 Human breathing at 3 m

20 0.0002 Rustling of leaves

40 0.002 Residential area at night

50 0.00632 Quiet home with some appliances on

70 0.0632 Busy traffic

80 0.2 Vacuum cleaner

90 0.632 Loud factory

100 2 Pneumatic hammer at 2 m

110 6.32 Accelerating motorcycle at 5 m

120 20 Rock concert

130 63.2 Threshold of pain

150 632 Jet engine at 30 m (hearing severely damaged)

180 20,000 Rocket engine at 30 m (near-instant death)
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Ten trumpets are 10 dB louder than one trumpet, a tenfold increase in
power. Because of our logarithmic hearing, ten trumpets subjectively sound
only about twice as loud as one.

We are not equally sensitive to sound power at all frequencies—we will
delay that discussion until chapter 22.

We can now return to the example at the start of this chapter. Is it
reasonable that the sound of a bell can travel 100 miles and be heard
aboard a ship? One hundred miles is about 160,000 meters, so the drop in
decibels from, say 100 m distance from the town square to 160,000 meters
is 10 log[(100/160, 000)2] ≈ 64 dB. Suppose we say the bell 100 m away
was a loud 95 dB. This becomes only about 30 dB at the ship, certainly
masked by the probable 50 to 70 dB ambient noise aboard a ship. If we
assume the sails can reflect 30% of the sound energy incident on them,
and that they concentrate the sound by a factor of 1000 by focusing (see
figure 2.7), we have amplification by a factor of 300 at the focal spot on
deck.2 This 10 log[300] = 25 dB, so that the sound at the focal spot would
be 30 + 25 = 55 dB; still very soft and probably inaudible except on a very
quiet ship, quieter than most houses today.

However, we have been assuming uniform spreading of the sound
according to the 1/r 2 law. On most days, this is not at all the case for
outdoor sound propagation over long distances. One reason is gradients
in wind velocity, as we shall spell out in more detail in section 28.2. The
wind is slowest at ground or sea level, being diminished by friction with the
ground, and faster aloft. Sound traveling downwind, therefore, is slowest
in its progress at ground level, and faster aloft, since it travels at 344 m/s
through air. Sound or indeed any of the usual kinds of waves (light, water
waves, and so on) refract toward regions of slower propagation. Therefore,
if the wind was somewhat offshore, the downwind portion of the sound,
traveling toward the ship, would have been spreading out not in three
dimensions, but rather in two dimensions, being prevented from going
aloft by refraction. There is only a 33 dB drop for a 1/r falloff of sound
intensity, as opposed to the 65 dB for 1/r 2.

In fact, the pattern of sound propagation and intensity downwind is not
uniform for another reason, as has been chronicled many times in war
and after accidental explosions. This subject is taken up in section 28.2.
On a scale of 150 km or more from the source, sound propagation can
be controlled by ever-present temperature gradients in the atmosphere,
causing a refocusing of the sound that escaped aloft down to the ground
about 150 km to 200 km from the source, making this sound many decibels
louder than it would have been without the long-range refraction.

2Here, we are on the shakiest ground. Clearly, it is impossible for us to know precisely what the
sail was doing that day. It is unlikely that it was a perfect shape for concentrating the sound. But
decibels are a logarithmic measure, and significant errors of estimation end up as modest changes
to the outcome.
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Even without these atmospheric focusing effects, the bells might have
been just barely audible at the focal point of the sail aboard a very quiet
ship. Given more favorable atmospheric conditions, and favorable position
and shape of the sail, there seems to be absolutely no doubt that the ringing
of the church bells could have been heard 100 miles away.

Box 2.3
HowBig?

It can be useful to calculate how big things are. It is easy to be wrong by many
orders of magnitude when guessing how far a surface has to move in making a
sound wave, or how much energy is in the sound wave, and so on. Grammy
Award–winner Eberhard Sengpiel, sound engineer par excellence and lecturer
at the Berlin University of the Arts, has compiled a very useful table (table 2.2)
that makes it simple to calculate relevant acoustical quantities. Some of the
quantities in this table we have not discussed specifically in this book, but we
give them here nonetheless for reference.

Please note: The intensity I in the tables is not in dB, but bears the relation

I (dB) = 10 log10

( I
I0

)
, (2.6)

where

I0 = 10−12 W/m2.

As an example of the use of the table, suppose we want to discover how far a
wall has to move (its displacement amplitude ξ ) to create a very loud, 100 dB
sound wave of frequency 1000 Hz. First, we find I from equation 2.6 by
inserting 100 dB: 100 = 10 log10

[ I
10−12

]
; or I = 10−2. Then, from the table, we

have

ξ = 1
ω

√
I
Z

= 1
2000π

√
10−2

420
∼ 8 × 10−7 m,

just under 1 micron. The acceleration a is

a = ω2ξ = (2000π)2 × 8 × 10−7 ∼ 31 m/s2,

or more than three times the acceleration due to gravity.
For a 100 Hz, 100 dB tone, the displacement is 10 times larger and the

acceleration is one-tenth as large as for a 1000 Hz, 100 dB tone. If I is 40 dB at
1000 Hz, a soft sound but still well above the threshold for hearing in a home
environment, I = 10−8 W/m2, a million times smaller than for 100 dB. The
displacement ξ is proportional to square root of the intensity, so ξ is 1000
times less at 40 dB than at 100 dB or at 1000 Hz ξ ∼ 10−9m—just one
nanometer, or the width of a few atoms!
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HowBig? (continued)

Table 2.2
Table of Formulas for Calculating Physical Quantities Related to Sound for a Traveling PlaneWave

Angular frequency ω = 2π f Area A in m2

Force in newtons 1 N = 1 kg·m
s2 Density of air ρ = 1.204 kg

m3 at 20◦C

Sound pressure ρ in pascals 1 N
m2 = 1 Pa

Z = ρ · c = specific acoustic impendance of air = 420 Pa·s
m at 20◦C

Sound power P in watts
(

1 watt = 1 kg·m3

s3 = 1 N·m
s = 1 joule/s

)
Speed of sound c = 343 m

s at 20◦C



Pitch Perception

Exactitude is not Truth.

—Henri Matisse

23.1
Overview

The sense of pitch is more subtle than most of us think. It masquerades as
objective but is, in fact, subjective. Pitch is a psychoacoustic phenomenon,
a sensation, akin to hot, cold, or bitter, synthesized for our conscious minds
courtesy of the ear-auditory cortex system. The raw data acquired by the
outer, middle, and inner ear are passed first to the primary auditory cortex,
which in turn produces a kind of executive summary of the sound, suitable
for the busy conscious mind.

What would music be like without the summary sensations of loudness,
pitch and timbre? Imagine instead being aware of all the individual partials
and their relative strengths all the time. Hundreds of them could be
competing for your attention. Music would be nothing like what we are
familiar with. Far too much raw data would flood our consciousness.

Hearing a pitch does not mean that a partial or even a tone (a sound with
partials related to the perceived pitch frequency) is present at the perceived
pitch frequency. Pitch is perceived even for sounds that are aperiodic, such
as a chime, whose partials are not evenly spaced; indeed, the perceived pitch
does not coincide with any partial present.

The reader may object that on the contrary, pitch is quantitative. After
all, some people have perfect pitch, meaning that they can name a note or
hit the right key on the piano on the first try. Pitch, as we will see, is indeed
quantitative in the sense that it is keyed to features in the autocorrelation of
sounds. If you have perfect pitch, it is because you can match a signal with
a prominent peak in the autocorrelation of the sound at, say, 0.0051 second
with a key on the piano with a prominent peak in its autocorrelation at the
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same time. You will have hit the key G3. (Pitch is specified by non-perfect-
pitch listeners by selecting a frequency of a pure partial that is judged to
have the same pitch as the sound in question.)

Many sounds have no identifiable pitch. Other sounds may seem to have
no pitch, but in fact a melody may emerge from a succession of similar
sounds. Sets of wooden blocks have been fabricated going back to the
nineteenth century to demonstrate this. If a block is dropped on a hard
floor, the sound might be identifiable as containing frequencies in some
range, but not possessing a pitch of any specific frequency. This impression
might be reinforced by recording and Fourier analyzing the sound—it
might show a range of seemingly unrelated frequencies. Yet if a number
of similar carefully chosen blocks are dropped in succession, a familiar
melody can force itself on the listener. Since melody is based on pitch, there
must be a pitch present—at least when it is called to our attention. There
is no correct answer to whether a pitch is present in the sound of a wood
block, since the human subject is the ultimate authority, by definition. If
the pitch was not heard, it was not present.

It is difficult to reason in a detached way about subjective sensations. If
two people are coming from a different place in that debate, then something
obvious to one person might be vehemently rejected by the other. This is
a recipe for debate going around in circles, and indeed today you can find
the same controversies that flared up in the mid-1800s.

23.2
Pitch Is Not Partial

The pitch of a 100 Hz pure sine tone is clearly 100 Hz; and that of a pure
200 Hz sine tone is of course 200 Hz (figure 23.1). In these cases, pitch
and partial coincide in frequency. What is the pitch of both partials played
together (figure 23.2)? It is not immediately clear that there will be a single
pitch in the resulting complex tone. After all, there are two quite distinct
partials present, well separated, and of equal power, so perhaps we register
the presence of both, and report hearing the two partials present, one as
important as the other. There would be nothing wrong with a hearing
system that did this. But this is not what usually happens. The sensation of a
single 100 Hz pitch usually prevails when both partials are played together.
In this case of only two partials, one might become conscious of both at all
times, especially if the partials had just been presented individually. But no
one hears 10 separate “pitches” when 10 partials have significant strength.

Suppose now that we decrease the amplitude of the first 100 Hz partial
(figure 23.3). Try this experiment in Jean-François Charles’s MAX patch
Partials or Paul Falstad’s Fourier, but adjust the partial strengths with the
sound off, since otherwise your attention will be drawn to them. At first, the
pitch remains 100 Hz, and again we can still hear both partials with some

100 300 500 700 900

Pitch = 100 Hz

100 300 500 700 900

Pitch = 200 Hz

Figure 23.1
The pitch of these two partials is
unambiguous.
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100 300 500 700 900

Pitch = 100 Hz

Figure 23.2
What is the pitch if both partials are played?

100 300 500 700 900

Pitch = 100 Hz

100 300 500 700 900

Pitch = 100 and 200 Hz?

Figure 23.3
How does the pitch change as amplitudes
change?

100 300 500 700 900

Pitch = 100 Hz

100 300 500 700 900

Pitch = 200 Hz

Figure 23.4
Two complex tones sharing some partials,
but with very different pitch.

concentration. If the 100 Hz partial is decreased toward zero amplitude,
there will be only a pure 200 Hz sine tone remaining, so at some point
the pitch has to switch to 200 Hz. This switch cannot be sudden: you are
unlikely to hear a definite pitch of 100 Hz when the amplitude of the first
partial is 5% of the 200 Hz amplitude, and then suddenly hear a definite
pitch of 200 Hz when the amplitude of the first partial decreases to 4%.
There must be a transition region, where both pitches are evident even if
you are not trying to listen analytically. These sorts of “twilight zones” for
pitch are commonplace.

Discussions of pitch often mention only frequencies, and not am-
plitudes. Granted, the perceived pitch may not change much for wide
variations of the amplitudes, but it will change if the amplitude changes
become extreme enough. Any discussion of pitch should include mention
of the amplitudes or power spectrum used—distrust any theory or opinion
that does not. Incredibly, that will eliminate most of the theories out there!

The distinction between the perceptual, subjective nature of pitch, in
contrast to the analytic, quantitative nature of partials, is reinforced by
the missing fundamental effect, first brought to light by August Seebeck
using sirens in the 1840s (see section 23.4). In the last example, we
dropped the 100 Hz partial, leaving only a 200 Hz remaining partial and
ending with a 200 Hz pitch. This is not surprising. However, the situation
changes drastically if there are higher harmonics present initially, as in
100 Hz + 200 Hz + 300 Hz + 400 Hz + 500 Hz partials of equal amplitude.
This complex tone has a pitch of 100 Hz. This time, when we drop the
100 Hz partial, leaving 200 Hz + 300 Hz + 400 Hz + 500 Hz partials, we
hear a 100 Hz pitch, not 200 Hz as before. Another path to the same end
is to add 300, 400, 500, . . . Hz partials to a pure 200 Hz partial. Before
the addition, the pitch was 200 Hz. All the new partials are higher in
frequency than 200 Hz, yet a lower 100 Hz pitch develops again with no
100 Hz partial present. The pitch is the frequency of a fundamental that is
missing.

J. F. Schouten of the University of Eindhoven coined the term residue
pitch in 1940 for the presence of a perceived pitch that is missing a partial
at the same frequency, or even any nearby harmonics of that frequency.
Giving a concept a name is extremely important, but apparently this came
so late in the (by then) nearly 100-year-old controversy that people still
trip over the issues. Residue pitch is a better term than the commonly used
missing fundamental effect, since the latter phrase implies some sort of
auditory illusion, which is not correct. The residue pitch is no more an
illusion than is a yellow spot of light, when in fact the spot is made up of
overlapping red and green beams. The result is indistinguishable to our
eyes from a single yellow beam. This is not an illusion; this is the way our
visual system is built and is supposed to act. So it is with the residue pitch:
we hear a 100 Hz pitch, whether or not the 100 Hz partial is there. The
executive summary sensation of pitch reports the period or more generally
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the presence of peaks in the autocorrelation of the sound, as we emphasize
in the following.

MAX Partials or Falstad’s Fourier can be used to check the residue pitch
effect. Listen carefully for the presence of a 200 Hz sinusoidal partial with
only partials 400, 600, 800, 1000, 1200, and 1400 present. You won’t hear a
200 Hz partial at low sound intensities, yet a 200 Hz pitch will prevail. The
200 Hz partial is not there in the original sound, nor is it created for us by
any part of the hearing system from the outer ear to the auditory cortex.
What is created by that system is the sensation we call pitch. Pitch is not
partial.

23.3
Pitch Is Not Periodicity

If pitch is not partial, the next line of defense might be that pitch is
periodicity: the 100 + 200 Hz partials combined have an unambiguous
100 Hz periodicity—which might be used to “explain” why 100 Hz is
the pitch heard. (See section 3.9 for a discussion of the periodicity of
combinations of partials.) Early in his remarkable On The Sensation of
Tone as a Physiological Basis for the Theory of Music (English edition,
1875), which is even today a foundation for psychoacoustics, Helmholtz
states that pitch is periodicity. But consider this combination: 120, 220,
320, 420, 520, and 620 Hz in equal measure. The periodicity is 20 Hz,
but the pitch is 104.6 Hz! Similar examples are examined quantitatively in
sections 23.10 to 23.17.

If pitch is not determined by periodicity, perhaps then by autocorrela-
tion? Now we are getting somewhere. The first major peak in the auto-
correlation after the ever-present peak at time 0 in the preceding example
occurs at 0.00956 second, which corresponds to 104.6 Hz. If sounds resolve
into several distinct pitches, these will have corresponding peaks in the
autocorrelation. Pitch is associated with something more important than the
presence or absence of a single partial: its tendency to repeat itself at given
intervals. The generalization of this concept to sounds that are not strictly
periodic is the autocorrelation function. Periodic signals will always have
peaks at multiples of the period that mirror the peak at time zero. The
analogs of such periodicity are peaks in the autocorrelation of nonperiodic
signals. We will explore the autocorrelation theme extensively in sections
23.10 to 23.17.

23.4
Pitched Battles

The subject of pitch perception heated up in the mid-nineteenth century
with a debate between physicists Hermann von Helmholtz and Georg Ohm
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Figure 23.5
The four nineteenth-century principals in
the theory of pitch: Helmholtz, Ohm,
Seebeck, and Koenig.

on one side and Rudolf Koenig and August Seebeck on the other
(figure 23.5). They went to extreme lengths to try to achieve control of
sound sources in order to settle ambiguities of human hearing. At some
risk of oversimplification, we can state in a few words what the controversy
is all about: Are human beings essentially walking Fourier analyzers?

The debate continues today, although it is slightly more subdued. In this
chapter, we take a partly historical view, not only because of the fascinating
personalities involved, but also because the old controversies are still in
play today and still pose the appropriate questions. In so doing, readers
will be empowered to form opinions on the controversies based on their
own hearing, using modern apparatus that it is fair to say the principals
mentioned earlier would have paid dearly for. It is far from the truth to
say that everything is presently understood. Beautiful ideas that “ought" to
be right, but unfortunately aren’t, die hard. Some are still in the process of
expiration.

Hermann von Helmholtz (1821–1894) was a towering figure in
nineteenth-century physics. His theory of dissonance and musical har-
mony holds sway today; we discuss it at greater length in chapter 26.
Helmholtz was perhaps the most renowned physicist of his day, brilliant
and dominant in almost everything he did, including physiology, the theory
of color vision, and the invention of the familiar ophthalmoscope used
to examine the retina. Helmholtz was a talented musician and an expert
in music theory. Thus he was in his element when dealing with both the
physics and psychophysics of hearing and perception.

Georg Ohm (1789–1854) had a checkered academic career, partly
university trained, partly self-taught, and later sometimes a high school
teacher, sometimes a professor. Famously, he discovered the basic law
of electrical resistance, which bears his name. Less famously but more
important for this book, a second law also bearing his name pertains to
the decomposition of arbitrary periodic sounds into sinusoidal partials.
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August Seebeck (1805–1849) was a schoolmaster and physicist in Dres-
den, Germany, and son of physicist Thomas Seebeck, the discoverer of the
thermoelectric effect whereby a voltage and electrical current is generated
by a temperature gradient. Seebeck never held a university professorship
(he was the head of the Technische Hochschule in Dresden), and he died at
age 44. Using sirens, in 1841 he discovered the residue pitch effect wherein
a pitch of frequency f is heard even though the only partials present
are higher harmonics of f . Seebeck performed many other important
experiments with sirens. Seebeck’s scientific talents were not lost on Ohm
and Helmholtz.

Rudolph Koenig (1832–1901) was an instrument builder par excellence.
He spared almost no effort to create clean and concise experiments to test
various aspects of human hearing, pitch perception, and phantom tone
perception. See box 25.2 for more about this remarkable scientist-artisan.

23.5
The Siren

The siren played a key role in removing the umbilical cord that connected
pure partials with pendular (sinusoidal) motion. It was a revelation that the
extremely nonsinusoidal successive puffs of air pressure from a siren still
produce upper partials that a trained ear can hear out as sinusoidal, ringing
as true as if from a tuning fork. The physical fact that the partials were
there but the disturbance creating the sound was nothing like a sinusoidally
vibrating surface led Ohm to a new framework for understanding periodic
sound in terms of Fourier’s theorem.

Ohm realized that the source does not have to physically execute
pendular vibrations in order to produce pendular, sinusoidal partials. The
ear can’t know what the source was physically doing, it hears only regular
pulsations. The regular pulses can be mathematically Fourier analyzed into
equally spaced sinusoidal partials. Despite this mathematical truth, it is
still remarkable that the ear can perform such a Fourier decomposition.
Ohm’s contribution was twofold: not only is the decomposition of periodic
tones into sinusoids always possible mathematically, but the sinusoids are
really present, whether or not the sound was produced by pendular action.
Ohm thus put this major misunderstanding (that the object producing the
sound had to be manifestly sinusoidal in its vibration pattern) to rest by an
application of Fourier’s law. Strangely, he botched some important details
(see section 23.8).

Jean-François Charles’s MAX Siren (available on whyyouhearwhatyou-
hear.com) is a flexible siren simulator that can be used to reproduce many
key experiments. Paul Falstad’s Fourier or Charles’s MAX Partials can be
used to reveal the partials required to create a series of puffs.
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23.6
Ohm’s Law

The importance of the connection between sinusoidal waveforms and the
pure tones—single partials—cannot be overemphasized; it is the one fixed
boulder among many rolling stones in the field of pitch perception. It was
Ohm who made this connection explicit. Helmholtz gave it legitimacy by
making the connection a centerpiece of his work.

Ohm realized that only the sinusoid waveform yields the sensation of a
colorless tone, a pure partial. Any embellishments to this sound taking the
waveform away from a pure sinusoid requires higher harmonics (higher
partials) to describe.

Ohm’s advance was slow to diffuse its way into the fledgling world of
psychoacoustics. According to the prevailing notion, the ear was supposed
to be receiving souvenirs of motion in the object generating the sound.
Ohm understood that, on the contrary, any periodic undulation could
be decomposed into pendular (sinusoidal) components, and each partial
would sound just as bright and clear whether some object vibrated exclu-
sively at one frequency or at many frequencies at one time. Indeed, this was
a straightforward application of Fourier’s law from early in the century, but
like so many other things in psychophysics, it is not always clear that nature
has decided to follow the path of the mathematicians.

What about nonperiodic sounds, such as a chime? These too fall into the
domain of the Ohm-Helmholtz laws—the partials in a chime tone are also
pure sinusoids, except that they are not harmonically related.

Ohm’s 1843 paper was unfortunately simultaneously pompous and
muddled, as if to mask a measure of self-doubt. Helmholtz saw the
significance of the paper more clearly than its author. Summing up what
Ohm had done, Helmholtz said, “the proposition enunciated and defended
by G. S. Ohm must be regarded as proven, viz. that the human ear perceives
pendular [sinusoidal] vibrations alone as simple tones.” This is true, and of
unsurpassed importance in sound perception. But then Helmholtz reveals
his own obsession with the human ear as a Fourier analyzer by continuing
“and resolves all other periodic motions of the air into a series of pendular
vibrations, hearing the series of simple tones which correspond with these
simple vibrations” (emphasis is Helmholtz’s).1 It is true that all periodic
motions of the air can be resolved mathematically into a series of pendular
vibrations, but only the best, trained, or prompted ears can parse the sound
into its partials,. and then only some of the partials. Even possessors of such
ears normally listen holistically rather than performing the harder work of
“hearing out” individual partials.

1From Helmholtz’s On the Sensation of Tone, p. 56.
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By 1937, Dayton C. Miller of Case School of Applied Science (now Case
Western Reserve University), himself a formidable figure in the acoustics
of his day, stated Ohm’s law as follows:

that all musical tones are periodic functions; that the ear perceives
pendular [sinusoidal] vibrations alone, as simple tones; that all vari-
eties of tone quality or tone color are due to particular combinations
of a larger or smaller number of simple tones of commensurable
frequencies; and that a complex musical tone or a composite mass
of musical tones is capable of being analyzed into a sum of simple
tones.2

It could not be stated better.

23.7
Seebeck’s Mistake

Before Ohm’s work, the sinusoid–pure partial connection had been blurry
in several respects. Some observers thought that waveforms other than
sinusoidal could also be perceived as pure partials, as long as they were
periodic. August Seebeck fell into this trap, when trying to explain how it is
that 100 Hz wins so handily in the simple “competition” for perceived pitch
between 100 and 200 Hz (and higher) pure partials when they are both
present. Seebeck supposed that somehow the 200 Hz component could
add to the strength of the 100 Hz pure tone—that is, that the 100 Hz pure
tone could be made louder by adding in some higher sinusoid of shorter
but commensurate period. Seebeck arrived at this notion by throwing the
presence of the period-reinforcing upper partials onto the lowest partial.
He could not have meant this in a mathematical sense, since it violates
Fourier’s theorems, but rather in a physiologic sense. However, a strong
sense of a 100 Hz pitch that accompanies the series 200, 300, 400, . . . Hz
is not that of a 100 Hz fundamental sinusoidal partial. That sensation is
absent, it cannot be “heard out,” even though a 100 Hz pitch is definitely
heard. Once again, pitch is not partial, a fact that both Helmholtz and
Seebeck failed to see clearly.

23.8
Ohm’s Blunder

The power of the (trained or prompted) ear to parse partials out of a tone
induced both Ohm and Helmholtz to overplay the Fourier role in pitch

2D. Miller The Science of Musical Sounds, Macmillan, New York, 1926.
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perception. This, in turn, probably caused Ohm to make a mathematical
blunder. Helmholtz also could not resist the Fourier deconstruction of
tone, and substituted his own idea of nonlinear effects to account for the
pitch in the presence of missing partials.

Fourier’s theorem allowed Ohm to write:

s (t) = a1 sin(2π f t + φ1) + a2 sin(4π f t + φ2) + a3 sin(6π f t + φ3) + · · · .

Ohm knew that each of the terms on the righthand side corresponded to a
different partial that could possibly be heard out by analytic listening. This
much is true, but by itself it suggests a kind of democracy of partials, and
doesn’t explain our sense of pitch or, for example, the case of 100 Hz and
200 Hz, wherein a 100 Hz pitch is reported unless it is many times weaker
than 200 Hz.

Ohm needed to explain why a siren with all its partials, many much
stronger than the 100 Hz fundamental, should have a 100 Hz pitch if 100
holes were passing by the source of air per second. In fact, the lowest
partial in a siren is usually quite weak. Conveniently for his prejudices, in
the course of his lengthy and rather overly formal analysis Ohm made a
mathematical blunder, which caused him to tremendously exaggerate the
strength of the fundamental partial a1 when the siren is emitting a sound
with pitch f —that is, when f holes per second are being exposed to the air
hose. Seebeck pointed out the mathematical error in a paper about his own
experiments and theory concerning the operation of the siren. Apparently,
Ohm was deeply embarrassed; his overly formal paper seemed hollow in
the face of such a mistake. Ohm got out of the field of acoustics altogether,
but it turned out he had underestimated his own contributions.

After putting Fourier’s theorem in proper context and connecting it with
our ability to hear partials individually, Ohm and Helmholtz focused too
much on the ear’s analytic Fourier analysis capabilities, never assigning
a role to any holistic synthesis. When it came to explaining pitch, Ohm
couldn’t let go of the idea that what we hear is a collection of partials, so no
pitch could be heard unless there was a partial present at that frequency.

23.9
Helmholtz Falls Short

Helmholtz didn’t do much better, although this point is still controversial.
Helmholtz knew that Ohm was correct about the principle of Fourier de-
composition of sound into pure partials, although he too must have winced
at Ohm’s mathematical blunder. He would also have been frustrated by
Seebeck’s confusion about the strength of the lowest partial depending on
upper partials, exactly the point that Ohm had cleared up. But Helmholtz
needed some other way to explain why a pitch of 100 Hz needed little or no
power at 100 Hz in the tone. Here, he would soon make his own gaffs.
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Helmholtz began by using bottles as resonators to detect partials, but
Rudolf Koenig optimized them in brass (see figure 13.3), making a cavity
with a large opening with a very short neck on one side and a small nipple
on the other for insertion into the ear. These are the famous Helmholtz
resonators, and as with other Helmholtz inventions, they were turned into
something of an art form by Koenig, prized by museums of scientific
instruments today. These resonators are relatively high Q and respond only
to a very narrow range of frequencies. With them, Helmholtz could easily
verify the presence or absence of an objective partial at a perceived pitch,
since it would be so much enhanced if present.

The principle is not near-field capture (NFC), since the source may not
be close by, nor is the source made louder, except inside the resonator. The
idea is to set up a Helmholtz resonance in the usual way and then listen to
what is happening on the inside of the resonator. The sound is much louder
there, but we normally cannot hear it.3 However, if a small nipple protrudes
out the back of the resonator, tightly sealed in the ear canal, the nipple and
short air cavity leading to the tympanum become part of the inside cavity.
The tympanum is subjected to the full SPL inside the resonator, greatly
enhancing any partial present at the resonator’s frequency. This is why
Helmholtz resonators work so well, a fact seemingly almost forgotten since
Koenig’s day.

Helmholtz knew that a pitch at frequency f could be heard with very
weak or absent partials at f , since his resonators failed to find them in
some circumstances. His theories of combination tones, to be taken up in
chapter 25, appeals to mechanical nonlinear interactions in the ear to create
the fundamental partial missing in the arriving signal. This idea, which
once again confused pitch and partial, does not stand up to scrutiny.

This error by such a great scientist is surprising, and reflects how
even the best scientists struggle with objectivity when the subject of their
experiments is themselves. In his book On the Sensation of Tone, Helmholtz
reveals just how comfortable he is with problems of perception, freely
acknowledging of the role of synthetic listening:

We . . . become aware that two different kinds or grades must be
distinguished in our becoming conscious of a sensation. The lower
grade of this consciousness, is that where the influence of the sensa-
tion in question makes itself felt only in the conceptions we form of
external things and processes, and assists in determining them. This
can take place without our needing or indeed being able to ascertain
to what particular part of our sensations we owe this or that relation
of our perceptions. In this case we will say that the impression of
the sensation in question is perceived synthetically. The second and

3Except inside a car traveling down the highway with one window open. However, our hearing
is not sensitive to sound at the frequency produced, but the SPL is so high that we can feel it!
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higher grade is when we immediately distinguish the sensation in
question as an existing of the sum of the sensations excited in us. We
will say then that the sensation is perceived analytically. The two cases
must be carefully distinguished from each other.

It is all the more surprising after this eloquent summary that Helmholtz did
not assign a synthetic role to the sensation of pitch. Moreover, Helmholtz’s
theories of “tokens” or “signs” were part of a sophisticated understanding
of epistemology that could have cleared this up, but instead he followed
Ohm, apparently failing to recognize pitch as one of his tokens! Helmholtz
dismissed pitch as periodicity, sidestepping issues of missing fundamentals
and nonperiodic tones. Later, in discussing combination tones, Helmholtz
wrongly attributes the perceived pitch to a partial created in the ear by
nonlinear interactions as we mentioned earlier. (This may actually happen
for very loud tones, however.) Helmholtz apparently thought that hearing a
tone or pitch of f meant a partial at f had to be present, but his discussion
is ambiguous because he is imprecise about the presence of pure partials
in the perceived tone. This absolutely key point was muddled up in On
the Sensation of Tone, for, as his translator, John Ellis, said, “Even Prof.
Helmholtz himself has not succeeded in using his word Ton consistently
for a simple tone only” (that is, a simple partial). This is the one thing he
should have made crystal clear, but he repeatedly fails to do so: Does one
always hear a sinusoidal partial oscillating at any given perceived pitch? The
answer is, clearly, no, but Helmholtz never quite framed the question this
way.

The key point is not to confuse pitch with presence of a partial at the
frequency of the perceived pitch. Create the tone 200+400+600+800 Hz,
in Fourier or Partials, and then raise and lower the amplitude of the 200 Hz
partial, all the way to zero. Concentrate on what a 200 Hz partial sounds
like, and try to hear it when it is at zero amplitude. You won’t hear that
partial, but you will hear the 200 Hz pitch.

Three of four excellent scientists made serious but different mistakes
when trying to explain the dominance of the lowest “root” fundamental
in pitch perception, whether or not a partial is actually present at the
root frequency. Again, the fact that such talented people made mistakes
testifies to the pitfalls associated with trying to be objective about one’s own
subjective sensations.

23.10
ADramatic Residue Pitch Effect

To drive an important point home, consider figure 23.6 (and the sound
file 50 Hz Missing Fund, available on whyyouhearwhatyouhear.com). This
track begins with a 200 Hz periodic tone with partials at 200, 400, and
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Figure 23.6
The sound trace for the transition region
for the example audio file,
50HzMissingFund. Up to about 1.9
seconds, the sound is an ordinary complex
200 Hz tone with three partials, but after
2.1 seconds it has a partial every 50 Hz
starting at 200 Hz and ending at 650 Hz.
This latter progression has a 50 Hz
frequency—four times smaller than the
200 Hz frequency at the beginning. This
longer period can be seen in the trace
after 2 seconds. A strong sensation of
50 Hz sound emerges as the new partials
come in, but there is no 50, 100, or 150 Hz
component at all. The autocorrelation
functions (bottom) reveal the transition
from a 200 Hz pitch to a 50 Hz pitch.

600 Hz. The power spectrum is shown at the upper left in figure 23.6;
the corresponding sound trace is shown in the first part of the middle
panel. The autocorrelation is shown at the lower left. The pitch heard is
200 Hz, and the autocorrelation has a prominent peak at 1/200 = 0.005 s.
Starting just before 2 seconds into the file, partials at 250, 300, 350, 450,
500, and 550 Hz are added. Despite the fact that all of these partials are
higher in frequency than the original perceived pitch and higher than the
lowest partial originally present, the pitch drops by two octaves to 50 Hz!
There is no 50, 100, or 150 Hz component at all. The T = 0.02 second
periodicity, corresponding to 50 Hz, is clearly seen after the 2-second mark
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in the sound trace. The GCD of 200, 250, 300, . . . is of course 50 Hz, which
as we discovered in section 3.9 is the period of the combination of the
preceding partials. The autocorrelation now has its first prominent peak
at 1/50 = 0.02 s, as seen in the lower right.

Truth or Illusion?

The acoustics group at the University of New South Wales dubs the residue
pitch effect an “auditory illusion,” which is another way of saying that pitch
is not really there. This is compatible with the idea that pitch is a sensation
like hot or cold, but perhaps the word illusion is too strong, because it is by
design that we process pitch the way we do.

When confronted with the strong dominance of the fundamental over
higher partials in musical tones, Ohm also referred to auditory illusions
or tricks that the mind was playing. He viewed this as some kind of an
anomaly, rather than a necessity or at least a preference of the human mind.

We prefer the terms executive summary or token of reality rather than
illusion, since many illusions, especially visual ones, are unexpected and
sometimes just plain weird side effects of the way our sensory systems
work. The sensation of pitch is not a weird side effect. It serve a purpose. If
something is vibrating at 100 Hz, we are much better off hearing a 100 Hz
pitch, which is telling us the truth: the object is vibrating at 100 Hz. The
fourth overtone partial at 400 Hz might be the loudest frequency arriving at
our ears, and 100 Hz may be absent, but why would we want to be distracted
by that? The pattern of partial strengths is cast into the sensation of timbre.

Small speakers in a laptop are very poor at creating low-frequency
sound. If an object producing the sound is much smaller than the typ-
ical wavelengths of the sound produced, the pressure (force) and the
acceleration at the surface of the object are nearly in phase, as explained
in section 7.11. Once the object is appreciable in size compared to the
wavelength, it is possible for the force and velocity to be more nearly in
phase, greatly enhancing the work done on the air by the vibrating object,
and therefore its loudness. Small laptop speakers can produce only a very
weak tone if driven sinusoidally at 100 Hz (wavelength about 3.5 meters,
much larger than the speakers). However, because of the residue pitch
effect, the same speaker producing a 100 Hz complex tone gives rise to the
strong sensation of a 100 Hz pitch, in spite of the near total absence of a
100 Hz partial, and a very weak 200 Hz partial.

23.11
Autocorrelation and Pitch

The dramatic change from a 200 Hz pitch to a 50 Hz pitch after adding
partials no lower than 250 Hz was accompanied by a shift in the first large
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peak in the autocorrelation from 5 ms to 20 ms—that is, the inverse of
200 Hz and 50 Hz, respectively. The 50 Hz pitch was heard in the absence
of the first three partials—namely, 50, 100, and 150 Hz.

The idea that autocorrelation is what determines pitch came rather late,
only in 1951, suggested by J.C.R. Licklider. The notion seems to have had a
rather lukewarm reception in the literature ever since, yet autocorrelation
is what pitch estimators use in many sound analysis programs, such as
Praat and Audacity. Physiologically, it is not clear whether autocorrelation
is literally computed in a neural circuit or merely strongly related to
whatever is. The autocorrelation idea is an example of a temporal theory
of pitch perception. We will expand on how autocorrelation may be used
to determine pitch shortly, but it works so well in so many circumstances
that it seems safe to say this: Beware of any theory of pitch perception that
entirely leaves out autocorrelation.

Autocorrelation was defined in chapter 4. It can be constructed from
the power spectrum, and is therefore equivalent to it. A peak in the
autocorrelation function at a time τ means that the function tends to be
similar to itself at times t and t + τ , for all t. Unlike periodic sounds, which
are strictly correlated with themselves (doing the same thing at the same
time intervals forever), a less than perfect correlation peak (peak height less
than one) only implies a tendency to mimic what came a time τ before.

The autocorrelation predicts the residue pitch effect. In this case, the
peaks in the autocorrelation function reflect what we already knew from
the periodicity of the sound. Strict periodicity is reflected in autocorrelation
peaks that are as prominent as the first peak at time zero. The ultimate
test of the autocorrelation idea involves perceived pitches of nonperiodic
sounds.

An early, tall, isolated peak in the autocorrelation function will deter-
mine a perceived pitch, as the inverse of the time of the peak. Clearly,
given some wiggly autocorrelation function, notions of early, tall, and
isolated are qualitative at best. However, this is just as it should be.
Pitch is itself qualitative—its sensation can be weak or strong, there can
be more than one pitch present, and attention can be focused on each
pitch separately. (Just as we can hear out partials, we can also hear out
separate notes—separate collections of partials—even though this ability
may require contextual cues.)

23.12
A Simple Formula for Pitch

A simple, approximate formula for the pitch seems to work very well in
a reasonable range of circumstances. The idea is to find a good approx-
imation to the time of early, tall autocorrelation peaks, given the set of
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amplitudes and frequencies as input. At the top of this peak, the slope of
the autocorrelation function is zero; an approximation is developed for the
time of such a peak, and then its inverse gives the frequency.4 Given a set
of frequencies fn and amplitudes an (power pn = a2

n), the virtual pitch f̄
that will be heard is given by

f̄ ≈
∑

n
a2

n f 2
n∑

n
a2

n Nn fn
=
∑

n
pn f 2

n∑
n

pn Nn fn
, (23.1)

where Nn is an integer depending on fn: Nn = [ fn/ f̄ ], where [. . . ] is
the integer nearest to the quantity inside the brackets—for example, [5.23]
= 5; [4.9]=5. This definition is slightly circular in that f̄ depends on the
integers Nn, which itself depends on f̄ , but in practice a self-consistent set
of integers can usually be found.

As a test of the formula, we try the frequencies 820, 1020, and 1220 Hz
of equal amplitude. The GCD of 820, 1020, and 1220 is 20, right at the
threshold of hearing. This pitch seems an unlikely perceptual result of
combining these much higher frequencies. In his book The Science of
Musical Sound, John R. Pierce cites this case as an interesting example and
reports that the perceived pitch is 204 Hz; formula 23.1 using N1 = 4, N2 =
5, N3 = 6 gives 203.9 for amplitudes a1, . . . = 1, 1, 1. (Pierce did not
report the amplitudes, but, by experimenting with the formula, it is found
that the frequency is only mildly sensitive to them within reasonable limits.)
Figure 23.7 makes the situation clear. The autocorrelation function is
shown as a thick black line, and the individual cosine terms contributing to
the autocorrelation are shown in color. The small numerals near the peaks
of the cosines count the number of full oscillations starting at time equal to
zero. Near time t = 0.0049, the 820 Hz frequency has oscillated four times,
the 1020 Hz frequency five times, and the 1220 Hz frequency six times; thus
N1 = 4, N2 = 5, N3 = 6. A large peak rises at t = 0.004904, since all three
cosines return to 1 near this time, although not exactly at the same time.
The corresponding frequency is f = 203.9 = 1/0.004904 Hz. In spite of
earlier recurrences (peaks), which would correspond to higher frequency
pitches, this later recurrence is much stronger and dominates our sense
of pitch. Precise measurement of the recurrence time from the autocorre-
lation function and formula 23.1 both give f = 203.9 Hz. By plotting the
autocorrelation function for a much longer time (figure 23.8), we can easily
see why 20 Hz is not the perceived pitch. There are many strong recurrences
reached before 50 ms, which is the time corresponding to 20 Hz, and even

4In calculus language, we take the derivative of the autocorrelation and set it equal to
zero, dc(τ )/dτ = 0, and search near the recurrence we’re looking for. Using the approximation
sin(x) ≈ x, valid for small x, we get formula 23.1. This formula was first used in 1982 in the context
of molecular spectroscopy, by J. Zink and the author.
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Figure 23.7
Autocorrelation function (black curve)
analyzed for the perceived pitch
corresponding to frequencies 820, 1020,
and 1220 Hz with equal amplitudes. The
autocorrelation function is the sum of the
cosines shown in color.

0.01 0.02 0.03 0.04

Peak at t = 0.0049044
f = 203.9 Hz

Peak at t = 0.05
f = 20 Hz

Time

A
ut

oc
or

re
la

tio
n

1

–1

0.060.05

Figure 23.8
Longer time autocorrelation function
analyzed for the perceived pitch
corresponding to frequencies 820, 1020,
and 1220 Hz with equal amplitudes. The
autocorrelation function has a perfect
recurrence at 50 ms, but it is only slightly
higher than the many that have come
before.

though the strongest one (by a slight amount) occurs then, apparently the
earlier peaks have drawn our attention to higher pitches.

A similar problem was considered by R. Plomp in 2001 (R. Plomp, The
Intelligent Ear), using the frequencies 850, 1050, 1250, 1450, and 1650 Hz,
which have a GCD of 50 Hz. Plomp reported that people perceive “about
210” Hz. The autocorrelation function peak suggests 209.2; and formula
23.1 using N1 = 4, . . . , N5 = 8 gives 209.13 for amplitudes a1, . . . =
2, 2, 1, 1, 1. Plomp did not seem to favor the autocorrelation idea; he
advanced several other explanations for the apparent frequency shift.

We can check the autocorrelation formula against the class of examples
suggested by Rausch and Plomp,5 who plotted the residue pitch (they

5R. A. Rausch and R. Plomp, “The Perception of Musical Tones,” in The Psychology of Music,
ed. D. Deutsch, Academic Press, New York, 1982.
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Figure 23.9
Residue pitch against c, for the series
200 + c, 400 + c, 600 + c, 800 + c, 1000 + c,
for c on the interval (350, 950). Black lines
and numbers: Results of Rausch and Plomp.
Red lines and numbers: Autocorrelation
results (both numerical and from
formula 23.1—they are very close to each
other). The appropriate integers Nn to use in
formula 23.1 are shown in red at the top.

called it the low pitch) against c , for the series 200 + c, 400 + c, 600 +
c, 800 + c, 1000 + c , for c on the interval (350, 950). Their results, based
on experiments with volunteer subjects, are shown in figure 23.9, taken
from the article in Deutsch’s book, The Psychology of Music, along with
our autocorrelation results. As c is increased, the appropriate integers Ni
change, and are given at the top of the figure. The pitch obtained by
autocorrelation (either by numerical peak finding, or from our simple
formula 23.1—the results in this case differ by less than 1 Hz over the
whole range) are shown in red. It is seen that the autocorrelation gives
an essentially perfect estimate of the perceived pitch. At 1100, 1300, and
1500 Hz, there is an abrupt discontinuity in pitch, and at those frequencies
the dominant pitch is indeed ambiguous.

The residue pitch formula estimates the time of maxima in the auto-
correlation function, and therefore the corresponding pitch frequency. We
can change which peak is being estimated by adjusting the Ni . However,
this does not say which pitch dominates in marquee effect cases (see the
following).

23.13
Examples: Autocorrelation and Pitch

A periodic signal with period T is perfectly correlated with itself at
multiples of the period: whatever its value at time t, it is duty bound to be
the exactly same a time T later, or any multiple of that time later. Likewise,
c(nT ) = 〈y(t)y(t + nT )〉 = 〈y(t)2〉 = c(0) is perfectly correlated, where n
is an integer. So, for a periodic signal, we expect the autocorrelation c(τ ) to
be big at τ = 0, and the same value again at times τ = nT . In terms of our
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Figure 23.10
A: A “normal” power spectrum based on a
100 Hz fundamental (left), and its
autocorrelation (right). Notice the periodic
revival at T = 0.01, 0.02, . . . second. B:
With the fundamental removed (left), the
autocorrelation (right) is still periodic, with
the earliest strong revival again at
τ = 0.01 second. C: By increasing the
strength of the 200 Hz second partial, a
revival at τ = 0.005 second begins to
form. Eventually, this becomes the
dominant early revival, and our ear-brain
system will switch over to hearing a 200 Hz
tone, rather that the 100 Hz residue pitch.

formula,

c(τ ) = a2
1 cos(2π f τ ) + a2

2 cos(4π f τ ) + a2
3 cos(6π f τ ) + · · · . (23.2)

This is clearly periodic with period T = 1/ f as expected. Since cos(0) =
cos(2nπ) = 1, the correlation is large and positive at τ = 0 and every pe-
riod T thereafter. We show c(τ ) for a typical periodic tone in figure 23.10A.
Figure 23.10B shows the power spectrum and autocorrelation in A with
the fundamental at 100 Hz removed. Last, in C, we see the spectrum and
autocorrelation with the fundamental at 100 Hz still removed, but with the
second partial at 200 Hz boosted. Now we notice a stronger, but still not
dominant, revival at τ = 0.005, although the periodicity is still T = 0.01
second. If the 200 Hz partial towers over all others, we will start to hear a
200 Hz pitch.

What does our pitch formula predict in the case of the residue pitch
effect—for example, (200, 300, 400, . . .)—as the amplitudes of the par-
tials are varied? The GCD of (200, 300, 400, . . .) is 100, and the period
T = 1/100, the same as if the fundamental were present. The period
corresponds to a frequency of 100 Hz, but the lowest frequency present is
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200 Hz. We have
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nn f0 · n
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n=2
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nn2

∑
n=2

a2
nn2 = f0, (23.3)

that is, it predicts the residue pitch heard is f0.
Consider the series 300, 500, 700, . . . Hz. This has a residue pitch

of 100 Hz. Pierce6 claims that successive odd harmonics of a missing
fundamental do not produce the residue. Backus7 on the contrary, says
300, 500, 700 will have a pitch of 100 Hz, which is just such a case. Fourier
or Partials may be used to to arrive at your own resolution of these
conflicting claims. The autocorrelation has a strong peak at 0.01 second,
corresponding to the residue 100 Hz.

Rausch and Plomp have suggested several interesting examples:

• If we take partials at 850, 1050, 1250, 1450, and 1650 Hz, all of equal
intensity (it is suggested that you try this in Partials), there is a
strong autocorrelation peak corresponding to 207.90 Hz. This is
indeed the perceived residue pitch. Rausch and Plomp report
208.3 Hz, and formula 23.1 gives 207.91, insignificantly different.

• Rausch and Plomp have claimed a dominance region in the
frequency range 500 to 2000 Hz, suggesting that frequencies in this
range are more dominant in determining the pitch than frequencies
that are lower or higher. As an example, they give the frequencies
204, 408, 612, 800, 1000, and 1200 Hz. The first three partials alone
give a pitch of 204 Hz. As an example of the dominance idea, Rausch
and Plomp then report that the result of all six partials is 200 Hz,
noting that the last three partials alone give this residue, and are
within the dominance region. However, without assuming any kind
of special dominance, the autocorrelation peak formula 23.1 gives
200.62 Hz with equal amplitudes for all partials, a near perfect
perceptual match. This actually shows that the dominance idea has
some merit, because higher frequencies, being made up of shorter
wavelengths, make sharper peaks; adding sharp peaks to broader
peaks coming from lower frequencies readily shifts the new
combined peak to be near the sharper peak of the two.

Sounds may have more than one recognizable pitch, as in a musical
chord on a piano or four voices in harmony. However, here we have
to be very careful to acknowledge musical context as part of our ability
to parse separate notes with different pitches from a sound. Recording a
single piano chord and later rather clinically playing a sound bite back to

6John R. Pierce, The Science of Musical Sound, rev. ed., Freeman, New York, 1992, p. 95.
7John Backus, The Acoustical Foundations of Music, 2nd ed., Norton, New York, 1977, p. 130.
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Figure 23.11
D. Deutsch example: 900, 1100, 1300,
1500, and 1700 Hz, run in the MAX patch
Partials. Two autocorrelation peaks,
corresponding to about 216 and 186 Hz,
are revealed.

a listener, out of context, with no attack or finish, could result in a quite
different impression of the sound, compared to listening to the same chord
during a piano recital.

Consider the case 900, 1100, 1300, 1500, and 1700 Hz, suggested by
Deutsch. She states that it is ambiguous, either 216.6 or 185.9 based on
pattern matching (one of the theories of pitch that we will not treat)
with a harmonic series. Indeed, the autocorrelation gives healthy peaks
corresponding to both 215.78 and 186.4 (see figure 23.11).

Recent neurophysiological research has shown that the residue pitch is
established in the auditory cortex within 1/10 of a second of the onset of
the sound.

23.14
Seebeck’s Pitch Experiments

A clever experiment by August Seebeck reveals much about autocorrelation
and our built-in pitch algorithms. It is related to the 100 + 200 Hz partials of
varying relative strength introduced earlier, but it deals with complex tones
and springs from a physical sound source—a siren. Seebeck’s improved
siren, shown earlier in figure 7.19, had eight rows of holes and 10 adjustable
compressed air tubes that could be placed on different rows and adjusted
so as to cause the holes to be exposed at various phases relative to the other
rows.

Seebeck drilled 60 holes in one circular row, but rather than space them
evenly he offset them slightly in pairs, alternating the angle from one hole
to the next: first 5 degrees, then 7 degrees, then 5 again, and so on. That
is, there were pairs of holes 5 degrees apart separated by slightly larger
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Figure 23.12
(Left) Siren holes spaced 6 degrees apart.
(Right) Siren holes spaced alternately 5
degrees and 7 degrees apart. The period
becomes twice what it was with all the
holes 6 degrees apart.

7-degree gaps between holes on adjacent pairs. If all 60 holes had been
instead each 6 degrees apart—evenly spaced—the result of rotating the disk
five times per second would clearly be a 300 Hz complex tone with a 300 Hz
pitch. The uneven set of holes corresponds to taking every other hole in the
even set and rotating it by one degree. If the disk is spun again at 5 Hz, 300
holes pass by the air source per second, the same number as when the holes
were exactly evenly spaced. It seems that the pitch should again be 300 Hz.
Instead, the pitch drops an octave, to 150 Hz (figure 23.12).

MAX Siren (see figure 7.18) can be used to reproduce the experiment.
Create two rows of holes, 30 each, with zero phase offset. At five revolutions
per second, a 150 Hz pitch is very strong. The holes are sounding in pairs
at exactly the same time, so the periodicity is 150 Hz. Now, using the phase
tool, offset one row of holes by 6 degrees (0.016666 × 2π radians; type
0.016666 in the box). This setting causes the second set of 30 holes to sound
exactly halfway between those of the first set, making a 300 Hz periodicity
with the disk revolving at 5 Hz. The 6-degree offset setting is equivalent to
60 evenly spaced holes in the same row. (We can be sure that the second
row of holes is providing exactly the same pressure profile at each hole as
this first row is, because the sound is being produced electronically. Seebeck
needed to place all the holes in the same row, to ensure that the holes are
all given exactly the same air pressure.)

Up to now, we have established that with zero offset, the pitch is 150 Hz,
and with a 6-degree offset, the pitch is 300 Hz. What happens in between?
Do we hear both pitches in varying degrees? A 5-degree offset of the second
set of 30 holes (0.013888×2π radians) was Seebeck’s choice. Perfect 300 Hz
periodicity happens only at 6 degrees; 5 degrees is not quite periodic at
300 Hz and strictly periodic at 150 Hz. Even though 300 holes are still
passing by the air source per second, the perceived pitch drops an octave,
to a strong 150 Hz with a 5-degree offset.

Since we don’t have to laboriously drill holes, it is tempting to see what
happens as we change the offset from 5 degrees back toward 6 degrees.
To the author, both pitches are apparent at 5.5 (0.015277 × 2π radians)
degrees offset, and the 300 Hz pitch becomes perhaps slightly dominant at
5.75 degrees. That is, not until the holes are almost perfectly evenly spaced
does the pitch finally start to switch to the higher frequency.

The data are summarized in figure 23.13, which shows the autocorrela-
tion graphs and the power spectra for 6, 5.75, 5.5. 5.0, and 0 degrees offset
of the second set of 30 holes.
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Figure 23.13
Autocorrelation and spectrum plots for
the Seebeck siren experiment, wherein
exact periodicity of the holes is slightly
broken in favor of pairs. Seebeck used 60
holes, with each hole spaced by 5, 7, 5, 7,
. . . degrees from its neighbor, where 6, 6,
6, 6, . . . would be even spacing of 60 holes.

TheMarquee Effect

These experiments and the data in figure 23.13 give clues as to our built-
in neural algorithms for determining pitch. The first and last cases are
unambiguous, with the first large autocorrelation peaks at 3.333 and 6.666
milliseconds, corresponding to 300 and 150 Hz, respectively. The spectra
reflect this periodicity. The middle cases are ambiguous and instructive.
The game being played is to decide which autocorrelation peak determines
pitch. It is possible to have a near tie, in which case we will hear two distinct
pitches. The rules seem to be

Key point: Earlier peaks are favored, taller peaks are favored, sharper
peaks are favored.

There are limitations. For example, peaks may arrive too late to control
our sense of pitch, even if they are tall. These rules can lead to a tie
between an earlier, slightly smaller peak, giving a high-frequency pitch,
and a later, taller peak, giving a lower pitch. It is a little like two stars
who both want top billing on a movie marquee. Someone gets first
billing, don’t they? Not necessarily. Who is first in the marquee shown in
figure 23.14? You may have a definite answer in this case, but not everyone

Starring . . . Mimi Bueno

Mercedes Ford 

Figure 23.14
Who’s got first billing? This is analogous to
one form of the octave ambiguity
problem.
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Figure 23.15
An impossible (in 3D) Penrose staircase.

will agree. The position of the names can be manipulated until they have
equal billing for a given person. All this is in good analogy with pitch—
people will switch over to hearing both pitches as equally important at
different points in the competition between first, sharpest, and tallest. We
dub the “earlier peaks are favored, taller peaks are favored, sharper peaks
are favored” the marquee effect.

The marquee effect model of pitch perception serves as a rough guide
to the pitch(es) we perceive. It is a very useful exercise to set up MAX
Partials with 12 or 15 partials and manipulate them, watching the effect
on the autocorrelation function and listening to the pitch. The pitches
heard are definitely context dependent; you hear different things depending
on whether you leave the sound on while switching partial strengths, and
so on.

23.15
Shepard Tones

One of the most famous auditory demonstrations is called the Shepard-
Risset tones, or Shepard tones, after the inventors. By a very clever choice
of the amplitudes and frequencies of the partials, Shepard tones present a
rising pitch from one semitone to the next. But after 12 rising semitones,
the pitch winds up where it started! This feat is frequently compared to
the impossible Penrose stairs, a 2D drawing of a 3D staircase invented
by the physicist Roger Penrose and his father (figure 23.15). Every step is
up (or every one down in the other direction), and yet one returns to the
starting place. The illusion springs from an ambiguity of a two-dimensional
rendering of what is in reality a three-dimensional object. The Shepard-
Risset tone illusion stems ultimately from a pitch ambiguity, and we shall
analyze it in several ways, as it is quite revealing.

It is not difficult to explain how Shepard tones actually work, yet this
is seldom done. An equal-tempered scale climbs frequency as factors of
21/12 per semitone. Normally, each note would have all the partials above
it as integer multiples of the base frequency. However, Shepard used only
a subset of these, those that are powers of 2, i.e., 2n, n = 0, 1, 2, . . . above
the first partial. The other partials are given no amplitude. The frequencies
used in a complete octave climb up 12 semitones are then

fm,n = 2m/122n f0; m = 0, 1, . . . , 11; n = 0, 1, 2, . . . . (23.4)

If m = 0, the first step in the sequencing of seeming rising pitch, the
frequencies are f0, 2 f0, 4 f0, 8 f0, . . . . If m = 12, the tone is back to exactly
where it started; the frequencies are 2 f0, 4 f0, 8 f0, . . . , almost the same;
except missing f0. Here is where the amplitude management comes in: an
envelope is used that modulates the partials according to a fixed function
or shape. The amplitude of a partial depends strictly on the frequency of
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Figure 23.16
The Shepard tones scenario is shown here
as successive upward progression of all
the frequencies with amplitudes
modulated by an envelope function. Only
a few larger intervals are shown for clarity.
After 12 semitones, the original black
partials are exactly replaced; thus the tone
has returned exactly to its former self.
However, each of the semitone steps is an
unmistakable upward change in pitch.

Figure 23.17
A sonogram revealing the structure and plan of the continuously and forever rising
Shepard tone (left) and falling glissade Risset tone pitch illusions. Notice the self-similar-
ity of the sonograms over time; these sound progressions could indeed continue forever
without changing. The vertical lines reveal the fundamental repeated unit of the pattern.
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that partial, according to the envelope, which modulates the amplitudes as
an = E ( fm,n). Specifically, this envelope has the property E ( f0) = 0—that
is, it is 0 at frequency f0. This makes the m = 0 and m = 12 amplitudes
and frequencies the same, so after an octave of semitone steps we have
arrived back where we started, yet every semitone step is a rise in pitch.
Figure 23.16 shows the spectrum and the envelope. We can also see the
scheme in a sonogram (figure 23.17). After one octave rise in pitch, the
pattern of amplitudes and frequencies is exactly where it started, which is
confirmed by the sonogram. The vertical lines in figure 23.17 reveal the
fundamental repeated unit of the pattern.

Shepard Tones and Autocorrelation

The autocorrelation reveals the secrets of the Shepard tones in another way.
The scale and the steps are given in equation 23.4. We pick one of the tones
in the sequence (figure 23.18).

Using the Mathematica CDF player you can download the Shepard
Tones Wolfram Demonstrations Project applet from the wolfram.com
website. This allows you to play the tones in any order you choose. The
12 buttons are arranged in a circular pattern, which is appropriate since the
pattern exactly repeats at 12 intervals.
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Figure 23.18
Autocorrelation of the sound for one stage of the Shepard series. The two arrows show
autocorrelation peaks that could be expected to give pitch sensations. In the next
(nominally higher) tone in the Shepard series, both of these peaks move to the left,
which raises their pitch. This can continue indefinitely, since the innermost peak loses
amplitude as it approaches short times, becoming insignificant. The next peak takes its
place, and peaks farther out that were too distant at first to capture our attention move
left to gradually take the place of the peak that originally controlled the pitch. Even with
this scheme, some notes are qualitatively different from others: some give a stronger
sensation of two pitches; others reveal, with practice, the low frequencies sneaking in to
eventually take the place of higher ones when they approach t = 0.
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Every step clockwise to the next note is an apparent semitone higher in
pitch. There is a left shift of the autocorrelation peaks (which means they
appear earlier in time and correspond to higher pitch), and there are small
changes in their shape and height. The shift is just that required for the
pitch to rise a semitone. When the first two tall peaks are about equal in
height, they are an octave apart and both can be heard. Both tones rise in the
next clockwise step up (both peaks shift left), but the peak closer to t = 0
(higher pitch) starts to diminish in height, gradually making the lower pitch
more dominant even though each clockwise step raises the pitch of both
peaks by moving them left. Eventually, new peaks moving from the right to
left arrive, after 12 steps, to exactly reproduce the starting autocorrelation
function.

Can the Shepard effect be achieved without such careful parsing of
partials? The answer is yes, although perhaps not quite so convincingly.
The basic idea is to use many notes across a wide frequency range, with
the highest and lowest notes muted and the loudest notes in the middle of
the range. Play successive rising (or falling) intervals while fading in or out
notes at the extremes. Shepard-like effects have been used by the rock band
Queen in the song “Tie Your Mother Down,” have been exploited by Pink
Floyd, and appear in the works of Bach and Chopin. Risset constructed a
continuous glissade version of Shepard’s discrete tones (figure 23.17, right).
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Figure 23.19
The Shepard tone illusion from the point
of view of the autocorrelation functions,
shown here for the notes of the Shepard
Tones Mathematica applet. The scale is
described in equation 23.4. Every
clockwise step to the next note is a
semitone higher in pitch. Every clockwise
step (1 → 2, 2 → 3, and so on) gives a left
shift of the autocorrelation peaks (which
means that they appear earlier in time and
correspond to higher pitch) and small
changes in their shape and height. The
shift is just that required for the pitch to
rise a semitone. When the first two tall
peaks are about equal in height, they are
an octave apart and both can be heard.
Both tones rise in pitch at the next
clockwise step (both peaks shift left), but
the peak closer to t = 0 (higher pitch)
starts to diminish in height, gradually
making the lower pitch more dominant
even though each clockwise step raises
the pitch of both peaks by moving them
left. Eventually, new peaks moving from
the right to left arrive, after 12 steps, to
exactly reproduce the starting
autocorrelation function.
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Figure 23.20
The same pattern of exactly repeated
intervals of rising frequency seen in the
Shepard tones are seen here in a sonogram
of the Risset rhythm (RissetRhythm).

The evolution of the autocorrelation as the tone progresses through 12
steps “up” is shown in figure 23.19.

As Risset also realized, the general ideas behind Shepard tones can be
applied to rhythm by using several percussionists, bringing in the slowest
beating softly, everyone speeding the beat up from moment to moment,
and fading percussionists out as their beat gets very rapid (figure 23.20).
A percussionist who has been thus eliminated returns to soft slow beating,
and so on. In section 23.22, we suggest that the concept of pitch be extended
well below the nominal 20 Hz lower frequency limit of human hearing. In
this light, the Risset beats and Shepard tone phenomena are the same—both
are playing the same game with pitch.

A sonogram of the sound file (RissetRhythm.mp3, on whyyouhear-
whatyouhear.com) reveals the self-similar rising pattern familiar from the
Shepard tones (figure 23.20).

23.16
Chimes: Pitch without a Partial

We return to the perceived pitch, or strike note, of bells and chimes, which
vibrate at many frequencies, just as a plucked string does. The clapper of a
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bell excites many modes at once; a complex vibration of the bell ensues that
is a linear superposition of all these modes, each of which corresponds to
a pure sinusoidal partial. If a mode has an antinode where the clapper hits,
it tends to be strongly excited, and if it has a node there, it will be silent.
This is the same principle as a plucked string, the difference being that the
partials of the bell are not evenly spaced. There is no definite period of the
resulting tone, and no unambiguous frequency that is the inverse of this
period, yet “true” bells have a definite pitch—after all, they have to be able
to ring out a tune.

The perceived pitch of a bell is usually not among the partials present.
To achieve a pleasing tone, the partials cannot be placed helter-skelter. It
is still an art to make a great-sounding church bell. The first, or lowest,
partial tone is called the hum tone and is the simplest ellipsoidal vibration
of the bell, in which the bell oscillates in the same way as the bowl shown
in figure 20.10.

Many people find the unequally spaced partials in a bell or chime easier
to hear out than the equally spaced partials in a periodic tone. We take
as an example the sound file Strike Note of a Chime from the Acoustical
Society of America’s audio demonstration disk.8 In this demonstration,
the same chime tone is repeated nine times. The first time, we hear the
chime; the next seven repeats are preceded by a pure sine tone at successive
(inharmonic) partials contained in the chime tone. Although a trained ear
can certainly hear the individual partials in the original tone with no help,
the tendency on first hearing the chime is to listen holistically, taking in
its pleasing timbre and hearing a definite overall pitch. However, after an
individual partial is played, it is impossible for most people not to hear
that particular partial ringing strongly in the subsequent chime tone, even
though the chime playback is identical to the ones that preceded it. In effect,
we are forced by the playing of the pure partial to hear the subsequent
chime tone analytically. The last repetition of the chime is followed by the
pure sine tone at the pitch of the chime. The pitch does not coincide with
one of the chime’s partials.

The Hosanna Bell in Freiburg

The Hosanna Bell in Freiburg, Germany, was commissioned in 1258.
It is of a design now considered antiquated; its partials are not well
spaced by modern criteria, owing ultimately to its shape. The bell is
“long waisted” and “shaped like a large flowerpot with a heavy rim”
according to William A. Hibbert, whose excellent 2008 PhD thesis (The
Open University, Milton Keynes, United Kingdom) on bells includes a

8Houtsma, Rossing, and Wagenaars.
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Figure 23.21
The power spectrum and autocorrelation
for the Hosanna Bell in Freiburg, Germany,
as rung normally by its clapper. There is a
distinct peak in the autocorrelation at
t = 1/308 s, corresponding to a 307.3 Hz
average pitch reported by observers. The
residue pitch formula 23.1 yields 308.6 Hz.

study of the Freiburg Hosanna. The Hosanna has a very definite pitch,
which most people agree is near 308 Hz, rather high for a bell of this
size. The partials are at frequencies 135.4, 267.4, 346.4, 365.8, 615.8, 912,
1231.6, 1582, 1962, 2356 Hz, with relative amplitudes 0.28, 0.5, 0.82, 0.1,
1.1, 0.85, 0.75, 0.2, 0.3, 0.25. Figure 23.21 shows the power spectrum and
the autocorrelation using just this data. The residue pitch (formula 23.1)
using Nn = (0, 1, 1, 2, 2, 3, 4, 5, 6, 8)—arrived at by counting the nearest
whole number of periods of each partial present—is 308.6 Hz.

Pitch of a Kettle Drum

A well-struck kettle drum might have partials at 128, 192, and 256 Hz,
which “should” give a residue pitch of 64 Hz, since these frequencies are
all multiples of 64 Hz. However, almost everyone reports a pitch of 128 Hz
instead. The 128 Hz component may dominate, but if the next two have a
reasonable amplitude, a constant tone (as opposed to the kettle drumstrike)
with these components does have a pitch of 64 Hz (although 128 can also
be heard). The kettle drum, however, stubbornly seems to be 128 Hz.
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Figure 23.22
(Left) The autocorrelation function of the sound of a single strike of a kettle drum. Peaks
corresponding to 64 Hz pitch and 128 Hz pitch are competing for dominance according
to the marquee effect principle (see section 23.14). For most listeners, the pitch reported
is 128 Hz. (Right) We synthesized a summary version of the tone, having only 128, 192,
and 256 Hz components. Two sound traces and two corresponding autocorrelations are
displayed. One tone was cut off rapidly, the other, less so. The pitch of the weakly
damped tone when played over a speaker system is indeed often perceived an octave
below the strongly damped one, as Rossing predicted, even though they differ only in
how fast they are cut off. The autocorrelation gives some support to this impression: we
note that for the longer lasting tone, the 64 Hz peak is taller and more prominent relative
to the 128 Hz peak.

Figure 23.22 shows the autocorrelation for a recorded strike of the kettle
drum. We see that the competition for “first billing” on the marquee is set
up (see section 23.14) with an earlier peak at 128 Hz and a later but taller
peak at 64 Hz. Apparently, here the earlier one wins.

Rossing speculated that the short duration of the kettle drum strike had
something to do with the 128 Hz perception. To test this, we create artificial
kettle drum strikes, and check whether the autocorrelation measure of
pitch might lend support to this idea. Using amplitudes (1, 0.6, 0.3), in
that order, for the 128, 192, and 256 Hz partials, we listen to the result
for various exponential damping rates. A very interesting trend emerges:
a short cutoff of the sound does cause the dominant pitch to rise an
octave. Moreover, the autocorrelation measure confirms or at least makes
plausible this trend, showing that the peak corresponding to a 64 Hz pitch
becomes more prominent relative to the earlier 128 Hz peak as the tone
is lengthened. (See figure 23.22, right, and listen to shortkettle.wav and
longkettle.wav, available on whyyouhearwhatyouhear.com.)

23.17
Repetition Pitch

Noise is a common companion out-of-doors. The rustle of leaves, the
sound of a waterfall, waves on a beach, feet shuffling along the ground
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are all noise sources. We now have many additional sources of outdoor
noise, such as jet aircraft, cars passing by, and the general din of cities.
The power spectrum of such noise is often not gathered into many
sharp peaks, but rather diffused over very broad frequency ranges. If
an average is taken over a long time, the power spectrum is a smooth
continuum.

If a complex periodic tone of frequency f and period T = 1/ f is
time delayed by half of its period—a time T/2—and added to its original
self, the pitch of the tone will go up by an octave. The lowest partial,
and in fact every odd (the 3rd, the 5th, and so on) partial above it, is
nullified if it is added to itself half a period later: these partials are always
the negative of themselves half a period of the fundamental earlier. For a
100 Hz tone, this is a delay of 0.005 s. If all the odd partials in a 100 Hz
tone with 100, 200, 300, 400, . . . Hz partials are killed, leaving 200, 400,
600, . . . Hz, a 200 Hz pitch results (an octave higher). This fact figures in
our explanation of Lord Rayliegh’s harmonic echo, wherein he heard an
echo of a woman’s voice return at an octave higher than it left (see section
28.4). The autocorrelation of the signal reveals the repetitions as peaks
and valleys shaping the power spectrum at the receiver accordingly (see
figures 21.3 and 21.4). We discuss commonly encountered examples of this
next.

Huygens at Chantilly

Very likely the first discovery and explanation of repetition pitch was
provided in 1693 by Christian Huygens at the castle of Chantilly in France.
Huygens is renowned for his theories of wave propagation; we encountered
him in connection with refraction (see figure 2.9 and surrounding discus-
sion). He noticed that the sound of a fountain located near a large set of
steps is colored by a dominant pitch, and he correctly surmised that the
reflections of the fountain noise by the nearby steps caused a repetitious
echo consisting of a sequence of small echoes, one from each step. For 1/2
meter separating the steps, the echo from a hand clap near the fountain
would send back echo pulses 340 to the second, giving a frequency of
f = 340. The sound of the fountain is noisy, but the pitch can be heard
nonetheless. The fountain noise can be thought of as thousands of little
claps per second, each of which gets a repetition pitch echo. Huygens’s own
observations are remarkably modern, and his way of explaining the pitch
that is heard is worth reading:

When one is standing between the staircase and the fountain, one
hears from the side of the staircase a resonance that possesses a
certain musical pitch that continues, as long as the fountain spouts.
One did not know where this tone originated from or improbable
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Figure 23.23
The Stairway to Heaven, Temple of
Kukulkan, Chichén Itzá, Mexico. Courtesy
Daniel Schwen, Creative Commons
Attribution—Share Alike 3.0 Unported
license.

explanations were given, which stimulated me to search for a better
one. Soon I found that it originated from the reflection of the noise
from the fountain against the steps of the staircase. Because like every
sound, or rather noise, reiterated in equal small intervals produces a
musical tone, and like the length of an organ pipe determines its own
pitch by its length because the air pulsations arrive regularly within
small time intervals used by the undulations to do the length of the
pipe twice in case it is closed at the end, so I imagined that each,
even the smallest, noise coming from the fountain, being reflected
against the steps of the staircase, must arrive at the ear from each step
as much later as the step is remote, and this by time differences just
equal to those used by the undulations to travel to and fro the width
of one step. Having measured that width equal to 17 inches, I made a
roll of paper that had this length, and I found the same pitch that one
heard at the foot of the staircase.9

Temple of Kukulkan, Chichén Itzá

There is a famous chirp echo at the stairs of the Temple of Kukulkan,
Chichén Itzá, Mexico (figure 23.23). The downward trending chirp can
be seen in the sonogram in figure 23.24. A simulation in Ripple shows in
detail how the chirped echo forms and how it differs depending on the

9Translated by Frans A. Bilsen, Nederlands Akoestisch Genootschap, 178 (2006), 1–8.
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Figure 23.24
Sonogram of a handclap and return echo
at the Stairway to Heaven, Temple of
Kukulkan, Chichén Itzá, Mexico, on the
Yucatan Peninsula, which comes back in
the form of a chirp.
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Figure 23.25
Ripple simulation of the chirped echo at the
Stairway to Heaven, Temple of Kukulkan,
Chichén Itzá, Mexico. The sound source was
a sudden pulse at the lower left; the circular
pressure wave emanating from the source
can be seen traveling upward above the
stairs, while successive reflections of that
wave off the stairs are returning to the
region of the source.

position of the listener. The running simulation is shown in figure 23.25,
where individual reflections from the stairs are heading back to the source
in the lower left corner.

The geometrical reason for the chirped echo is revealed in figure 23.26.
The pulses returning to the source at the bottom of the stairs have diffracted
off the top edge of each stair. The sound pulses arrive after a round-
trip from source to edge and back. Therefore, the time delay between a
given returning pulse and the next one from the stair above it is twice the
difference in distance divided by the speed of sound. It is seen from the
inset in figure 23.26 that the difference goes from being close to a, the step
width, for sound coming from near the bottom of the stairs, to close to
(a2 + h2)1/2, where h is the rise of each stair, near the top of the stairs. This
increased time delay for pulses arriving later accounts for the lower pitch.

The frequency of the chirp and its evolution with time clearly depend on
the geometry of the stairs and the location of the source and listener. It is
interesting to consider what a listener would hear standing on a platform
10 m above the source at the ground. It would be quite different in some
respects!

Ground Reflections

In fact, it takes just one repetition to give the sensation of pitch. You may
have heard this many times without realizing it. Standing on hard ground
or perhaps next to a building, sound can reach you by two different paths
from a source. One is on a straight line through the air, and the other
takes a single bounce before reaching your ears. Whatever you hear on
the first path is quickly repeated on the second, with a delay controlled
by the extra distance the sound travels on the second path and the speed of
sound. Suppose the sound source is essentially white noise—for example, a
jet overhead. White noise is characteristic of air jets and turbulence, and is
an important source of sound, including in speech. (We discussed jet noise
in section 14.7.) The perceived pitch f is given by the reciprocal of the delay
time τ , f = 1/τ . If there is a 0.01 second delay of the bounced sound, a
100 Hz pitch can be heard, which, however, is far from being a musical tone.
In fact, one quickly becomes accustomed to the 100 Hz coloration, and it
helps to change the sound by moving closer to or farther from the ground,
or by moving the source itself, changing the delay and the pitch. One way to
demonstrate the presence of repetition pitch is to play a little tune with it.

Figure 23.27 is a sonogram of a sound file that consists of a short segment
of white noise, followed by the same white noise added to a copy with a
10 ms delay, and then next with a 20 ms delay, followed by a 40 ms delay,
and last an 80 ms delay. The downward jumps in pitch can easily be heard.

The sonogram in figure 23.27 shows the antiresonance “notches” cut
into the uniform white noise spectrum seen at the left of the figure. For the
sound of a jet passing overhead (found in the sound file Jet Airplane Passing
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Figure 23.26
The geometry of the chirped echo at the
Stairway to Heaven, Chichén Itzá, on the
Yucatan Peninsula in Mexico. Successive
rebounds from the edges of the stairs, at
intervals depending on the distance
increase from one stair to the next. Starting
with a sound source at the left, the
round-trip travel distance to the first stair
edge 1 differs from that to the second stair
edge 2 by an amount very slightly greater
than 2a, or twice the width of the stairs. The
later part of the echo coming from farther
up the stairs, however, has a path length
difference of almost twice the hypotenuse
� = (a2 + h2)1/2, or about 40% greater.
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Figure 23.27
Sonogram of a white noise sample (left
strip), followed by the white noise sample
with a copy added with a 1 ms delay, then
with a 2 ms delay, a 4 ms delay, and finally
an 8 ms delay. The notches (and
enhancements between) in the power
spectrum caused by the repetition are
clearly seen. The reader should verify that
the frequencies of the notches are in the
expected positions.

Overhead available at whyyouhearwhatyouhear.com), the sonogram of
which is shown in figure 23.28, the notches are also clearly visible, but
are now continuously changing with time. Starting at the left, as the jet
approaches, the interval between the notches is decreasing and reaches
a minimum when the jet is directly overhead. After the jet passes, the
interval between the notches increases again. The effect is first a falling
pitch, followed by a rising pitch after the jet passes. This effect is not like the
Doppler effect: after the jet passes, the pitch would continue to fall if this
were a Doppler phenomenon (see figure 7.31 or 7.32). If you look carefully,
the whine of the jet engine is a faint trace in the upper part of the sonogram
that does have this Doppler signature. You can hear the whine of the engine
and the Doppler effect separately from the repetition pitch.

In order to hear these repetition pitch effects, the listener must be
standing on the ground or at least on some hard surface of considerable
extent, like the top of a parking structure. You would not hear the effect
from an apartment balcony.

We can estimate the repetition pitch as the jet passes overhead by
computing the path length difference between the direct and bounce paths
(see figure 23.29). To get both lengths, we need only apply the Pythagorean
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Figure 23.28
Sonogram of a jet passing overhead. The
recording was made with a microphone
placed about 1.8 m above the ground. The
repetition pitch falls to 96 Hz when the jet is
overhead; it is higher both before and after.
The geometry is such that the time delay for
the bounce sound is at a maximum with the
jet overhead. Thus, the frequency of the
perceived repetition pitch is at a minimum.
The Doppler effect is also at work here, seen
in the frequency change of a high-pitched
whine of the engine turbine, which starts
above 3600 Hz as the jet approaches. It
declines to around 2400 Hz as the jet
recedes; this pitch is falling over the entire
time interval, and it falls the fastest as the jet
is overhead. This is in contrast to the
repetition pitch, which rises after the jet
passes.
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Figure 23.29
Geometry of sound reaching a microphone
a distance a above ground by two paths, of
length �1 and �2. The path �2 is longer and,
by bouncing once off the ground, gives rise
to a time-delayed repetition of the sound.
The length of the path �2 can be determin-
ed by extending the path along a line un-
derground reaching a distance a below
ground. The determination of path length
�2 then involves a right triangle and the
Pythagorean theorem, as does the path �1.
The time delay is given by the difference
between the two path lengths divided by
the speed of sound. The repetition pitch
that is heard is the inverse of this time delay.
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theorem, since both lengths are the hypotenuse of right triangles. We have
1 = √

L 2 + h2, 2 =
√

L 2 + (h + 2a)2. The lines plotted in figure 23.29
are then

fn(L) = nc
(2 − 1)

; n = 1, 2, . . . , 11, (23.5)

where c is the speed of sound. (A single repetition with a time delay T puts
notches in the power spectrum at frequencies fn = (n − 1/2)/T , as shown
also in figures 21.3 and 23.27.)

Repetition pitch is far more commonly heard than we are normally
aware of. For example, if you are in a room with a ceiling fan that makes
a lot of broadband noise, and there is a hard floor that is very reflective of
sound, try putting your head at different distances above the floor. You may
hear a changing pitch. The next time a jet flies overhead, try positioning
your head at different heights above the ground. You’ll have control of the
repetition pitch, which will go up as your head approaches the pavement.

Visually impaired people often use repetition pitch to judge distance.
If you create a sound and there is a wall many meters away, you will
hear a distinct echo separated in time, not a pitch. But as you come
closer to the surface, reflected sound arrives very quickly, say, within a
few milliseconds. The repetition pitch rises as the wall is approached, since
there is a smaller time delay, much too quick to detect a separate echo. If
you become sensitive to repetition pitch, it can be used to judge distance
quite accurately.

23.18
Quantifying Frequency

Frequency can be measured in Hz, as accurately and with as many decimal
places as you please, so you might imagine that there’s no need for any
other system. However, the way we actually hear intervenes and makes
another way of measuring frequency much more useful. We are far more
sensitive to small changes of a few Hz at lower frequencies than we are at
higher frequencies. A 5 Hz shift in a 50 Hz tone is a 10% effect, but a 5 Hz
shift in a 5000 Hz tone is a 0.1% effect. Most people can tell the difference
easily between 50 and 55 Hz, but cannot tell the difference between 5000
and 5005 Hz. The best measure of frequency differences would reflect our
sensitivity to them.

Cents

Any octave interval is divided into 1200 parts, called cents. An A3 at 220 Hz
and an A4 an octave higher at 440 Hz, an absolute difference of 220 Hz,
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differ by 1200 cents. The division is, however, not into 1200 intervals of
equal frequency difference, but rather equal intervals in the logarithm of
the frequency. In the Western, 12-tone, equal-tempered system, this means
there are 100 cents between adjacent keys on the piano keyboard. (We shall
discuss various approaches to temperament in chapter 26.) We can express
the measure of cents as

n(cents) = 1200 log2

(
f2

f1

)
≈ 3896 log10

(
f2

f1

)

= 3896 log10( f2) − 3896 log10( f1), (23.6)

where n is the number of cents up in going from the lower frequency f1 to
the higher frequency f2. Since log2(2) = 1, any two frequencies that differ
by a factor of two are separated by 1200 cents.

Just Noticeable Difference (JND)

The just noticeable difference, or JND, is defined as the minimum pure
tone frequency change required for a listener to detect a change in pitch.
Humans are most sensitive to pitch changes in the range 50 to 2000 Hz; in
this range, most of us can detect a change from 2 to 10 Hz.10

The JND is about 1/30th of the critical bandwidth throughout the range
20 to 10,000 Hz. Thus it is about 3 Hz for a 200 Hz sine tone, where the
critical bandwidth is about 90 Hz, and it is about 70 Hz for a 10,000 Hz
sine tone, where the critical bandwidth is about 2000 Hz. This suggests that
the critical bandwidth is somehow involved in pitch detection. It also is
suggestive of a peak locating algorithm. Suppose a 100 Hz signal is smeared
out symmetrically, 25 Hz on either side of 100 Hz. Even with the smearing,
the maximum is still at exactly 100 Hz; if some way exists to find the
maximum response in the curve, then the resolution of frequency will be
much better than ±25 Hz. This trick is used to advantage in many fields
where the source of data is known to be sharp, but the instruments smear
it out. The orbital parameters of planets around distant stars are measured
this way, for example. An active neural-hair cell feedback loop is known to
sharpen pitch detection. See section 21.4.

Time or Place?

The controversies and the issues surrounding pitch perception and related
phenomena are intimately connected to two seemingly disparate views of

10To determine your own JND, take the test at http://webphysics.davidson.edu/faculty/dmb/
soundRM/jnd/jnd.html.
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our hearing mechanism: One view puts primary emphasis on place and
partials, meaning the association of location on our basilar membrane
with corresponding sinusoidal frequencies. This view is centered on the
idea of Fourier frequency analysis of sound. The other camp puts primary
emphasis on the ability of our ear and brain system to sort out temporal
information. Clearly, we can decode transient sound, or else we could not
understand speech.

There are many problems with Ohm and Helmholtz’s tendency to
overrate frequency analysis in the context of human hearing. For starters,
consider the beating of two partials close in frequency. If we really detect
separate partials, why should we hear, as we do, the loudness beating of at a
single average frequency rather than the presence of two partials? Transient
sounds are natural to explain in the context of temporal theories of hearing
but very difficult to explain within a place theory context based on partials.
A sentence could be Fourier analyzed in principle; a broad band of power
over a large range frequencies would result. (Try this on your laptop.) But
this is hardly the way we hear.

Most sounds do not arrive in long-lasting tones, ripe for Fourier analy-
sis. We clearly need to have a means of temporal processing. The temporal
school of hearing asserts that we can process separate phenomena that
occur as fast as 5000 times per second. The temporal theories are quite
compatible with the notion, promoted here, that our sense of pitch arises
from periodicity and autocorrelation of sound. This puts pitch perception
up a notch in the auditory system, more neural than mechanical. We are
not waiting for frequency detectors to send the first signals to the brain, but
rather pitch and timbre are deduced from the temporal data.

The two schools of thought, time versus place, are not mutually ex-
clusive. There is evidence that temporal theory applies to most of what
happens below 5000 Hz, and place theory above 5000 Hz. Our neural
processes cannot keep track of time intervals shorter than about 0.0002
second, or 5000 Hz, so it is reasonable that we lose the precision of timing
above that frequency and switch over to a place mechanism for detecting
frequency—the region of maximum excitation of the basilar membrane—
above 5000 Hz. People with good hearing perceive frequencies of 20 to
15,000 or 20,000 Hz. However, frequency estimation is poor and the sense
of pitch is next to nonexistent above 5000 Hz. There is no such thing as
timbre above 5000 Hz either. It is doubtful that you can recognize tunes
composed of frequencies entirely above 5000 Hz; this is true even of people
with perfect pitch.

It is no coincidence that the grand piano’s highest pitch is 4186 Hz
(C8). No familiar musical instrument is played above about 4400 Hz.
Complex tones consisting of many frequencies, all above 5000 Hz, are
heard analytically as poorly resolved individual frequencies, rather than
holistically as a tone with pitch.
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23.19
Pitch Class, the Octave Ambiguity, and Perfect Pitch

There seems to be no agreement on how many people have perfect pitch,
whether or how it can be learned or acquired, or most significantly even
what it is exactly. At the very least, someone with perfect pitch can tell
you the note being played on a piano with their eyes closed. They may be
able to tell you that the A440 is flat by a quarter of a semitone. There are
studies showing that people who speak Mandarin Chinese from birth are
much more likely to have perfect pitch, the presumed reason being that the
same sounds differing only in pitch have different meanings and training
matters.

Having perfect pitch is like color perception is to most of us: perfectly
natural, done without a thought. It does not seem to be a great accomplish-
ment to match the color of a banana on the color circle. People with perfect
pitch report a G sharp just as matter-of-factly. Indeed, perfect pitch has its
downside. Most people don’t notice if a tune is transposed up a full tone.
This might be as unsavory as a blue banana to someone with perfect pitch.

Perfect pitch does not extend to the point that its possessors can tell
you the pitch is 407 Hz, and not 408 or 406 Hz. Perhaps more surprisingly,
perfect pitch applies only to pitch classes—that is, the note may be a G3, but
G4 is reported. It makes sense to place color hues in a circle, starting with
red and moving through orange, yellow, green, cyan, blue, magenta, and
back to red, completing the circle with no jumps or discontinuities in hue.
Perfect pitch then corresponds to naming hue, which is to say, the angle
on the color circle. We can imagine colors laid out in a spiral, with each
successive octave lying above the other less color saturated than the last.
All the hues cycle in the same way each octave. Asking someone to name
both the hue and the saturation “octave” is clearly more difficult, and
involves the eye’s color receptors and the brain in a different way. The
pitch spiral (figure 23.30) illustrates the similarity of members of the same
pitch class. The pitch spiral should be applied only to pure sinusoidal tones;
otherwise, many other ambiguities may arise.

Complex tones can suffer much more pitch ambiguity than simple
ones. We have seen how sensitive pitch is to slight systematic deviations
in the Seebeck experiment (section 23.14), dropping the perceived pitch
an octave with tiny shifts in the tone. Because of the partials they share
in common, a complex tone C2, and a tone an octave above it, C3,
have a similarity that is quite striking. In fact, certain complex tones
could be parsed into both a C2 and a C3 note, but this might be up to
the listener; there would be no “correct” answer. All notes separated by
octaves are defined to be in the same pitch class. It is clear, however, that
just as with partials in a complex tone, which can either blend into the
whole or be heard out, voluntarily or not, attention can be called to the
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Figure 23.30
Pitch spiral, showing the similarity (here
schematically seen as color and proximity in
space) of members of the same pitch class,
which are “different” in one way but the
same in another.
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Figure 23.31
Is this one tone with a pitch f, or is it two,
the black with pitch f and the red with
pitch 2f ?

possible existence of two notes by musical context, learning, and other
cues.

In figure 23.31, we see the spectrum of an ordinary complex periodic
tone, with every other partial colored red, beginning with the second par-
tial. This tone “ought” to have an unambiguous, strong pitch at frequency
f . Yet who is to say that the tone is not a combination of two tones? The
lower tone consists of the black power spectrum, and the upper tone the
red power spectrum. Both tones are complex, one an octave above the
other. A tone like this could be produced with a combination of a clarinet
(lacking its even partials) playing a G3 (black spectrum) and an oboe an
octave above, playing a G4 (red spectrum), with all its overtone partials
present. A clever experiment was described in a Stanford PhD thesis by
S. McAdams.11 The harmonics of an oboe were separated into even and
odd components, and then an independent vibrato was added to just the
odd components. This results in the sensation of two independent notes
on two different instruments, separated in pitch by an octave.

23.20
Parsing and Persistence: Analytic versus Synthetic Hearing

We have mentioned switching between analytic and synthetic listening and
how this can be influenced by context. An example was the chime sound,
analyzed into partials, as heard in the file Strike Note of a Chime from the
Acoustical Society of America’s audio demonstration disk or as heard when
a partial in a complex tone in Fourier or MAX Partials is adjusted, calling
attention to it. Two intriguing questions are raised: Does auditory persis-
tence apply to two or more partials at once? Does this work in a musical
context? These questions were addressed by Helmholtz 150 years ago:

Get a powerful bass voice to sing E flat to the vowel O, in sore (more
like aw in saw than o in so), gently touch B flat on the piano, which
is the 12th or third partial tone of E flat, and let its sound die away
while you are listening to it attentively. The note B-flat on the piano
will appear really not to die away, but to keep on sounding, even when
its string is damped by removing the finger from the digital, because
the ear unconsciously passes from the tone of the piano to the partial
tone of the same pitch produced by the singer, and takes the latter for
continuation of the former. But when the finger is removed from the
key, and the damper has fallen, it is of course impossible that the tone
of the string should have continued sounding.12

11Stanford University, Dept. of Music technical report, STAN-M-22 (1984).
12On the Sensation of Tone. There is a spectacular modern reversal of this experiment, in which

a computer controlled piano with dampers down is able to reproduce recognizable speech. Look
up “Speaking Piano” on YouTube.
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Memory of the partials that were very recently present does seem to
color our perception of a tone. This is why the strike note of a chime or
bell is so important. Some partials die off faster than others, and memory
of them may color what we hear two seconds into a chime tone, making
partials that are very weak have a disproportionate effect.

The boundaries between analytic and synthetic listening are not rigid.
Are we listening analytically or synthetically when we parse a compound
sound into several distinct musical instruments and perhaps many distinct
simultaneous notes? Or, when we recognize two singers in unison as
such, rather than a single voice? (Depending on the voices, the context,
vibrato, and so on, this may be quite difficult to do.) It is one form of
analytic listening to hear out individual partials, but perhaps a not so
distantly related form to hear out patterns of several partials that might
indicate the presence of an oboe, for example, among other instruments
playing simultaneously. According to this definition, normal listening is
part analytical and part synthetic, even when individual partials are not
heard.

23.21
Deutsch’s Octave Illusion

An auditory illusion was discovered by Diana Deutsch in the 1970s and
is rich with implications. It is perhaps the most remarkable audio illusion
yet discovered. (Unless you happen to be one of the few who hears what is
happening correctly.) One of the amazing aspects of this illusion is that
different people hear it in starkly different and easily describable ways.
There are no nagging ambiguities, no mincing of interpretations or words,
which seems to happen too often in pitch perception. This illusion might
be the key to one of the difficulties in resolving pitch in phantom tone
controversies: What if people aren’t hearing even approximately the same
thing?

We quote from Deutsch’s website:

Two tones that are spaced an octave apart are alternated repeatedly
at a rate of four per second. The identical sequence is played over
headphones to both ears simultaneously, except that when the right
ear receives the high tone the left ear receives the low tone, and vice
versa. The tones are sine waves of constant amplitude, and follow
each other without amplitude drops at the transitions. So in fact the
listener is presented with a single, continuous two-tone chord, with
the ear of input for each component switching repeatedly.

Despite its simplicity, this pattern is almost never heard correctly,
and instead produces a number of illusions. Many people hear a sin-
gle tone which switches from ear to ear, while its pitch simultaneously
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shifts back and forth between high and low. So it seems as though
one ear is receiving the pattern ‘high tone—silence—high tone—
silence’ while at the same time the other ear is receiving the pattern
‘silence—low tone—silence—low tone.’ Even more strangely, when
the earphone positions are reversed many people hear the same thing:
The tone that had appeared in the right ear still appears in the right
ear, and the tone that had appeared in the left ear still appears in the
left ear.13

Now, that’s an illusion!

Pitch and Loudness

There are slight but measurable pitch changes with loudness. Pure tones
of low frequency tend to go down in perceived frequency with increasing
loudness, whereas tones of high frequency tend to rise. The downward shift
maximizes around 150 Hz to between 0 and 75 cents when a 250 Hz pure
tone is increased from 40 to 90 dB. The largest upward shift happens at
about 8000 Hz. There is little or no shift for middle frequencies (1000 to
2000 Hz).

For complex tones, the amount of shift and its direction depends on
which partials dominate the tone, but fortunately for music, complex tones
shift much less than pure tones, as if the extra partials help to “anchor”
the pitch. The reason may be contained in the previous paragraph: if low-
and high-frequency partials are reacting in opposite directions, then a
complex tone containing both might not shift at all, on average. It would
be interesting to study partials that are heard out analytically in loud versus
soft sounds: do partials in a complex tone shift as they would if heard in
isolation?

23.22
An Extended Definition of Pitch

A wooden yardstick pressed firmly on a tabletop with a few centimeters
protruding off the edge vibrates at say 60 Hz and so has a pitch of
60 Hz when “plucked.” Let more of the stick protrude, and the vibration
frequency slows to 10 Hz. The large number of harmonics of 10 Hz make
the repetitious tapping sound quite audible in spite of the 0.1 s period. We
can almost count the number of periods per second; at 5 Hz, we can count
them. The 60 Hz frequency has become 10 Hz or 5 Hz. The sound is still

13See deutsch.ucsd.edu/psychology/pages.php?i=101.
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audible as we slide from 60 to 5 Hz. At what point does it stop having a
pitch?

The point is, it doesn’t stop having a pitch. The pitch is 5 Hz. Once
digested, this simple example shows that the residue pitch effect is a
necessity, not an illusion. Our hearing must grade from tone into counting
continuously with no abrupt changes. The residue pitch becomes the
counting frequency, which is also necessarily the “pitch.”

According to this definition, humans can hear the pitch of sounds
for 0 Hz to about 5000 Hz, above which we lose a precise sense of
pitch. This point of view highlights the difference between pitch and
partials, which cannot be heard below about 20 Hz but can be heard
(although not precisely in terms of estimating the frequency) above
5000 Hz.

This definition of pitch overlaps and extends the traditional use of the
word in a musical context. It is consistent with the use of pitch in other
contexts: the pitch of a screw, or the pitch of seating in an airliner. Pitch is
always about the number of objects in a given space, or in music, time.

We illustrate this principle with the sound file 10HzMissingFund.wav
(available at whyyouhearwhatyouhear.com), which is a summation of 25
harmonic (equally spaced) partials starting at 20 Hz—20, 30, 40, . . . Hz.
Even better, set up MAX Partials with the fundamental and a few more
lowest partials absent. Slide the base frequency to 10 Hz, and slide the
mouse pointer over the higher partials to create a lump, or formant, of
amplitudes. You should hear 10 Hz pulsing. Next, slowly raise the base
frequency. Separate pulses that sound rather like helicopter blades idling
at 10 Hz will become a continuous beat tone, with a pitch equal to the pitch
of the residue. This process may not be complete until 100 Hz or above. The
transition is smooth, however; nothing abrupt happens in the range 10 Hz
to 100 Hz. Our hearing system grades continuously from the “counting”
regime at 10 Hz and below to the regime of a tone well above 50 Hz.
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Timbre

Timbre is the third of three executive summaries of sound provided to our
consciousness, after pitch and loudness. Timbre is what is different about
a trumpet and a clarinet when they (separately) play a 220 Hz tone at the
same loudness. Like all sensory functions, timbre is a complex, difficult to
measure, psychophysical phenomenon. As with the sense of taste, there are
subtleties and there are also connoisseurs. Impressions of timbre depend
on context and experience. We shall try to sidestep these nuances and take
a simplistic view: timbre is a kind of executive summary of the distribution
of amplitudes of the various partials in a complex tone. Two sounds having
all the same frequencies present but differing in amplitude have a different
timbre. It is easy to experiment with timbre differences by changing the
power spectrum amplitudes in Fourier or MAX Partials.

It is not possible to characterize timbre on a single scale from low to high,
as we can for pitch and loudness. Timbre depends on the relative amplitude
of the various partials, but it is often hard to describe. Some universals do
exist: tones consisting only of the odd harmonics sound “hollow.”1 Tones
with many high upper partials may sound raspy or harsh, as in buzzing into
a trumpet mouthpiece; those with few may sound mellow, as in a flute at
low sound volume. Pure sinusoidal partials are dull and colorless, especially
at low frequency.

24.1
Timbre and Phase

Shape Depends on Phase

When two sinusoids of frequency f1 and f2 are added together, the shape
of the resulting curve depends on the relative phase φ:

y(t) = A1 sin(2π f1t) + A2 sin(2π f2t + φ). (24.1)

1For good reason: half-open pipes (that is, a hollow space) have only odd harmonics as
resonances!

480
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Figure 24.1
Both of the black traces are the result of
adding the colored sinusoids together.
These are the same in the two cases,
except for a phase shift. Both black traces
would sound almost exactly the same, and
both have the same power spectrum.

The phase controls the offset of the crests and troughs of different
partials, and affects the resulting shape when they are added together
(figure 24.1).

Ohm-Helmholtz Phase Law

We can phase-shift a sine wave by adding a phase φ inside the argument of
the sine—that is, y(t) = A sin(2π f t + φ). We allegedly cannot hear one
φ from another. In a complex tone, there may be many partials and many
possible phases φi , which for a harmonic tone reads

y(t)= A1 sin(2π f t+ φ1)+ A2 sin(4π f t+ φ2)+ A3 sin(6π f t+ φ3)+· · · .

(24.2)

Now the question arises: can we hear differences as the φi are changed?
There is a generalization of this question to any steady inharmonic tone
like a chime. Here, we will consider mainly pairs of sinusoids that fall into
both harmonic and inharmonic classes.

The autocorrelation (and thus the power spectrum) of a steady tone
is unchanged by the phase of its partials, so it is no surprise that pitch
is not affected by the phases. However, since the phases drastically affect
the shape of the waveform, one might wonder if the timbre is affected.
Although Ohm knew that the timbre of a note is a result of the amplitudes
Ai , he assigned no importance to the phases φi . Later, Helmholtz made this
an explicit principle, asserting that phases did not affect our perception
of the tone. We shall call this the Ohm-Helmholtz phase law, which is a
corollary of Ohm’s law, since phases are not mentioned in the statement of
Ohm’s law.

Figure 24.2 shows a case with many partials; when the phases are
randomized the waveform changes drastically. According to the Ohm-
Helmholtz phase law, we can’t hear the difference.

Are we in fact totally insensitive to the phases? Elaborate and ingenious
experiments were devised to check this, in particular by Helmholtz and
Rudolph Koenig. These experiments were not taken to be conclusive,
because it could not be verified that other things besides phase had not
changed. Now, we can check this more easily with computers, although
some of the same pitfalls still exist. Primarily, it is important to ensure
that there are no partials shared by tones that are to be phase-shifted.
If in fact some are shared, then phase shifting will alter the amplitude
of the shared partial, since the relative phase will induce constructive or
destructive interference.
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Figure 24.2
The two 100 Hz traces shown here have the
same power spectrum. They differ in the
phase choices, φk, in equation 24.2 in the 15
partials that are present. When played, they
sound the same or nearly the same, suppor-
ting the Ohm-Helmholtz phase law. How-
ever, if you play them back at 1/4 speed
(25 Hz), they sound significantly different.
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Rationale for Insensitivity to Relative Phase of Harmonic Partials

There is more than one rationale for our phase insensitivity to harmonic
partials in a tone. Even in musical sounds, relative phases of the partials
can vary naturally over time. Real strings are an example, where the higher
harmonics are not quite exact multiples of the fundamental—for example,
the second partial of a string might be 401 Hz if the first partial is 200 Hz.
The fact that the second partial is one Hz away from being perfectly
harmonic means that the relative phase of the second partial is going full
circle through 2π once per second:

sin(2π200t) + sin(2π401t) = sin(2π200t) + sin(2π400t + φ(t)), (24.3)

where the phase φ(t) = 2π t. If we were quite sensitive to phase, the piano
would sound very weird indeed. Certainly, however, the timbre of a piano is
not perfectly constant after a note is struck with the pedal down. Some of its
shimmering qualities may be due to slight changes of timbre due to phase
drifts, although interaction of string and soundboard is also important.

The second rationale for our insensitivity to phase is that we need to hear
more or less the same thing when in similar locations, as in two different
seats in a concert hall. Two listeners sitting in different places relative to
the sound sources can experience a marked shift in the relative phase of the
partials they are hearing. However, they also experience different strength
of the partials, due to reflections from walls and the ceiling that enhance
certain frequencies at the expense of others, which we saw in connection
with the repetition pitch effect (see section 23.17 and figure 27.17).

To simplify things, we go outdoors to eliminate most reflections. Sup-
pose one singer is producing a pure partial at 100 Hz, and another several
meters away is generating a pure partial a fifth above, at 150 Hz. Two
listeners at different locations receive the partials with altered phases since
the time delays are different. (The phase shift due to a difference d is
distance is 2πd/λ, where λ is the wavelength of the partial in question.)
Figure 24.3 shows a numerical simulation of this situation, done in Ripple,
resulting in a very different-looking sound trace for the two listeners.
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Figure 24.3
The sound waves emanating from two
“singers,” each singing a different purely
sinusoidal tone (one at 100 Hz, and
another at 150 Hz), are shown reaching
two “listeners" some distance away.
Because the listeners have different
distances to the two singers, they
experience a different relative phase of
the 100 Hz and 150 Hz sine waves. The
listeners receive different sound traces,
but with very nearly the same power
spectrum. The Ohm-Helmholtz law says
that the listeners will hear essentially the
same timbre.

Nonetheless, we expect them to hear essentially the same tone and timbre.
We come to the conclusion that acute sensitivity to the relative phase of
partials would not be a good thing. We would not want the two traces in
figure 24.2 or 24.3 to sound as different as they look.

24.2
Amplitude and Timbre Beats

The simplest form of beats are heard as undulations of amplitude (loud-
ness) occurring between two sinusoidal partials if they differ by less than
about 10 Hz. As the difference increases, the sensation of beats eventually
gives way to a “fused” tone, which sounds “rough” when the frequency
difference goes above 15 Hz. If we increase the frequency difference further,
the fused tone remains rough but becomes discernible as two separate
tones. Still further, the rough sensation finally becomes smooth. This
happens when the two tones “get out of each other’s way” on the basilar
membrane: each pure tone affects a nonoverlapping critical band. (See sec-
tion 26.1 for more details about these effects, which figure strongly in our
sense of dissonance and therefore our choices of musical temperament.)

Two sinusoids combined, f (t) = sin(2π f1t) + sin(2π f2t), can also be
written as

y(t)= sin(2π f1t)+ sin(2π f2t)=2 cos[2π( f1− f2)t/2] sin[2π( f1+ f2)t/2]

= 2 cos[2π� f t/2] sin[2π f̄ t], (24.4)

using the identity sin v + sin u = 2 cos 1
2 (v − u) sin 1

2 (v + u). The two
sinusoids may be written as a product of two new sinusoids, one with the
average frequency f̄ = ( f1+ f2)/2 and one with half the difference frequency
� f/2 = ( f1 − f2)/2.

The reader is encouraged to add two sinusoids differing by a few Hz to
hear the beats. They are also quite visible on a plot (see figure 24.4). All this
seems straightforward, but, in fact, subtleties abound when two sinusoids
are added, especially when it comes to what we hear and what we don’t
hear.

The case of adding 27 Hz and 25 Hz sinusoids is shown in figure 24.4.
The GCD of these two frequencies is 1 Hz, and this is indeed the true

Figure 24.4
A 27 Hz sinusoid and a 25 Hz sinusoid are
added, and show beating at 2 Hz, but
periodicity at 1 Hz.

1 sec
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periodicity of the tone. However, we expect to hear a 2 Hz beating, since
the partials differ by 2 Hz, and we do. In fact, there are two loudness
maxima per second, but as close inspection of figure 24.4 reveals, adjacent
maxima are very slightly different. We can’t hear that slight difference;
rather, we hear the maxima. Mathematically, this happens because the
cosine oscillates at half the difference in frequency, or 1 Hz. However, there
are loudness maxima at 2 Hz, because they happen whether cosine is near
1 or −1.

Generalizing the Concept of Beats

There are two ways to extend the notion of beats. One is to keep the
percentage change in frequency small between the two sinusoids but raise
the base frequency so high that the beats repeat with a frequency in the
audio range. An example: add 3000 Hz and 3080 Hz sinusoids; the 80 Hz
beating may produce an 80 Hz “phantom” beat tone that has no basis in any
partials that are present. We take up the topic of beat tones in chapter 25.

Another extension of the idea of beating is to use sinusoids that differ
slightly not from each other, but rather ones that differ slightly from a
musical interval such as an octave or a fifth. Like the string with its naturally
mistuned harmonics, this may give rise to periodic oscillations of timbre—
timbre beating—with the beating slow enough to count. The changes
in timbre are usually small, as befits the reasons for phase insensitivity
mentioned above.

24.3
Waveform Beats and the Phase Law

We have already seen a type of waveform beat in figure 24.4: a slow cycling
of the shape and size of the individual oscillations. The two frequencies
25:27 were quite close, so we call this 1:1 beating. The waveform oscillations
are evident in figure 24.4 as undulations of the envelope; these undulations
are also plain to hear.

Here, we discuss a more subtle form of beating, wherein the two partials
are quite different in frequency, but may be approximately related by
frequency intervals like 1:2, 2:3, 4:5, and so on. The waveform of the
addition of two sinusoids related by an octave, a perfect fifth (3:2), a perfect
fourth (4:3), and so on depends on the relative phase of the two partials.
According to the Ohm-Helmholtz phase law, we are insensitive to this
phase.

A closely mistuned partial, say, off by 0.25 Hz, as in 100.25 and 200 Hz,
can be considered to be a perfectly tuned partial with its phase drifting by
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2π once every 4 seconds (see equation 24.3). Such a slow drift would allow
the listener to establish the timbre at all times, and if the timbre depends
slightly on the relative phase, the timbre should cycle through a change
once per 4 seconds. This would be interpreted as a sensation of slow,
weak beating, not so dramatic as loudness beating. In fact, beats are heard
going through a complete cycle once every 2 seconds—see the following.
This phenomenon has generated lengthy discussions as to its cause and a
prodigious amount of experimentation. A plot of the waveform over some
interval (say, 10 seconds) reveals that it cycles through “shapes” at the same
frequency as the beats that are heard. This phenomenon has earned the
names waveform beats, beats of mistuned consonances, and quality beats.
For example, 201 Hz added to a 400 Hz partial beats at 2 Hz; a 200 Hz
plus a 401 Hz partial beat at 1 Hz. The reader should try this, using, for
example, MAX Partials. The beating is subtle but definitely present, even at
low volume. The beating may be more pronounced if the upper partial is
less loud than the lower one.

We notice that both 201 + 400 Hz and 200 + 401 Hz differ from
perfection by 1 Hz, but the waveform beating is different. The waveform
shape is the way two sinusoids of different period are combining: Are
crests adding with crests, and the like? A key point is that a given crest
in a plot of sin(ax + b) shifts at a rate inversely proportional to a as b
changes: �xc/�b = −1/a, where xc is the position of a crest. So, for
example, as the phase b = 2π� f t advances in the term sin(2π f t + 2π t)—
(� f = 1)—it advances the sinusoidal peaks in proportion to 1/ f . This is
why 200 + 401 Hz has waveform beats half as often as 201 + 400 Hz.

Some waveform beats are seen in figure 24.5. Although all four examples
are strictly periodic at exactly 1 Hz, they regain shape at different frequen-
cies, 1 Hz for 100+201, 2 Hz for 101+200, 2 Hz for 200+301, and last 3 Hz
for 201 + 300. The beating we hear makes perfect sense if we are slightly
sensitive to the waveform.

We don’t need to use whole numbers. For example, beating at
2.5342. . . Hz is heard for the combination 101.2671 . . .+200 Hz. The actual
waveform may never exactly repeat, but the waveform shape beats repeat
reliably at 2.5342. . . Hz.

Figure 24.6 shows some detail in a 1-second trace of the waveform
sin(2π · 200t) + sin(2π · 301t); the shape changes in the waveform are
clear. In spite of near-coincidences, the exact function (as opposed to its
overall shape) does not repeat in less than 1 second. The two red traces
differ in time by 1/2 second and have the same shape, although they are not
quite identical in detail. The red and black traces at the bottom are the same
shape except they are each other’s negative (one is upside-down compared
to the other). They are only a quarter-second apart. If they sounded the
same, the beating would be 4 Hz, but instead it is 2 Hz. Thus a waveform
and its negative generally do not sound exactly the same, even though they
differ only by an overall sign. The relative phases of the partials are the
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Figure 24.5
One-second sound traces showing
waveform beating at various frequencies for
combinations of pairs of partials that are all
strictly periodic with a period of 1 Hz. We
hear mild beating at the frequency of the
waveform repetition. (Upper left) Beats
repeat once per second. (Upper right) Beats
repeat twice per second. (Lower left) Beats
repeat twice per second. (Lower right) Beats
repeat three times per second. The sound
trace repeats only once per second in each
case, despite appearances.

100 Hz + 201 Hz 101 Hz + 200 Hz

200 Hz + 301 Hz 201 Hz + 300 Hz

same whether or not the signal is inverted; so now we know that even an
overall phase (of π or 180 degrees) of the whole waveform can change
the timbre. Apparently, we can hear the sign of a waveform, which is
easy enough to check, assuming one’s sound reproduction equipment is
responding linearly. The author finds noticeable differences between the
sound of waveforms 1 and 2 of figure 24.7.

Figure 24.6
A 1-second trace of the waveform
sin(2π · 200t) + sin(2π · 301t); insets show
details of the waveform at the times
indicated. The waveform “shape”
undergoes two complete cycles in one
second—that is, a 2 Hz waveform beating.
The two red boxes and associated
waveforms differ by 1/2 s. The exact period
is 1 s, so although they are the same shape,
they are not quite identical, despite
appearances. For the purposes of waveform
beating, they sound identical.
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2

1

Figure 24.7
The two waveforms 1 and 2 differ only in
an overall sign. However, they sound
somewhat different—they have a slightly
different timbre.

Suppose a waveform is periodic but not symmetrical in time—that is, it
looks different if reversed (played backward), which corresponds to setting
t to −t in the Fourier series. Both original and reversed waveforms have
the same spectral content and differ only in phases:

a1 cos(2π f t + φ1) + a2 cos(4π f t + φ2) + · · ·

→ a1 cos(−2π f t + φ1) + a2 cos(−4π f t + φ2) + · · · (reversed)

= a1 cos(2π f t − φ1) + a2 cos(4π f t − φ2) + · · · , (24.5)

since cos(x) = cos(−x). Depending on the waveform, the sound and the
reversed sound are also slightly different in timbre.

24.4
The Perception of Waveform Beats

The waveform beating debate began with Johann Scheibler (1777–1837), a
silk merchant in Crefeld, Germany, who did some early experiments with
tuning forks in the 1830s. In 1881, one of the eminent acoustical researchers
of that time, R.H.M. Bosanquet, in an article in the Journal of the Royal
Musical Association titled “On the Beats of Mistuned Consonances” said of
his quest to find the source of the beating:

It is hard to believe that a question to which the answer is tolerably
simple could be so difficult. Yet it is very difficult; it is one of the most
difficult things I ever tried to do.

Arguments and experiments continued with Ohm, Koenig, Helmholtz, and
many others. If humans cannot hear the phases at all (which, we have
already seen, is not the case), then some other explanation of waveform
beating is needed. The 2 Hz beating sensation for the combination 101 +
200 Hz is consistent with a nonlinear aural harmonic of 2 × 101 = 202 Hz
generated by the ear itself, beating in the 1:1 way at 2 Hz with the “real”
200 Hz partial. The plot thickens, however, when we try to explain the
3 Hz beats heard when 201 Hz and 300 Hz partials are present. The third
harmonic of 201 and the second of 300 are 3 Hz apart and could cause
3 Hz beats, but this is starting to feel like a nonlinear conspiracy theory.
Remarkably, the beating is heard even if one partial is fed to the right ear
and the other to the left. This eliminates some types of physical nonlinear
effects as responsible for the beating.

The waveform for adding 200 and 301 Hz sinusoids is cycling twice per
second (see figure 24.5); 2 Hz beating is heard. By very clever masking
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experiments, Plomp2 showed convincingly that nonlinear distortion is not
the cause of the 2 Hz beating. According to Helmholtz’s nonlinear ideas, a
2 Hz beating could be, for example, between a 99 Hz nonlinear distortion
product 2 × 200 − 301 = 99 with a 101 Hz distortion product 301 −
200 = 101. Plomp masked the region around 100 Hz with noise, which
failed to kill the beating, strongly arguing for waveform beating as the
mechanism.

Life gets a lot simpler if we merely acknowledge that the Ohm-
Helmholtz phase law is only approximately true. This law is not funda-
mental physics but an observation about human perception, a perceptual
trait we just decided is an advantage (see figure 24.3). Suppose that
the sensitivity to phase is merely weak instead of nonexistent, growing
weaker still at high frequencies (above about 1500 Hz). At low frequen-
cies, some sensitivity to phase can be assigned to the need for tempo-
ral resolution of events. Since it is not pitch that changes in waveform
beating, nor loudness, we must assign the beating to periodic changes
in timbre. We conclude that timbre can be slightly sensitive to phase.
The question then becomes, how is it that we are slightly sensitive to
phase? We must somehow be sensitive to the shape of the arriving
waveform.

To summarize, if we humans detect exactly the frequencies that are
present and no more (strict place theory), there should be no waveform
beats. Timing theory suggests that we might be able to hear differences in
the waveform even if the power spectrum is the same. As the relative phase
of the partials (and nothing else) changes, the waveform changes, possibly
drastically. If beats are heard, we can hear the shape of the waveform,
contradicting the Ohm-Helmholtz phase law.

24.5
ADramatic Phase Sensitivity

A pitched pulse waveform created in the MAX patch Partials highlights
phase sensitivity and the limitations of the Ohm-Helmholtz phase law,
as seen in figure 24.8. Pitched pulses can be created by giving amplitude
to a group of partials peaked at frequency near f peak , well above the
lowest partial (base frequency) f0. The pitch of the pulses is centered
at f peak , but the pulses repeat with the base frequency f0. The pulses
require a particular phasing of the partials, as is made clear next. Three
versions were created, one with phases all the same (which create the

2R. Plomp, “Beats of Mistuned Consonances,” Journal of the Acoustical Society of America v. 42
(1967), 462.
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Figure 24.8
Experiment in MAX Partials showing an
example of extreme sensitivity to relative
phases of the partials, in contradiction to
the Ohm-Helmholtz law. The auto-
correlation function is independent of the
phases and is a sequence of pitched
pulses. The waveform, however, is very
dependent on the phases. When they are
randomized (middle example), a dis-
organized waveform results. When only
one partial is phase-shifted, the delicate
phasing to make the pulses is upset and
the corresponding sinusoid stands out,
not only on the waveform but also to the
ear, marking a large phase sensitivity. The
random phase case also sounds quite
different, if the fundamental frequency is
below a few hundred Hz. Above that, the
differences between the different
phasings start to diminish.
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WaveformPhases
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pitched pulses), one with random phases (which gives a disorganized
waveform but the same autocorrelation), and the last with only one
phase altered (the rest again the same), which again gives pitched pulses,
except a sinusoid belonging to the altered phase partial (the partial with
the phase shift) stands out at all times. The sound changes radically
according to the relative phases of the partials, for any base frequency
f0, from 5 Hz to hundreds of Hz. Clearly, the Ohm-Helmholtz law fails
miserably—the sound changes a great deal with phase changes in this
example.

24.6
Timbre and Context

A bell struck in the normal way can have a luscious timbre. Yet, if the
continuous bell tone is recorded, and then played back with an abrupt
beginning, or perhaps a smooth onset, it sounds very clinical.3 The same
can be said for many instruments deprived of their normal attack.

3Listen to BellSegment.wav on whyyouhearwhatyouhear.com.
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Box 24.1
Helmholtz’s and Koenig’s Ingenious Tests of the Ohm-Helmholtz Phase Law

Ever the resourceful experimentalist,
Rudolf Koenig set out to test sensi-
tivity to the phase of the partials in
periodic tones. It might seem suffi-
cient just to rotate different sets of
holes in a siren relative to each other
to change the phase, but this also
affects the amplitude, not just the
phase, of any partials shared by the
two tones. For example, a circle of 20
holes and a circle of 30 holes create a
200 Hz and a 300 Hz tone if the disk
rotates at 10 revolutions per second.
The two tones, which are a perfect
fifth apart, both have amplitude in a
600 Hz partial. If both partials had the
same amplitude and phase, the
amplitude of the sum would be twice
that of each of its components. But a
180-degree phase change of one of
them would change the sign, cancel-
ing the amplitude of the 600 Hz
partial. Since a change of phase of one
of the notes changes the amplitude of
the 600 Hz partial, the timbre will
change, since it depends on the
relative intensity of the partials.

Helmholtz’s circumvention of this
problem led him to invent the double
siren (figure 24.9). This ingenious
device consisted of two independent
sirens strongly coupled to tunable
Helmholtz resonators. The reso-
nators were supposed to filter out all
the harmonics of the siren but one
each, selected by adjusting the air

volume of the brass chamber. The
relative phase was adjustable by
changing the timing of the puffs of
air. The two siren disks rotated on a
common shaft, guaranteeing that the
frequencies produced by the two
sirens would be locked into simple
integer ratios depending only on the
number of holes being played in a
given disk. The objection to this setup
is that the filtering would not have
been perfect, and weak harmonics
could reinforce and cancel as desc-
ribed earlier, causing unintended
subtle alterations in timbre and
loudness.

Realizing this, Koenig invented his
wavetable synthesis method, or wave
siren. A slit of air emerging from a
pressure source strikes a proximate
rotating metal band of variable
height. The air escapes in proportion
to the height of the unobstructed
portion of the slit (figure 24.10). The
shape of the bands were painstakingly
computed and cut, using a photo-
graphic process to reduce a large
mockup of the curve to the right
size for the template. However,
the vagaries of real airflow around
such obstacles may have caused far
more deviation from a pure phase
effect than any error in the curves.

He used this apparatus to success-
fully investigate phantom beat tones,
discussed later, but it was not clear

that the method of blowing air across
cut metal bands as in figure 24.10
produces tones with partials exactly
of the same amplitude from one set of
phases to the next.

These difficulties led Koenig to
construct a real masterpiece, in which
he simplified the waves to a sinus-
oidal shape, and returned to rotating

Figure 24.9

Helmholtz’s double siren (constructed
by Koenig), invented to test senistivity of
our hearing to the relative phase of the
partials. Each siren drives its own
Helmholtz resonator, with a controllable
phase.

Perhaps the most dramatic demonstration of context on timbre is
to play a note backwards. A piano works especially well. As Mur-
ray Campbell and Clive Greated state in their book, The Musician’s
Guide to Acoustics, if a piano is played backward the “instrument is
transformed into a leaky old harmonium, although only the order
of presentation of the sound has changed.” Indeed, the timbre as
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Figure 24.10

The wavetable synthesis apparatus. In this innovative variation on a
disk with holes in it, Koenig achieved something close to arbitrary
waveform generation, with metal bands cut to the shapes of different
waveforms. Using a slit source of air, he could get the pressure varia-
tions at the generator to mimic the waveform. In one set of experi-
ments, he used bands that differed only in the relative phases of their
partials. By this mechanism, Koenig heard significant differences
between different phasing of the periodic waveforms produced by
this apparatus. However, given the complexities of the airflow past
the metal bands, it is not clear that the test is purely a difference of
phase, as his critics pointed out at the time. Another set of bands (the
one shown) consisted of the superposition of two Fourier compo-
nents or partials, which he used to demonstrate beat tones. The
bottom band reveals a clear beat pattern from adding two sinusoids
of nearby frequency. There is a standard disk siren mounted horiz-
ontally at the top for producing various siren tones for comparison.

disks (15 of them), each with double
the number of sinusoidal oscillations
as the one before, so that he had total
amplitude and phase control of 15
harmonic partials, an amazing feat
for its day (figure 24.11). Still, Koenig
could not be sure that the disks
produced only a pure sinusoid.

Sinusoidal teeth

Phase adjustment
slots

Figure 24.11

This 15-disk wave siren provided complete amplitude control (by
varying the air pressure in individual tubes) and phase control (by
adjusting the position of the air tubes) of sound.

defined by the power spectrum has not changed, but the perceived
timbre goes from a lovely grand piano to something rather unpleasant.4

4Listen to GrandPiano.wav, on whyyouhearwhatyouhear.com.
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Sound that ramps up and suddenly ends can be turned into pulses
that start abruptly and decay slowly, just by reversing them. This
does not affect their spectral content, but they leave a very different
impression. This is an easy experiment to try on your computer.

24.2
Timbre, Loudness, and ShockWaves

Universally, when wind instruments (including the voice) are driven
harder, the strength of the higher harmonics grow relative to the lower
harmonics. The sound becomes more brilliant, or perhaps develops
too many high harmonics and begins to sound raspy, according to
the effects of autodissonance and overlap of harmonics on the basilar
membrane. The vocal folds, for example, suffer more violent and
abrupt opening and closings when driven at higher pressures, which
necessarily generates stronger high harmonics.

An interesting phenomenon happens with both the trombone and
the trumpet, and possibly other wind instruments: the oscillating air
column vibrations arrange themselves into a shock wave under very
loud driving of the instrument; this has been captured using schlieren
photography. The shock wave certainly requires the presence of high
harmonics. Perhaps most surprising, however, is that a sharp shock
front implies a precise phasing of the harmonics of the air column, in
analogy to the Helmholtz wave on a violin string.

How indeed are the relative phases of the harmonics determined
under any playing conditions? Certainly they are not random, since the
vocal folds (or lips, in the case of a trumpet, for example) are open
in pulses, and the pressure due to a given partial should be high in
the mouthpiece at the moment of the pulse to resonantly enhance that
partial. This suggests a more pulsed waveform than a random choice
of phases is likely to produce. It appears that further investigation of
the relative phases in wind instruments, as a function of the player,
instrument, lipping up or down, and so on would be very rewarding.
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Phantom Tones
Reality is merely an illusion, although a very persistent one.

—Albert Einstein

In this chapter, we discuss perceptions of tones that simply are physically
not present in the sound arriving at out ears. Certainly, we see things that
aren’t there, and many good visual illusions are widely known. Auditory
illusions are much less well known, but we try to partially remedy that
here.

25.1
Lies and Illusions

Illusions are of two types: (1) those with a direct purpose, which we like
to call “lying in order to tell the truth,” and (2) just plain weird and
“unexpected” side effects of our sensory apparatus and algorithms.

An example of the first type from the visual world is two squares on an
image of a chessboard that look like they are very different shades of gray
(A and B in figure 25.1), when they are in fact physically the same shade
of gray on the printed page.1 This example falls under “lying to tell the
truth,” since it is very likely that the chessboard would have been uniform
under uniform illumination, and our brains know that the shadow of the
cylinder should cause only an apparent, not a real darkening of the shaded
region. This is how the image is presented to our consciousness, which is a
lie because the areas that appear to be much darker in shade are not.

A very clear audio illusion with a definite purpose involves estimating
the direction of a sound source. A sudden pulse of sound from the right will
arrive at the right ear first. We use such arrival time delays to help decode

1The image is also found on whyyouhearwhayyouhear.com. Copy it to your screen and
experiment with it—for example, cut and paste the two regions in question onto a blank field.

Figure 25.1
A visual example of our sensory system and
the brain lying to us in order to tell the
truth. The two squares of the chessboard,
labeled A and B, are of exactly equal gray
value. Courtesy Edward Adelson, MIT.

493
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Figure 25.2
The sound field near a model head at three different frequencies, 220 Hz (left), 600 Hz
(middle), and 1400 Hz (right). The incident sound is a plane wave coming from above.
Note that the sound intensity is about the same on the side of the head facing the source
as it is on the side facing away at 220 and 600 Hz, but it starts to diminish on the far side
as the wavelength approaches the size of the head. So, for low to midrange frequencies,
the sound is nearly equally loud on either side of the head, but there is a crucial time
delay, so that both ears are not receiving the same signal at the same time. The
impression that the sound is much louder in one ear than the other is a necessary
illusion, designed to quickly reveal the direction of the source of the sound.

where the source is, as mentioned in section 21.2. A click from the right side
of the head is heard only in the right ear, yet the sound is almost exactly
as loud in the left ear after it has diffracted around the head! Our brain
suppresses the sound on the left, which is a lie with a purpose: to convey,
without delay, the impression that the source of sound is to the right. How
else would this information be presented to us so that the conclusion is
instantaneously obvious?

The diffraction of sound around small objects can be simulated in
Ripple. Draw a mock head receiving sound from one side, as shown in
figure 25.2; make sure that the Fixed Edges option is unchecked. With two
probes and a source, show to your satisfaction that (1) the sound is almost
as loud at the “far” ear if the wavelength is long enough, and (2) the phase
of the arriving sound differs compared to the “near” ear.

This illusion is easy to quantify using earbuds and sound generation
software. Use your laptop to generate or record a sharp click in monaural
sound. Copy it over to a second stereo channel, and then time-delay the
playback in the right ear by various amounts. You can do this by using
the Generate Silence option in one channel after copying the click over.
Using earphones, try time delays of a quarter of a millisecond up to a few
milliseconds. For delays of about 0.66 millisecond, which is the time delay
for sound to cross the distance spanned by a human head (the so-called
interaural time difference), you will perceive that the sound is coming from
the side with the first arrival of the sound. but more than that, even though
you know the intensity of the sound is the same in both ears, it will sound
much louder in the ear with the first arrival. (High frequencies are more
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Figure 25.3
If you stare at the intersection of two of the
black lines, you will see lighter gray spots at
the adjacent intersections, a clear visual
illusion that is a side effect of our visual
processing algorithms.

shadowed by the head and do result in interaural level differences, also used
as cues for sound localization.)

A visual illusion of the second type, a side effect that probably brings
no advantage, is seen in figure 25.3, where light gray spots appear in the
intersections of black stripes against a white surround. This is an untruth
that results from some no doubt very useful visual algorithms, leading to
distortions of reality with no purpose in special circumstances.

25.2
Sounds That Aren’t There

There are several phenomena related to tones that are perceived but not
present. Perhaps they are the analog of the visual effect just mentioned: side
effects of auditory processing. They go under the names of Tartini tones,
difference tones, combination tones, beat tones, resultant tones, distortion
products, differential tones, summation tones, and no doubt more. Some
of these terms are overlapping, and others have not ever received crisp
definitions or usage. We will not succeed in defining a zoo of these effects
with every one in a different cage.

A difference tone is perceived at the difference frequency f = f2 − f1;
a summation tone at the sum frequency f = f2 + f1. Tartini tones are
generally applied to compound (periodic but not sinusoidal) generators,
whereas difference tones refer to simple sinusoidal generators. We need a
blanket term, one that acknowledges that all these effects, in spite of their
nuances, do share some common roots. We call them phantom tones. A
phantom tone is a tone not in the sound presented to the listener but heard
by the listener nonetheless. Are all the various phantom tones essentially
the same phenomenon?

We have made the case that pitch is not intrinsic to sound and is a
human sensation, so is it not phantom? Pitch and phantom tones are
independent phenomena, because pitch can exist without the perception
of any tone at the frequency of the pitch. For example, a good chime has
a well-defined pitch, yet no partial at that pitch is heard and no sensation
of a tone is present at that frequency. A phantom tone, when it is present,
sounds as real as an instrument playing that note, if faintly.

Hearing Phantom Tones

Combinations of real tones (generating tones) may spawn the sensation
of other tones or partials that aren’t physically present. Phantom tones
sound perfectly real—tones with a pitch—but their perceived strength is
dependent on the listener, context, and training. It is possible to draw
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attention to phantom tones by causing them to change pitch, which can
be done by varying the pitch of the generating tones. Sometimes alternately
removing and restoring a generating tone brings out a phantom tone. These
techniques are analogous to the trick used to make partials stand out—both
cause us to switch from synthetic to analytic listening. Practice makes it
possible to make the switch without such coaxing.

What relation does the frequency of a phantom tone bear to the gen-
erating tones? What is the connection between fast beating and phantom
tones?

A way to discover new phantom tones is to use two pure sinusoidal par-
tials as the generating tones, and then listen for tones at other frequencies.
Some sine tone generating software allows slowly ramping up one partial in
frequency, while keeping another fixed. This can be done using the cursor
control to ramp a partial up or down in frequency in MAX Partials. Some
people seem to have difficulty recognizing phantom tones, possibly because
they have more accurate hearing or are less capable of analytic listening—
it is difficult to tell which. There is growing evidence for a considerable
variability in sound processing in the brain from person to person. A
dramatic example of this is Deutsch’s audio illusion, discussed in section
25.21, which different people hear radically differently. For this reason,
there may be no fixed set of answers to the question of what phantom tones
are heard under a given set of circumstances.

A key question is whether the phantom tones grow louder in proportion
to the generator loudness, or if they respond more dramatically, suggesting
nonlinear effects. You can check this on yourself once you find good
examples; specific cases to try of frequencies f1 and f2 are given in the
following.

25.3
How andWhere Do Phantom Tones Arise?

The debate on the cause of timbre beating is recapitulated in the debate on
the causes of phantom tones.

Mechanical Causes

Camps divide according to what part of the auditory chain is responsible
for phantom tones. Place theory maintains that the required partials, absent
in the incident sound, are created by the mechanics of the ear, so that
the missing vibrations are actually real by the time they are detected by
the neural system. This is quite possible on general nonlinear mechanical
principles. The presence of two frequencies may in fact generate a third
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frequency or even several new frequencies, which could be a difference of
the two, sum of the two, twice one minus the other, and so on.

Helmholtz was attracted to the idea of nonlinear sound generation in
the ear. His thinking was that if we are frequency analyzers, we cannot
hear a particular frequency or a tone unless it is physically present. Faced
with the absence of the first partial in some complex musical tones—the
residue pitch effect—Helmholtz felt compelled to restore the lowest partial,
to require its physical presence, by saying that it was produced by nonlinear
effects based on the presence of the higher partials. This idea is flawed, since
the residue pitch is not actually accompanied by the ability to hear out a
sinusoidal partial at the frequency of the pitch. In other words, Helmholtz’s
phantom partial is not even perceptually present. He was quite sloppy
about the distinction between tone, pitch, and partial, using the words
interchangeably, when more precision of language was called for. His
translator complained bitterly about this, as we remarked in section 23.9.

Perhaps his mind was clouded by the beauty of the nonlinear idea—if
only it were true! It fits a very pretty physical phenomenon that is nearly
universal for physical systems that vibrate: nonlinear generation of har-
monics and combination tones. Due to this effect, a vibrating system can
be driven at one frequency and generate other frequencies spontaneously.
If the vibrational amplitude is large enough, new frequencies are generated
that are combinations and differences of multiples of the frequencies that
were originally present. Thus, if we force a nonlinear system with sinu-
soidal frequencies f1 and f2, we might see, for example, a new sinusoidal
frequency f = f2 − f1 generated as a response. In Helmholtz’s day,
this notion was new, and it must have been tempting to appeal to this
mechanism in the face of the apparent dominance of the fundamental. It
assigns the perception of pitch at a missing fundamental frequency to a
physical property of the ear, amenable to analysis in terms of relatively
simple nonlinear oscillations. Still, it is surprising that Helmholtz took this
physical, causative path to explaining pitch, since he was comfortable with
psychophysical phenomena. He had already spent much time juggling such
issues in connection with color vision and sight.

Neural Causes and the Auditory Cortex

Timing theory supposes that phantom tone generation lies further up the
neural chain: the nervous system can create, either deliberately or as a side
effect of its algorithms, the sensation of tones that reveal repetitious events
in the sound, present even if the corresponding partials of the same period
are absent.

The auditory cortex stands between the ear and the seat of conscious-
ness. It is divided into three parts with different function. The tertiary
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cortex apparently synthesizes the aural experience before sending it on,
and the secondary cortex apparently processes harmonic, melodic, and
rhythmic patterns. The primary cortex extracts pitch and loudness data,
and is tonotopically organized (different frequency zones in physically
different places). Brain scans show that the primary cortex is not involved
when imagining music, but it is active when schizophrenics have auditory
hallucinations.

Hallucinations

Hallucinations, either visual or auditory, can be indistinguishable from
reality. One of the maladies that Oliver Sacks recounts in his fascinating
book Musicophilia can be distracting to the point of despair: people quite
suddenly hear music that isn’t there, and it doesn’t tend to go away. The
sensation is nothing like the tune you can’t get out of your head. The music
sounds completely real. The genre of the music heard is often not a match
you would imagine for the patient, who may or may not be musically
inclined. If, for whatever reason and through whatever mechanism, the
auditory cortex decides to create and send phony data, there is apparently
no way for our conscious minds to tell it is not real.

What has this anomaly got to do with pitch perception or phantom
tones? The point is that if the auditory cortex can send symphonies that
aren’t there, why couldn’t it more routinely send us the sensation of a “real”
tone, which might sound like a single partial or perhaps a complex tone,
and which isn’t physically present but still represents some aspect of the real
sound being processed? Sending such a sensation might serve a purpose or
it might be a side effect of complex processing algorithms.

Otoacoustic Emissions

It is known that the ear emits sounds as well as receives them. Signals from
the nervous system are sent to the cochlea, causing hair cells to contract and
relax at audio frequencies, resulting in sound emission from the ear. (These
otoacoustic emissions were discussed in section 21.4.) The relevance for
the present discussion is that otoacoustic combination tones (called upper
beat tones by Koenig, Zahm, and others) of the form f = 2 f2 − f1 are
quite discernible by the sensitive microphones used to detect otoacoustic
emissions. Thus the combination tones are “really there" in a physical sense
within the ear, but it is still not completely clear how they get produced, or
whether these signals are the ones we hear, and where in the neurological
chain the signals originate.

Helmholtz was wrong about hair cells being little high-Q resonators on
their own, but neural feedback effectively makes them capable of sharp
frequency resolution anyway. It seems likely that Helmholtz was also wrong
about the importance of mechanical nonlinear effects, but this too may be
rescued by nonlinear neural feedback—that is, otoacoustic emissions.
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25.4
Beat Tones

Loudness beats are recognized by a periodic waxing and waning of the
amplitude of the resultant wave.

Phantom Loudness Beat Tones

In figure 24.4, we saw the addition of 25 Hz and 27 Hz sinusoids of equal
amplitude. (We use smaller frequencies for clarity in plotting.) The GCD of
25 Hz and 27 Hz is 1 Hz, but there are two beats per second, if by beats we
mean broad maxima in the envelope of the higher frequency oscillations.
As inspection of the waveforms reveals (see figure 24.4), the two beats each
second are not quite the same: only every other beat is an exact repeat,
giving a strict periodicity of 1 Hz. Nonetheless, it makes little difference
whether the waveform is formally periodic at 1 Hz; we hear 2 Hz beating
since the sound is louder twice per second.

A Tone at the Beat Frequency?

The beats at the difference frequency are “events” in their own right, even
though there are only two frequencies present. Certainly, we hear those
events if they are slow—as in 200 Hz plus 202 Hz—as loudness beats at
2 Hz. As they get faster, at what point would their presence be completely
inaudible? The point is, there would be some residue of the countable
beats—they would, in fact, remain audible. If the difference frequency is
in the audio range, we hear this periodic sequence of events as a tone. It
may be serving a purpose, to inform us of events at that frequency.

A London police whistle makes just such use of beating of two nearby
high-frequency tones. Suppose the whistle generates a 3000 Hz and a
3080 Hz tone. The combination beats at 80 Hz, well into our hearing
range. The GCD of 1000 and 1080 is 40, which is the frequency of this
combination, also well into our hearing range. The beating tone, however,
is heard at 80 Hz, which is the frequency of the waveform pulses. The exact
details of each pulse recur only at 40 Hz.

Before Ohm and Helmholtz came along, the issue of phantom tones and
beat tones was thought to be resolved. Thomas Young (figure 25.4), an
amazingly talented British polymath who helped decode the Rosetta Stone
and worked out much of vision theory (and along the way performed an
interference experiment with light that is today a paradigm of quantum
mechanics), took up the question of phantom tones. The subject was
initially raised by the violinist Giuseppe Tartini in 1754 and the German
organist and composer Georg Andreas Sorge in 1745. They had heard the
beat tones as “third notes” when playing two others. It is hardly credible
that it went unnoticed by generations of musicians before. However,

Figure 25.4
Thomas Young (1773–1829). Courtesy
Materialscientist.
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phenomena are often not attributed to their first discoverer, but rather
to someone who described their significance most eloquently. Young
promoted the commonly accepted explanation, until Ohm and Helmholtz
questioned it.

Young and also Joseph Lagrange first argued that beats are events—
that is, loudness peaks owing to constructive interference maxima that
occur repeatedly at the beat frequency. The ear is willing to assign a tone
to this periodic succession of loudness undulations, despite the complete
absence of partials at the frequency of the beat tone. Young said: “The
greater the difference in pitch of two sounds the more rapid the beats, till
at last, like the distinct puffs of air in the experiments already related they
communicate the idea of a continued sound; and this is the fundamental
harmonic described by Tartini.”

Examples of Beat Tones

Even for just two sinusoids, there are all sorts of cases to consider. It is
amazing how many mathematical ramifications there are surrounding the
choice of just two numbers. Is their ratio rational or irrational? Are any
integer ratios, involving small integers, a good approximation to the ratio
of the two? The answers to these questions affect what we hear.

For example, suppose f1 = 1000 Hz, f2 = 800 Hz. These beat at 200 Hz,
and perhaps therefore we will hear a 200 Hz tone. But not so fast—200 Hz
is also the residue pitch. We should examine instead, say, 1042 and 842 Hz.
These are now inharmonic partials, but they differ by 200 Hz. Indeed, a
200 Hz difference tone—a true phantom tone—is clearly heard, weaker
than the two generators but still quite distinct.

This sheds some light on residue pitch. Nothing drastic happens to
the perceived 200 Hz tone in going continuously from 1042 and 842 as
generators to 1000 and 800. This implies that any tone heard along with
the 200 Hz pitch is an event tone—that is, a tone generated in our sound
processing hardware and software to signify the occurrence of repetitive
events (beats) at a frequency of 200 Hz in either case.

A case is provided by intervals near 8:15, using frequencies such as
f2 = 2048 and f1 = 3840 Hz, giving the beat tone f = 2 f2 − f1 of 256 Hz,
which indeed is heard. This is also just the frequency of the waveform beats.
If f2 is raised by A Hz, the phantom tone increases by 2A Hz, as does
the frequency of the waveform beating. If f1 is raised by A Hz, the tone
is lowered by A Hz, as is the frequency of the waveform beating. The reader
is encouraged to try this, using, if possible, high-quality earbuds and good
tone generators. One may vary f1 by 200 Hz in either direction and f is
clearly heard, obeying f = 2 f2 − f1.

Another interval, f2 = 2048 and f1 = 3072 Hz (and analogous
intervals), is remarkable in that, first, the difference tone f = f1 − f2 =
1024 and the combination tone f = 2 f2 − f1 = 1024 are the same; thus
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what Koenig termed the lower beat tone (the difference tone) and the upper
beat tone (the combination tone) coincide. This combination has loudness
beats at 1024 Hz. If the higher frequency f1 is raised by A Hz, the difference
tone should increase by A Hz, but the combination tone should decrease
by A Hz. Indeed, as f1 = 3072 is lowered by hand, as is possible in the
MAX patch Partials, one hears both rising and falling phantom tones (a
rising combination tone and a falling difference tone) interfering with each
other, causing beats when they are still relatively close in frequency. When
f1 = 3073 Hz, there should be two beats per second, and that is what is
heard. This is also the frequency of the waveform beats. If, on the other hand,
the lower frequency is raised by A Hz, the difference tone should decrease
by A Hz, but the combination tone should increase by 2A Hz, implying a
beating of between them of 3A Hz. That is heard also. Quite an instructive
example! We are feeding our ears only two pure tones, both above 2000 Hz,
yet we are discussing the easily audible beating of two phantom tones, both
around 1000 Hz!

25.5
Nonlinear Harmonic Generation

The key to hearing interesting phantom tones is to make sure they do
not already exist in the sound presented to the listener, owing to some
quite common imperfections in the production of sound. In the old days,
Helmholtz, Seebeck, Ohm, and especially Koenig went to extraordinary
lengths to ensure that there were only pure sinusoids coming from tuning
forks, sirens attached to resonators, and the like. Nonetheless, aspersions
were sometimes cast regarding the purity of a competing researcher’s
sound sources. Today, professional-level recording and playback equip-
ment may be employed to ensure the near absence of contaminating
frequencies. Laptops and earbuds may not be free of such problems.

When a single vibration mode is present—that is, a single simple
oscillator such as a real (as opposed to an ideal) pendulum—an oscillator
forced sinusoidally at frequency f may generate other frequencies 2 f ,
3 f . . . as well. This is called harmonic generation, but it may sound like
old news: don’t simple strings have harmonics? They do, but the situation
is quite different. In a string, each mode f , 2 f , . . . . is an oscillator in its own
right—a string has many different vibration modes. Also, in real strings the
higher modes will not be quite exactly integer multiples of the lowest mode
frequency, so that the second partial of a string might be 401.3 Hz if the
first partial is 200 Hz. If on the other hand a single mode is oscillating in a
periodic but not sinusoidal way, higher harmonics must be present and are
exact multiples of the lowest frequency. An ideal pendulum or mass and
spring oscillates sinusoidally, so just one frequency is present. Harmonic
generation is associated with “nonlinear” vibration. We can get a feel for
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Box 25.1
Experiment in Nonlinear Harmonic Generation

Figure 25.6 is an instructive case
study in nonlinear generation of
tones that are not there in the original
signal. They were generated by delib-
erately overdriving cheap analog
electronics (earbuds and micro-
phone). The sinusoidal frequencies
f1 and f2 were generated on a laptop

(the frequency of f2 was ramped up
linearly with time) and fed at loud
volume to earbuds, one of which
was placed very close to the inex-
pensive microphone of a dictation
headset. The digital sound generated
by the computer thus passed through
analog stages (earbuds, microphone)

before becoming digital data again in
the computer. The analog processes
are subject to harmonic generation
and other nonlinear distortions,
which become evident in the sono-
gram of the data.
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Figure 25.6

(Left) The thick black and red lines represent a fixed sinusoidal partial f1 and a rising
partial f2. Harmonics and difference frequencies are shown in lighter lines. For frequency
f2 and fixed f1, several harmonics and difference tone frequencies for the lowest orders
are shown. It is seen that sometimes there are coincidences of various orders—that is,
where the light lines intersect. For high-pitched f1 and f2, the important phantom tones
are below, and sometimes well below, f1 and f2. (Right) Sonogram obtained as follows:
The sine tones f1 and f2 were generated on a laptop (the frequency of f2 was ramped up
linearly with time) and fed at loud volume to earbuds, one of which was placed very
close to the microphone of a dictation headset. The digital sound generated by the
computer thus passed through analog stages (earbuds, microphone) before becoming
digital data again in the computer. The analog processes are subject to harmonic gene-
ration and other nonlinear distortions, leading to the weaker lines seen corresponding
to the tones specified on the left, as well as others not shown on the left. The hardware
produces distortion products, which if presented to the ear are real, not phantom.
Helmholtz suggested that this kind of distortion happens mechanically in the ear, so
that the phantom tones we hear are in fact real by the time they are detected.
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Box 25.2
Rudolph Koenig

Rudolph Koenig was a unique figure
in acoustics. Koenig did not do well
in college (he had trouble with lan-
guages) and apparently never wanted
to be a part of the academic establish-
ment. He became, nonetheless, a key
player in the scientific controversies
of his day concerning acoustics and
perception. He made a living selling
demonstration equipment and scient-
ific instruments. Born in Königsberg,
he apprenticed for eight years under
the violin maker Jean Baptiste Vuilla-
ume. He began a new career making
scientific instruments and a few years
later had earned a reputation as per-
haps the most talented and brilliant
instrument maker of his time, a true
artisan. His instruments were exclusi-
vely for the purpose of demonstra-
tions of sound and hearing. He was
also a creative and talented scientist,
involved in the acoustical controver-
sies of his day (and our day, as we
have said). He built better and better
instruments to answer the key experi-
mental questions, and other innovat-
ions meant to illustrate fundamental
acoustical principles and his interpre-
tation of the questions surrounding
human hearing. Koenig became one
of the best researchers in acoustics,
at first refining and supporting
Helmholtz’s ideas. Later, he became
Helmholtz’s strongest and most effe-
ctive critic, often using devices of his
own design, remarkable considering
Helmholtz’s stature and the fact that
Koenig was not formally educated
beyond secondary school.

Koenig had a reputation for meti-
culous integrity. His reputation for
well-conceived experiments and fine
instruments was without peer. Alth-
ough he sometimes put Helmholz’s
ideas into their finest experimental
form, and improved many other inst-
ruments, he is best known for making
by far the most complete and accu-
rate sets of tuning forks and putting
them to remarkable uses. The import-
ance of high-quality tuning forks as
standards and investigative instrume-
nts is easy to underestimate in a digi-
tal world. A Koenig tour de force was
displayed at the Philadelphia Exposi-
tion of 1876: a “tonometric” appara-
tus consisting of 670 tuning forks,
of different pitches covering four
octaves.

Getting the right answers to the
subtle questions surrounding the
origin of phantom tones requires
instruments of high precision, and
most precise among these was the
tuning fork. The key was to make
each fork emit a single pure sinusoid.
Even today, it is no mean feat to
ensure that loudspeakers and micro-
phone are operating in the purely
linear regime, where distortion pro-
ducts play no role. And even today,
the gold standard in tuning forks are
those made by Koenig.

He enjoyed presenting acoustic
and perceptual phenomena to
relatively large groups. Scientists,
students, musicians, and craftspeople
gathered at Koenig’s workshop from
all over Europe and America. It was a

unique place—part home, part
commercial space, part institute.
They enjoyed Koenig’s remarkable
scientific and musical demonstra-
tions, part seance and part seminar.
One could not disentangle business
and science at Koenig’s shop. All this
took place in the atmosphere of
friendliness and the highest traditions
of craftsmanship.

Like Seebeck, Koenig took issue
with the assertion that pitch is
associated with pure partials of the
same frequency. Instead, Koenig
asserted that pitch and tones sprang
from periodicity, which as he knew
could exist without a partial of the
same period. Seebeck the school-
master and Koenig the artisan were
right, but their opinion did not carry
against the Aristotelian weight of
Helmholtz. Even so, it is widely
acknowledged that Koenig gave
Helmholtz a run for his money on
key issues surrounding pitch perce-
ption, the nature of difference tones,
beat tones, and so on. Some con-
temporaries even thought Helmholtz
lost the arguments. Careful reading
and testing of Koenig’s arguments
and examples are convincing reg-
arding the correctness of his main
ideas, if not all the details. This is not
to diminish Helmholtz, a truly great
physicist. The issue remained contro-
versial for a long time, even up to the
present, as such issues do in science
when truth and authority do not
coincide.
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Figure 25.5
Amplitude of a pendulum versus time for
nearly vertical initial displacement. The
damping was set to zero, and there was
no forcing. Notice the distinctly
nonsinusoidal oscillation, which through
Fourier’s theorem will require harmonics
of the fundamental frequency in order to
reproduce the curve.

generation of new frequencies owing to nonlinear effects by considering a
real pendulum at large oscillation amplitudes (figure 25.5). The pendulum
was released from rest in a nearly inverted position, so it swings back
and forth almost full circle. The pendulum is slow to fall away from the
nearly inverted position; this causes a nonsinusoidal shape in the plot of the
amplitude versus time. Higher multiples of the fundamental frequency—
that is, higher harmonics—will be required to describe this flat-topped
curve; something vibrating in this way will emit these higher harmonics
as well as the fundamental. If the moving parts of the ear are nonlinear
oscillators, they could generate the “aural harmonics” 2 f , 3 f, . . . if forced
at frequency f . Or the harmonics could be caused by neural feedback to
the hair cells.
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1 – Problem: Narrow escape

Read in Why You Hear What You Hear
Chapter 1: How Sound Propagates
Chapter 2: Wave Phenomenology

Tools
Harvard Falstad Ripple applet (on http://www.whyyouhearwhatyouhear.com/subpages/falstad.html )

What happens when a plane wave hits a narrow hole in a wall?

1.1 On a two-dimensional model of air cells, make one to three drawings to show what hap-
pens as the pressure emerges from the gap in the wall. Show how the pressure applies from 
air cells to air cells.
For instance, your starting point for your drawings could look like this:

plane wave starting here

Figure 1: Walls & air cells

1.2 Simulate this in Ripple. Take a screenshot. 
With white representing background pressure, and the little cells shown here correspond-
ing to pixels in Ripple, the black pixels represent a wall you have drawn, with a one-pixel 
gap. Load up two rows of pixels with pressure or use a plane source; make sure to turn 
Fixed Edges off, slow the app down as much as possible, and try to catch the excess pressure 
in the early stages of leaking out.

1.3 Which phenomenon is showed here (select all that apply)?
 ☐ Interference
 ☐ Reflection
 ☐ Refraction
 ☐ Diffraction
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2 – Problem: Measure the speed of sound

Read in Why You Hear What You Hear
Chapter 2: Wave Phenomenology – Speed of sound 

Tools
Audacity (details on http://audacity.sourceforge.net/ ) (or other sound analysis program, like 

Amadeus, details on http://www.hairersoft.com/ )

In this problem, you are going to make a rough measure of the speed of sound.
Make a recording of a short percussive sound, like a hand clap. You will have to identify the 
first reflection. Think about ways to get a good recording for this exercise: relative position of 
the source, microphone (computer), and reflective surface (wall). We suggest you use a set-up 
similar to the following:

wall

computer / microphone

distance d

pulsed sound source
(for instance, clap of hands)

you are going to observe a signal looking like:

τ
Figure 2: Reflection recording set-up

Take note of the direct distance d from your microphone to the reflective surface.
Save your original recording as a wav format sound file.
Slow the sound down (in Audacity, use the command Change Speed in the Effects menu) and zoom 
in on the waveform display to see the first reflection. Try different settings. Find a good slowing 
down factor that enables you to visualize and hear as clearly as possible the first reflection of the 
sound. Beware of other closeby objects which may give false, early signals. Save the slow version 
of your sound in wav format, and keep note of the slowing down factor you used.

2.1 Print the waveform of the sound (slowed down). Indicate on the plot the slowing down 
factor that you used. Label the direct sound and the first reflection. Measure the time 
delay on the zoomed in waveform display with the cursor.
What is the time delay τ between the direct sound and the reflection? (Don’t forget to take 
into account the slowing down factor you used.)

2.2 Express the speed of sound c as a function of d and τ.
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2.3 Using your measures, what speed of sound do you get? Compare to the theoretical speed 
of sound. Is your result realistic given the uncertainty on the distance measurement? 
Describe the geometry you used, distances, etc. The tabulated speed depends on tempera-
ture. Measure temperature and look up the speed of sound at that temperature in air, and 
compare your result. Hint: use as flat a reflecting wall surface as you can, and make sure 
the wall is perpendicular to the line of sight from microphone to wall.

2.4 If you can increase the distance from microphone to wall, would that be likely to increase 
your accuracy of measurement, and why? Discuss possible reasons for any differences 
between your results and the tabulated values.
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3 – Problem: Tsunami

Read in Why You Hear What You Hear
Chapter 2: Wave Phenomenology 

You may use the units you find the most convenient, such as miles for length, and miles per 
minute for speed.
Read this excerpt from a warning issued for Hawaii about a tsunami created by the large earth-
quake in Chile on February 27th (Feb. 26th Hawaiian time, HST):
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Figure 3: Figure 3 Hawaii tsunami bulletin excerptHawaii tsunami bulletin excerpt
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3.1 The warning states that tsunami waves efficiently wrap around islands. What can you say 
about the wavelength of a tsunami wave relative to the diameter of the islands? Explain 
your reasoning (with a picture, if helpful).

3.2 The island of Hawaii has a diameter of roughly 100 miles. What must the wavelength of 
the tsunami wave be, expressed as an inequality?

3.3 Based on the facts given above (including the bulletin), what is the approximate speed of 
propagation of a tsunami wave?

3.4 Again using the facts given above, about how far is Hawaii from Chile?

3.5 The largest tsunami ever recorded, over 500 meters high*, occurred in Lituya Bay, Alaska 
when an earthquake caused a massive landslide into the bay. The bay is about 10 miles 
long and 2 miles wide, with a narrow opening to the sea. Why would these conditions 
lead to an unusually large tsunami? According to one survivor on a boat that rode out the 
quake, the wave may in the bay have been traveling up to 600 mph. 
* 520 meters - 1720 feet - was the “runup” onto the steep shoreline walls. The wave may 
have been 200 feet high in the center of the bay, it is estimated.
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4 – Problem: Loudspeaker phase

Read in Why You Hear What You Hear
Chapter 2: Wave Phenomenology – Interference and Superposition (enough to get us 

started for this problem)
Chapter 7: Sources of sound (also relevant)

Tools
Harvard Falstad Ripple applet (on http://www.whyyouhearwhatyouhear.com/subpages/falstad.html )

Let’s consider two distant speakers fed with the same sinusoidal source. When a listener walks 
around in the space, the amplitude of the sound heard varies greatly. You are going to replicate 
this experiment using Harvard Falstad Ripple applet.
Setting up: you can set the simulation speed higher or lower to make some things easier to 
measure, but leave it fixed after that. Some experimentation to optimize your conditions may be 
needed.

 ✓ Check Stopped

 ✓ Select Clear waves under Actions…

 ✓ Uncheck Fixed Edges

 ✓ Set Setup: Dipole Source (menu Setup at the top)
 ✓ Set 2 probes
 ✓ Drawing mode normal

 ✓ Set the resolution to about 200
 ✓ Set Mouse = Draw Walls, and draw walls as required. It’s usually easier to draw closed shapes 
and open them up with erase walls later.

 ✓ Drag probes around to where to want them. 
 ✓ When ready, unchecked Stopped 
 ✓ Check Stopped to take screen shots.

Create a “loudspeaker” by drawing a box, setting a sound source inside of it, and making a 
small hole in the box for the sound to get out. Now, make a pair of loudspeakers oriented the 
same way. You are going to demonstrate the effects of changing the distance between the speak-
ers, and/or the frequency of the sound, using sound of various wavelengths, from large to about 
1/4 of the spacing between the speakers.
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Figure 4: Two loudspeakers in Ripple, here out-of-phase

4.1 Set the phase to be perfectly in-phase (phase slider at zero) or perfectly out-of-phase 
(phase slider all the way to the right). Put the speakers at different distances. Try a wide 
range of frequencies, and comment on the effect of that. Can you get the sound from the 
two speakers to cancel out in places? Write up a summary of your conclusions about what 
happens, including some screenshots. Include the concepts of constructive and destructive 
interference.

4.2 Find another experiment you like and set up your own system to investigate. Make a 
screenshot and explain what you discovered. Be creative! You might want to try out varia-
tions of some of the things you have seen in Why You Hear What You Hear.
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5 – Problem: Horn simulation

Read in Why You Hear What You Hear
Chapter 3: Sources of Sound

Tools
Harvard Falstad Ripple applet (on http://www.whyyouhearwhatyouhear.com/subpages/falstad.html )

A reasonable conical horn can be made by rolling up a piece of stiff cardboard, leaving approxi-
mately a 2-inch hole at the throat of the horn, and perhaps a seven or 10-inch mouth. The effect 
on the voice or other sound sources injected into the throat of the horn is significant. Try it!
Here, you will do a numerical simulation of the effects of adding a horn to a source. Compare 
two identical sources, one placed inside the throat of the horn, and one placed far outside the 
horn in an open region. In the figure below, probes “A” and “B” from sources at “a” and “b” were 
compared.

Figure 5: Simulation of a horn in Ripple.

Setting up: before drawing the horn in Ripple, we recommend to set the Resolution to the maxi-
mum: 400 pixels. 

 ✓ Check Stopped

 ✓ Select Clear waves under Actions…

 ✓ Uncheck Fixed Edges
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 ✓ Set Setup: Dipole Source (menu Setup at the top)
 ✓ Set 2 probes
 ✓ Drawing mode normal

 ✓ Set the resolution to the maximum, 400 pixels
 ✓ Set Mouse = Draw Walls, and draw the horn walls as required. For instance, use the ellipse 
tool, then set Mouse = Erase Walls to erase the parts not needed for the horn. Seal off the 
horn tube at the left with a vertical line.

 ✓ Drag probes around to where to want them. 
 ✓ When ready, unchecked Stopped 
 ✓ Check Stopped to take screen shots.

5.1 Log data for the two probes A and B (you might log data only after signal reaches the 
probes). Compare the amplitude of the signals: for instance plot both signals using Micro-

soft Excel. Write a short report after your experiments. Include a screen shot and any plot 
that you find relevant. Is the overall power increased when using a horn? (Estimate the 
angle subtended by the beam exiting the horn, and use that and the relative amplitudes to 
estimate the total power. You might want to experiment with differently shaped chambers 
for confining the source to see if you can increase the power.)

Figure 6: Sound amplitude the same distance from a source vs. time, 
with and without a horn.
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6 – Short questions

Wind turbine
6.1 The Vestas V164-8.0 MW offshore wind turbine (see http://www.vestas.com ) has a rotor 

diameter of 164 meters (538 feet). How many revolutions per minute must the blades be 
rotating in order for their tips to go supersonic (travel faster than the speed of sound)?  

Noisy machine
We have a noisy piece of machinery, and measure a sound intensity of 90 dB. 

6.2 What will we measure if we turn on a second identical piece of machinery, situated at the 
same distance of our measure tool?

6.3 With only the first machine running, what measure will we get if we double the distance 
between the machine and our measure instrument?

Golden sound
In Switzerland, a periodic sound with a wavelength of one foot in air enters a block of gold in 
which the speed of sound is 3240 m/s. 

6.4 What is the frequency of the sound?

6.5 Is the wavelength different inside the block of gold? If yes, what’s the new wavelength?

Sinus sickness
Tools

Mathematica or other tool to plot functions, such as http://www.fooplot.com or the Java plotter 
http://math-it.org/Mathematik/Analysis/FunctionPlotter.html

Make sure to clearly caption each plot with the question number.

6.6 Make a plot of y�t� sin�2 Π f t� from t = 0 (or a little less) to t = 0.01 s (or a little more),  
with f = 250 Hz.

 ✓ Label 0 and 0.01 s on the time axis.
 ✓ What is the frequency?
 ✓ What is the period?

6.7 Make a plot of y�t� sin�2 Π f t� �
1

2
cos 4 Π f t �

Π

6
from t = 0 (or a little less) to t = 0.01 s (or a 

little more), with f = 200 Hz.
 ✓ Label 0 and 0.01 s on the time axis.
 ✓ What is the frequency?
 ✓ What is the period?

6.8 Make a power spectrum plot of the function y�t� sin�2 Π f t� �
1

2
cos 4 Π f t �

Π

6
(same as in 

question 6.7).
Remember the power spectrum is not sensitive to phase; the power spectrum of 

y�t� sin�2 Π f t� is the same as the one of y�t� sin 2 Π f t �
Π

2
cos�2 Π f t� .
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6.9 For each of the following signals S (t), say if it is periodic, and if yes, give the period.

 S�t� sin�2 Π f t� � 2 sin�7.2 2× Π f t�

 S�t� cos�2 Π f t �

 S�t� cos�2 Π f t2� � cos�2 2 Π f t2�×

 S�t� cos�2 Π f t� � 3 cos�Π 2 Π f t�

 S�t� cos�2 Π f t� � 3 cos�32 2 Π f t�

6.10 Plot the following signals over one period (if periodic) or over several oscillations if not 
and make power spectrum plots (by hand is fine) of the following functions. Take f = 200 
Hz.
 S�t� sin�2 Π f t� � 0.5 sin�3 2 Π f t� � 2 cos�2 2 Π f t�× ×

 S�t� sin�2 Π f t� � 0.5 sin�2 2 Π f t� � 2 cos 2 2 Π f t×

 S�t� sin�2 Π f t� � 2 sin�3 2 Π f t� � cos�2 2 Π f t�× ×

Money
6.11 Show, either by mathematical arguments or a numerical example, that if your money earns 

7 percent every year, the value of your account grows exponentially approximately as 
M M0 e

Α t , where t is time in seconds and M0 the initial amount of money, assuming you 
do not add or subtract anything yourself. Find α.

The exponential horn
6.12 To avoid reflections and maximize energy transfer from a source to the air through a 

horn, the ideal shape for a horn or speaking trumpet is exponential (see Why You Hear 
What You Hear, chapter 7.)  That is, the cross-sectional area of the horn should increase 

as eA�l� A0

l�L0

L0 , where A0 is the area of the horn at its mouth, a distance L0 from its throat. 

We can build the horn out of n thin discs with areas eAn A0

Βn�L0

L0 , where β is the thickness 
of each disc. Recalling that the impedance of each disc is Zn, proportional to 1/An, verify 
that the impedance of the nth segment relative to its neighbors (n -1) and (n +1) obeys the 
geometric mean rule minimum impedance: Zn Zn�1 Zn�1 . 

Logs & exponentials
6.13 Solve for x in the following equations. Show your work!

 6 y 102 x

 log10�4 x2� y

 y ea x

 ln�4 x� 2 y

 y ea x e�a x 2 ex/3
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7 – Quiz questions

7.1 The speed of sound in a gas is faster with higher temperature.
True ☐ False ☐

7.2 SF6 is a gas a lot heavier than air. The speed of sound is expected to be higher in SF6 than 
in air.

True ☐ False ☐

7.3 The Rijke tube turns heat into sound.
True ☐ False ☐

7.4 Sound is an electromagnetic wave.
True ☐ False ☐

7.5 We can measure the speed of sound using a laptop, a clap of hands, and a reflective sur-
face.

True ☐ False ☐

7.6 We hit a 440 Hz tuning fork above an aquarium. Inside the aquarium, the sound hitting 
Nemo’s skin has a different frequency.

True ☐ False ☐

7.7 We record a source in open air at a distance of 1 meter and note the intensity. To measure 
the same intensity at a distance of 4 meters, we can place the source near the L-shape 
formed when a wall meets the floor at 90 degrees.

True ☐ False ☐

7.8 The sound energy produced by one person shouting is enough to get a cup of coffee to 
boiling starting at room temperature in 

An hour ☐ A day ☐ A month ☐ A year ☐

7.9  log10�1041� 41

True ☐ False ☐

7.10 Tuning forks are able to ring for a long time because they have a node at the handle.
True ☐ False ☐

7.11 We record dolphin whistles underwater using a special underwater microphone. When we 
listen to the recording on a sound system in air, we need to change the pitch to hear the 
same frequencies as the dolphins, in order to compensate for the different speed of sound 
in water and in air.

True ☐ False ☐

7.12 With Seebeck’s siren, we can hear a periodic sound with sinusoidal components, whereas 
the disturbance creating the sound was nothing like a sinusoidal source.

True ☐ False ☐

7.13 A car is honking continuously, and an observer is standing next to the road. When the 
car approaches the observer, then passes and recedes, the pitch of the honk heard by the 
observer goes:

Down then up ☐ Continuously up ☐ Up then down ☐



Why You Hear What You Hear The Problem Book 21

7.14 If the gas suddenly changes from air to SF6 in a tube, but the tube is of constant diameter 
(say the change is one meter down a two meter tube), no reflection of sound will occur at 
the change.

True ☐ False ☐
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8 – Problem: Audio-periodic exploration

Read in Why You Hear What You Hear
Chapter 3: Sound and Sinusoids

Tools
Sonogram Visible Speech (details on http://www.christoph-lauer.de/Homepage/Sonogram.html )(or an-

other tool such as Audacity)

In this problem, we are going to use the sound analyzer Sonogram Visible Speech. We are going to 
focus on the power spectrum, given in the FFT Window.

8.1 Take a short sound file (.wav or .aiff) including constant musical tones (not changing pitch, 
etc.) You can use your own recordings. Open the sound file with Sonogram Visible Speech. 
You will see the sonogram and the waveform. Open the FFT Window. When you hover the 
mouse over the sound, the FFT Window is updated with the corresponding power spectrum.

 ✓ Indicate on a screen shot evidence for a fundamental frequency and it’s harmonics. Give 
the frequency.

 ✓ Change the tone (new place in the sound file, or new sound file, etc.) and do again.
 ✓ Compare and comment on peaks.

Here is a screen shot of this kind of analysis, although this screen shot is for a chime tone, 
which does not have equal spaced harmonics. On the right, you can see the window Gen-

eral Adjustments (in menu Options…)

Figure 7: Sonogram Visible Speech

8.2 Invent your own investigation with another complex tone of your choosing; tell us what 
you did and your conclusions. Example: alter the sound file somehow and investigate the 
changes in the power spectrum.
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9 – Problem: Fourier analysis & time/frequency uncer-
tainty

Read in Why You Hear What You Hear
Chapter 3: Sound and Sinusoids
Chapter 5: Sonograms

Tools
Max Partials (on http://www.whyyouhearwhatyouhear.com/subpages/MAX.html )
Audacity (details on http://audacity.sourceforge.net/ )
Sonic Visualiser (details on http://www.sonicvisualiser.org/ )
Two sound files: chirp2.wav and shortandshorter.wav (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

The Fourier theorem works both ways: using sinusoidal partials, you can synthesize any wave-
form. Conversely, any waveform can be analyzed into a set of partial amplitudes and phases. In 
this question, you are going to synthesize a signal using Max Partials, then analyze it using Audac-

ity.

9.1 With Max Partials, generate a sound made of two partials: 500 Hz and 600 Hz. Using the 
record button, save a sound file with this signal. Open it with Audacity. Make a screen shot 
of the power spectrum, using different window sizes. Comment on your ability to identify 
both peaks in function of the window size.

Figure 8: Audacity spectrum options. Here, window size is 2048 samples.

The window size is given in number of points (or samples). When the sampling rate is 
44100 samples per second, the duration of the window size in seconds is (number of 
points) / 44100.

9.2 In Sonic Visualiser, when you see a sonogram (for instance, menu Pane -> Add Spectrogram), 
you can easily adjust the size of the window analysis. When you vary the analysis window 
size, should the frequency uncertainty vary proportionally or inversely proportionally to 
the window size?
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Figure 9: Chirp sonogram in Sonic Visualiser,  
showing the Window size control, here 1024 points

9.3 Using the file chirp2.wav, make at least three screen shots of sonograms made with different 
window sizes (for instance between 64 and 2048), and show graphically this proportional-
ity. Show that it is independent of the average frequency at the moment where you mea-
sure the frequency uncertainty. 

9.4 What are the beginning and ending frequencies of the chirp?

9.5 What happens when you use a greater window size, for instance 8192, compared to 2048?

9.6 Show that there is a minimum frequency uncertainty in each of the two pulses in the file 
shortandshorter.wav, below which you cannot go no matter what the software setting of the 
window size. Explain.



28 Analyzing Sound

10 – Problem: What’s not on your iPod

Read in Why You Hear What You Hear
Chapter 5: Sonograms 

Tools
Raven Lite (details on http://www.birds.cornell.edu/brp/raven/RavenOverview.html ) 

(or other software tool)
Two sound files: Tchaikovsky_clip.wav and Tchaikovsky_clip.mp3 (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

To be able to carry around as much music as possible, most people load up their computers and 
digital music players with compressed audio files in formats such as MP3 and AAC.  To make the 
file significantly smaller, something had to be thrown away, but what?

10.1 Compare the sonograms of the uncompressed file Tchaikovsky_clip.wav and the compressed 
file Tchaikovsky_clip.mp3 in a program such as Raven Lite. What jumps out at you as a way the 
MP3 format saves space?  
Hint: you may need to play with the sonograms’ brightness and contrast settings.  
Comment on any difference you see between the two sonograms.
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11 – Problem: First I was afraid of sonograms

Read in Why You Hear What You Hear
Chapter 3: Sound and Sinusoids
Chapter 5: Sonograms 

Tools
Audacity (details on http://audacity.sourceforge.net/ )
Sonic Visualiser (details on http://www.sonicvisualiser.org/ )
Seven sound files: 01-FirstIWasAfraid.aif to 07-FirstIWasAfraid.aif (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

In this problem, you are going to explore seven sound files, in order to get a feeling of the rela-
tions between a sound and its sonogram. You will need to make sonograms for several of the 
excerpts, for instance with Sonic Visualiser. To see the sonogram in Sonic Visualiser, do Add Spectro-

gram in the Pane or in the Layer menu.
Make sure you change the analysis window size according to what kind of results you want; 
remember the uncertainty principle: time versus frequency resolution. 

Figure 10: a Sonic Visualiser screen shot, here with  
a FFT size (Window) of 2048 samples
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Figure 11: FFT size for Audacity’s spectrum, here 512 samples

11.1 Listen to the original sound: 01-FirstIWasAfraid.aif 
This is an excerpt of a song by the Musica nuda duet; a live version is there: 
http://www.youtube.com/watch?v=4Zet3eLu-ms 
Observe characteristics of vowels and consonants. 
Is the first vowel an audio-periodic signal?

11.2 The second sound, 02-FirstIWasAfraid.aif, is a transposition of the first. In this example, the 
speed has been increased by 10 percent. The effect is similar to what you can experience 
when playing a vinyl record at the wrong speed, for instance 45rpm instead of 33rpm. 
Here, we don’t have the 45:33 ratio, but rather a 10% speed increase. By how many cents 
has the pitch increased compared to the original example? 

11.3 Example 3, 03-FirstIWasAfraid.aif, is another transposition example. Here, the speed of the 
original file has been reduced. By how much? Comparing spectrum analysis of the first 
vowel with Audacity’s Spectrum is a good way to answer.

11.4 In the sound 04-FirstIWasAfraid.aif, a process called frequency shifting has been applied 
(note that frequency shifting is different than transposition, i.e. pitch shifting). The fre-
quencies in the original sound have been shifted down all by the same amount, as you will 
see comparing the sonograms. Guess roughly by how many Hz the frequencies have been 
shifted.

11.5 Another sound processing has been applied to the original file in order to produce 
05-FirstIWasAfraid.aif 
Can you guess which kind of sound processing, maybe by listening, or by looking at the 
sonogram, focusing on the lower partials. While investigating this question, look at the 
first “vowel” (where the vowel was in question 11.1): is it an audio-periodic signal?
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11.6 Frequency shifting can transform a harmonic sound (audio-periodic signal) into an 
aperiodic signal. But applying frequency shifting to an audio-periodic signal upwards, is it 
possible to get another audio-periodic signal? Explain.

11.7 Guess what sound processing was used here to produce 06-FirstIWasAfraid.aif from the 
original file. Comparing the sonogram with the one for the original file should suffice to 
answer the question.

11.8 What about 07-FirstIWasAfraid.aif? Look closely at both sonograms of the original sound 
and this one. What is missing in this one compared to the original? How does it sound? 
Can you guess the name of the kind of effect used? If not, feel free to make up a name of 
your own for the sound processing applied.
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12 – Problem: A Hard Day’s missing fundamental?

Read in Why You Hear What You Hear
Chapter 3: Sound and Sinusoids
Chapter 4: The Power of Autocorrelation
Chapter 23: Pitch Perception 

Tools
Audacity (details on http://audacity.sourceforge.net/ )
A sound file: AHDN-chord.wav (on http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

The opening chord of the Beatles’ song A Hard Day’s Night is one of the most analyzed and 
debated in the history of pop music, in part because of the difficulty amateur guitarists have had 
in reproducing the characteristic sound of the “mystery chord”. The reason is that this complex 
chord is played not only by George and John on 12- and 6-string guitar, respectively, but also 
by Paul on bass and producer George Martin on piano (you may be able to pick out the piano if 
you listen closely to the right channel near the end of the chord). 

The chord is so famous, in fact, that an entire section is devoted to it in the Wikipedia article 
about the song: http://en.wikipedia.org/wiki/A_Hard_Day%27s_Night_(song)

The article includes a detailed breakdown of which notes are present in the chord from Domi-
nic Pedler’s book The Songwriting Secrets of the Beatles.

It is a difficult (if not impossible) task to determine which instruments actually played which 
notes, but let’s suppose that Pedler’s list of notes is accurate (neglecting Ringo’s aperiodic contri-
butions):
  Harrison:  F2, F3, A2, A3, F3, F4, C4, G4
  Lennon: F2, A2, F3, A3, C4, G4
  McCartney: D3
  Martin:  D2, G2, D3

12.1 Examine the power spectrum of the chord, and check whether the fundamental of each 
note is present (recall that Audacity tells you F2, F3, etc. when the cursor is near a peak). 
Are the fundamentals of any of these notes missing? Support your findings with an an-
notated power spectrum. Be sure to pick an appropriate window length for your spectrum 
so you don’t miss anything.

12.2 The fingerprints of a missing fundamental are its higher partials. For any missing funda-
mentals you identified in 12.1), are its higher partials present? Are there any partials pres-
ent that don’t match the fundamental of any of the notes listed above?

12.3 Now examine the autocorrelation of the chord. Is there a peak corresponding to the miss-
ing fundamental(s) you found? Please support your conclusion with an annotated auto-
correlation plot.
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13 – Short questions

Log plotting
Consider the signal S�t� cos�2 Π 40 t� � 40 cos�2 Π 15000 t�

13.1 Plot a power spectrum (make sure to label correctly the axes):
 ✓ on a linear plot (linear scales for power and frequency)
 ✓ on a log-log plot (logarithm of the power versus logarithm of the frequency)

Matching waveforms with spectra
You have to match the three signals with the corresponding power spectra.

Figure 12: Three waveforms

Figure 13: Three power spectra

13.2 We suggest three options. Which is the correct one? Explain.
 ☐ A-1, B-2, C-3
 ☐ A-2, B-1, C-3
 ☐ A-3, B-2, C-1
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Autocorrelation math
A chime tone has four partials: at f1 = 100Hz with a power of (A1)2 = 3, f2 = 230Hz with a power 
(A2)2 = 2, f3 = 370Hz with a power (A3)2 = 3, and f4 = 480Hz with a power (A4)2 = 1. 

13.3 Make a plot of the autocorrelation function for time 0 to 0.05 seconds and say what the 
perceived pitch might be.

Hint: think about the sum of sine waves that would add up to give this power spectrum, and 
remember that the autocorrelation function of y�t� A sin�2 Π f t�  is log10�4 x2� y . Finally, note that 
the autocorrelation function of the sum of waves is just the sum of the autocorrelation functions 
of each individual wave.

Waveform & autocorrelation
A signal has peaks every 0.0025 seconds, but they alternate in width, as seen below.

 0.000 0.005 0.010 0.015 0.020
time �sec�

0.2

0.4

0.6

0.8

1.0
amplitude

Figure 14: Waveform B

13.4 What is the period of this signal? What pitch will you hear if it is played?

13.5 Make a sketch of the autocorrelation function for the signal. 
Hint: think of sliding a paper cutout copy over the original and recording the amount the 
two overlap. (If you are good with computer graphics you might try this for instance in 
Illustrator or Photoshop with transparency turned on.) 

13.6 What is the period of the autocorrelation, when is the first large peak, and when is it? 
Does it corroborate your answer in question 13.4?

Autocorrelations & spectra
Periodic (with one exception) signals are shown below. 

13.7 For each signal, draw an appropriate autocorrelation function and power spectrum. Your 
graphs are not expected to perfectly match what Audacity would generate, but they should 
capture the most important features of the signals. Your horizontal axes should be roughly 
quantitative but the vertical axes can be qualitative.
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Figure 15: Waveform A

0.005 0.010 0.015 0.020
time �sec�

�1.0

�0.5

0.5

1.0

amplitude

Figure 16: Waveform B
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Figure 17: Waveform C
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Figure 18: Waveform D

Matching soundtraces with sonograms
13.8 Match each of the three soundtraces (A,B,C) with its corresponding sonogram (1,2,3).  

Briefly explain your reasoning.g

Figure 19: Soundtrace A

Figure 20: Soundtrace B



Why You Hear What You Hear The Problem Book 37

Figure 21: Soundtrace C

Figure 22: Sonogram 1

Figure 23: Sonogram 2

Figure 24: Sonogram 3

Matching sounds with sonograms
Tools

Four sounds: mystery-sound-01.aif, mystery-sound-02.aif, mystery-sound-03.aif, and mystery-

sound-04.aif (on http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )
You should be able to answer after listening to the sounds, but feel free to analyze them with a 
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software tool of your choice.

13.9 Match each of the four sonograms with its corresponding sound file (1, 2, 3, 4). For each 
match, point out a feature that you find interesting in the relation between graphic and 
sound.

Figure 25: Sonogram A

Figure 26: Sonogram B
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Figure 27: Sonogram C

Figure 28: Sonogram D

Car sounds
13.10 Match the sound description and its sonogram, among the sonograms A to E below.

 ✓ Sound #1 is the horn of a Daf 66 SL classic automobile.
Sound #1 matches sonogram_____

 ✓ Sound #2 is the siren of a New Zealand Police patrol car on wail mode.
Sound #2 matches sonogram_____

 ✓ Sound #3 is a VW Passat door being opened and slammed,  
recorded inside a garage (6 × 6 meters).

Sound #3 matches sonogram_____
 ✓ Sound #4 is a diesel engine starting.

Sound #4 matches sonogram_____
 ✓ Sound #5 is a diesel locomotive moving rather slowly, with about 20 cars in tow.  
Whistle blows nearby and in distance.

Sound #5 matches sonogram_____
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Figure 29: Sonogram A

Figure 30: Sonogram B

Figure 31: Sonogram C



Why You Hear What You Hear The Problem Book 41

Figure 32: Sonogram D

Figure 33: Sonogram E

Low frequency
13.11 To analyze low frequency sounds with a good resolution, you need long samples, which 

involve lots of data at a 44.1 kHz sampling rate. For example, the uncertainty principle im-
plies a 1 Hz uncertainty for 1 second of data. This statement does not depend on frequen-
cy. One Hz is not much of a percentage error for a 1000 Hz partial, but it is a 5% error at 
20 Hz. What might you do to analyze low frequency sounds (say less than 50 Hz) without 
increasing the amount of data?
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14 – Quiz questions

14.1 The power spectrum of a pure sine tone shows regularly spaced partials.
True ☐ False ☐

14.2 In an autocorrelation function, we see a peak at 10ms. In the power spectrum, there is 
almost no power at 100 Hz. Is this possible?

Yes ☐ No ☐

14.3 The autocorrelation of a pure sine wave is a single peak.
True ☐ False ☐

14.4 When we multiply the frequencies of all of a harmonic sound’s partials by the twelfth root 
of two ( 212 ), its pitch becomes a semitone higher (this is true, it’s not a question!) Now, 
the question statement: when we multiply the frequencies of all of a harmonic sound’s 
partials by the thirtieth root of two ( 213 ), the sound becomes inharmonic.

True ☐ False ☐

14.5 A viola plays a A3 (fundamental frequency 220 Hz). One way to transpose the note an 
octave up is (using a specific software tool) to add 220 Hz to all of the note’s partials.

True ☐ False ☐
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15 – Problem: String simulation

Read in Why You Hear What You Hear
Chapter 8: Making a Stretched String
Chapter 23: Pitch Perception

Tools
Falstad Loaded String applet (on http://www.falstad.com/loadedstring/ )
Optionally Audacity with JackAudio or Soundflower to route and record sound

In this exercise we see the effect of periodic and non-periodic motion on sound and the vibra-
tion of objects.

In Falstad Loaded String applet, you should set up your experiment with the Stopped box checked, 
and only un-check the box when you’re ready to run your experiment. Make a three load string 
by moving the Number of Loads slider most of the way to the left, until there are only 3 loads left. 
You can excite individual modes of oscillation separately by pulling up the vertical sliders under 
the Magnitudes. 

Figure 34: Falstad Loaded String Applet, with three loads,  
here, second mode active

Measure the frequencies of the three independent modes by exciting them separately. Using a 
stopwatch to measure the periods (then convert to frequency), or record the sound from each 
one and use Audacity to measure the frequency. Note that you can record the sound using a 
microphone & speakers connected to your computer, but for the best quality, you would route 
internally the sound from one application to the other with tools such as JackAudio (cross-plat-
form) or Soundflower (Mac).

15.1 Report all three frequencies. Are they evenly spaced?
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15.2 Now, begin with some string shape that excites all three modes together and find out 
whether the motion is periodic in a reasonable amount of time. You can do that visually 
with a low simulation speed, or you can record the sound and observe the waveform. 
Relate your finding to your answers in question 15.1. 
Note that you can excite the three modes either with a pluck or by dragging up all three 
magnitudes before un-checking Stopped.

15.3 Listen to the sound with all three modes excited as in question 15.2. Would you call it a 
“harmonic” tone or a “chime” tone? Explain.

15.4 Now max out the number of loads, and repeat parts 15.1, 15.2, and 15.3, using just the first 
three modes of the string, leaving the others with no amplitude. You can do this by pulling 
up the vertical sliders corresponding to those modes at the bottom of the screen. If it’s 
hard to grab just those three, lower the number of loads, pull up the ones you want, and 
then max out the number of loads before you uncheck Stopped.
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16 – Problem: Driven damped oscillator

Read in Why You Hear What You Hear
Chapter 9: Resonance Rules
Chapter 10: Damped and Driven Oscillation

Tools
Mathematica Driven Damped Oscillator (on http://demonstrations.wolfram.com/DrivenDampedOscillator/ )

We encourage you to play with the various parameters in the Mathematica Driven Damped Oscillator.
For this problem, set the mass m = 2.5, the spring constant k = 1.0, the forcing amplitude ini-
tially to 0 (i.e. no forcing to start with; you can type in the number 0 even if the slider doesn’t go 
there), and the damping d = 0.3. An important thing to know about this demonstration is that 
it uses ω = 2π f for frequency, instead of f. Be careful about ω versus f: the physics doesn’t care 
which one you use, but if you mix them up your numbers might end up weird in later parts of 
this problem!

Figure 35: Driven damped oscillator with driving turned on

16.1 Predict the resonant frequency by using the formula Ωres 2 Π fres
k

m
 

You can give your answer as ωres or fres , but remember that you will use the ωres number 
in the Mathematica demonstration.

16.2 A more accurate formula is Ωres 2 Π fres
k

m
�

d

2m

2

 

Calculate the resonant frequency using the more accurate frequency too. 
Is it very different?

16.3 Approximate the “Q” of the oscillator in three ways:
 ✓ calculated, knowing the parameters of the oscillator (d, m, etc.) using the formula: 
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� f
d

2 Πm  
 ✓ based on the “4% rule” (must be done with the drive amplitude set to zero)
 ✓ after applying some forcing amplitude, the ratio of max displacement to amplitude of the 
drive (you must be driving at the resonant frequency – remember to express it in radians 
per second)

16.4 Now make a graph of the amplitude of oscillation (height on vertical axis after the oscilla-
tions have settled into a regular repetition) against frequency. To do this, drive the oscil-
lator at at least 5 different frequencies on either side of the resonance frequency and make 
note of the oscillation amplitude at each frequency. You have to do this by hand, reading 
off the amplitude from the graph displayed in the simulation to collect your data. You 
should see a very clear difference when you are close to the resonant frequency than when 
you are far from it.

16.5 What is the frequency uncertainty Δf as measured from your graph (this is the width of 
your resonance peak halfway up the peak). Do you get the same answer using the formula 
from class: Δf = fres/Q? Again remember to be careful about ω versus f.
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17 – Problem: What is the Q of your mouth?

Read in Why You Hear What You Hear
Chapter 9: Resonance Rules 
Chapter 10: Damped and Driven Oscillation
Chapter 13: Helmholtz Resonators

Tools
Audacity (details on http://audacity.sourceforge.net/ )

17.1 Record a “tongue pop” with your mouth in two different shapes (e.g. pursed lips, open 
lips). Find Q of your mouth in these shapes.

17.2 What is the center frequency of the sound produced by your mouth in each of these 
shapes?

17.3 Describe the steps required to determine (conceptually, not in Audacity!) the resonant 
frequency of your mouth from your recording. Why does this work? What would be the 
FWHM (Full Width at Half Maximum) of the largest peak in the resulting power spec-
trum?
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18 – Problem: Simulation of a Helmholtz resonator

Read in Why You Hear What You Hear
Chapter 13: Helmholtz Resonators

Tools
Harvard Falstad Ripple applet (on http://www.whyyouhearwhatyouhear.com/subpages/falstad.html )

In this problem you will simulate a Helmholtz resonator and analyze the probe data to measure 
the frequency and Q of your oscillator.yyyyyyyy

Figure 36: Helmholtz resonator in Harvard Falstad Ripple applet

Setting up the Harvard Falstad Ripple applet:
You can set the Simulation Speed higher or lower to make some things easier to measure, but 
leave it fixed after that. Some experimentation to optimize your conditions may be needed. 
You’ll want a cavity something like that shown above. The resonator in the picture above has 
a particularly high Q and low frequency, and it takes a very long time for the oscillations to 
die enough to measure the Q. You might want to adjust the dimensions to speed things up: we 
advise you to design a resonator with a low Q; that will make the data more manageable.
Here’s how to get the applet set up:

 ✓ Open the Harvard Falstad Ripple applet

 ✓ Check Stopped

 ✓ Select Clear waves under Actions...

 ✓ Uncheck Fixed Edges 

 ✓ Set No Sources (2nd menu from top) 
 ✓ Set 1 probe 
 ✓ Set the Resolution to about 200
 ✓ Set Mouse = Draw Walls, and draw walls as required. Use drawing mode vertical and hori-
zontal if you want things to look nice. Important for filling the bottle: draw closed shapes 
and open them up with Erase Walls later.
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 ✓ Set drawing mode Fill: To Value 
 ✓ Set mouse to Draw Wave +1 (this adds positive pressure) 
 ✓ Click inside your region – it should turn green 
 ✓ Set Drawing Mode: Normal 
 ✓ Set Mouse = Erase Walls, and erase parts of walls as required
 ✓ Drag the probe around to where to want it 
 ✓ Check Log Data 
 ✓ When ready, unchecked Stopped 

 ✓ Check Stopped to take screen shots 
 ✓ After enough time has elapsed and the oscillation has grown weak, stop the simulation 
and under Actions... select Save Probe Data.  Use Actions… Clear Probe Data if you want to 
change something and start with a fresh data file. 

 ✓ A test file with your data should show up, probably in your downloads folder, which you 
can now analyze in Excel or any other equivalent program you like. Ignore any noisy early 
part of the data and start your analysis on some “clean” peak amplitude. 

18.1 Find the Q and the center frequency of your resonator. You will need to look at the saved 
data file. Assume the units for the time data in your logfile are milliseconds.

18.2 Study the dependence of the center frequency on the “volume” (really area here). To this 
end, make your resonator have easily extensible straight walls. 

 ✓ Find and plot at least three found frequencies as a function of area using the same neck for 
each. 

 ✓ Take a screen shot of your three resonators. 
 ✓ Does the frequency go like 1

area
?

 ✓ Did the Q change?
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19 – Problem: Four Helmholtz resonators

Read in Why You Hear What You Hear
Chapter 13: Helmholtz Resonators

Tools
Harvard Falstad Ripple applet (on http://www.whyyouhearwhatyouhear.com/subpages/falstad.html )
Harvard Falstad Ripple uploading tool (on 

http://www.courses.fas.harvard.edu/~icgzmod/java_physics/saved_state/upload.html 
a file with saved applet state: rippleState_2013-01-06_15.04.24_81.220.251.202.txt (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

The natural frequency of a Helmholtz resonator depends on many parameters, including the 
dimensions of the neck and body. We can gain a feel for the effects of these parameters using a 
software simulation. 
Open the given saved Harvard Falstad Ripple applet state. Load it into the applet using the upload-
ing tool. Uncheck Stopped to start the simulation.

Figure 37: Simulation of four Helmholtz resonators

You should see four identical Helmholtz resonators, being driven very close to their resonant 
frequency by a sinusoidal plane wave drive with frequency 1.0. Note that the wavelength is 
much larger than the resonator.

19.1 Modify the neck of the second resonator so that it resonates when the driving frequency is 
about 0.5. If you need an easy way to move the body without redrawing it (e.g. to change 
the length of the neck), you can use Mouse = Duplicate.

19.2 Modify the body of the third resonator so that its resonant frequency is 1.5.

19.3 Modify the fourth resonator in any way you like so as to give it a resonant frequency of 
2.0.

19.4 When a sinusoidal drive is tuned to the resonant frequency of any one of these four differ-
ent resonators, how do the others behave?
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19.5 Now switch to a sawtooth waveform (use Waveform: sawtooth). What happens when a drive 
frequency of 0.5 is used? What about a drive frequency of 1.0? Why?  
Hint: your answer should involve the concept of Fourier decomposition.

19.6 Driving the system with a sawtooth waveform at frequency 0.5, position a probe in the 
body of each resonator, wait for several periods to be traced out. Print and attach a screen-
shot of the entire Harvard Falstad Ripple applet, including the probe traces and the settings 
panel.
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20 – Short questions

Strung out
A string weighs 0.01 kg/m, and it is under a tension of 3 N. Its lowest frequency is 500 Hz. 

20.1 How long is the string? 

20.2 The string is plucked. How fast will the wave thus created travel along the string?

String math
Consider a string stretched with a 1 kg mass in the earth’s gravity. The string has a density of 
0.003 kg/meter, and is 1 meter long.

20.3 Give the frequencies of the first 6 partials.

20.4 Make accurate pictures of the first 6 modes, showing where the nodes are located, labeled 
accurately.

0
L

4

L

2

3 L

4
L

Figure 38: Example axe to draw a mode

20.5 State which modes would be affected and in which directions (lower or higher frequency) 
by weighting the string in the middle.

Damped string math
20.6 A violin string of length L has a fundamental frequency of 100 Hz. What are the frequen-

cies of the first four partials of the string?

20.7 Sketch the shapes of the first four modes of the string. Label nodes on your sketches with a 

20.8 Say that all the modes of the string have Q factors of 25. If we could pluck only the second 
mode and let the string vibrate, how long would it take for the amplitude of the motion to 
damp to 4% of its initial value?

20.9 Sketch the power spectrum of the string if it is plucked at an arbitrary point (nothing 
special about it). Make your frequency axis go from 0 Hz to 50 Hz above the 4th partial. 
Do not worry about the heights of the power spectrum peaks. Please try to be accurate in 
drawing their widths.

20.10 In a real string, the higher frequency modes damp out faster than the fundamental 
modes (so when you pluck the string, the last thing you hear is the fundamental, without 
the harmonics). Given this fact, is it reasonable that all of the modes of the string have the 
same Q factor? Explain.

20.11 Sketch the power spectrum of the string if it is plucked exactly in the center. Make your 
frequency axis go from 0 to 450 Hz.

Wave reflection and boundary conditions
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For a string L = 1 meter long, tied down at both ends, density ρ = 0.02 kg per meter, tension T = 
1 Newton (= 1 kg-meter/sec2), a shape as shown on the figure below is traveling to the right. gg p gg gg gg

Figure 39: The string starts out at time = 0 with a pulse traveling to the right

20.12 Show six snapshots of its motion, including its encounter with the fixed end on the 
right, and afterwards. Label the time elapsed in each snapshot. It means you’ll have to 
calculate its velocity of the wave, so that you know what happens when!

Drive & resonance
Here are two pairs of power spectra for a drive (solid line) and a resonant system (dashed line).
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Figure 40: Drive (solid line) and resonant system (dashed line) 1
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Figure 41: Drive and resonant system 2

20.13 When each drive is applied to its system, what frequency (or frequencies) will you hear 
the loudest? Assume there is no feedback from the system to change anything about the 
drive frequency.
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20.14 Assuming these are all drawn on the same scale, which resonator has the highest Q? 
How can you tell?

Driver and driven
Below we show four power spectra, the top two belonging to high impedance drives (they don’t 
respond much to feedback), and the bottom two belonging to the system that is to be driven. 
There are four possible combinations of drive and system.

20.15 In each of the four cases, discuss, as quantitatively as you can, the sound that will result.

0 200 400 600 800 1000 1200
frequency, Hz0.0

0.2

0.4

0.6

0.8

1.0

power

Figure 42: Drive A
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Figure 43: Drive B
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Figure 44: System 1
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Figure 45: System 2

Damping and Q
A damped oscillator has a resonant frequency of 100 Hz, and a Q of 10. The oscillator is dis-
placed by an amount 0.1 meter and let go. 

20.16 Sketch its subsequent motion qualitatively on a plot showing amplitude (distance to the 
rest position, positive for one side, negative for the other) versus time. Be sure to label the 
axes in seconds and meters.

20.17 The same damped oscillator is driven with a strong sinusoidal drive of variable frequen-
cy. Sketch the oscillator’s amplitude as a function of frequency of the drive from 0 to 200 
Hz. Do not worry about the scale of the vertical axis, but label the scale of the frequency 
axis for the drive (the horizontal axis).

Q & decibels
A 1000 Hz metal bar rings audibly for three seconds, during which time the power output from 
the bar drops by 60 dB. 

20.18 What is the Q for this oscillator?

Oscillator Q & R
An oscillator has a quality factor Q = 8. 

20.19 Draw a graph for the displacement versus time if the oscillator is let go from rest with 
an initial displacement of 0.5 m and has a mass of 1 kg and a force constant of k = 3 kg/
sec2.

20.20 What is the friction factor R, given that the quality factor can be written as Q
2 Π f0 m

R
?

Jar room
Suppose we have a jar with a 2 cm long neck, area of neck 2 cm2, volume of jar is 0.001 m3.

20.21 Compute the frequency of the Helmholtz resonance. 
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20.22 Now consider a set of jars of the same proportions, but scaled up. This means that the 
neck is scaled in length by a factor of x, the area by x2, and the volume by x3. How does the 
frequency of different sized jars scale with x?

20.23 Suppose x = 100, making the jar the size of a small room. What is the frequency? Voilà, 
you have just done a bit of room acoustics!

Inside the car
20.24 Have you ever heard an annoying low frequency oscillation when driving fast with a 

window open? Describe what is happening. 
What happens to the oscillation when you open another window?

Boom car acoustics
20.25 You notice a loud frequency in your room with a window open when a boom car 

(Street Pounder; Trunk Thumper) parks nearby, playing a repetitive bass beat with two 
successive frequencies. You have perfect pitch and notice that one is 30 Hz and the other 
45 Hz. The 30 Hz note is much louder than the 45 Hz note in your room. When you step 
outside you notice they are now the same loudness. Explain. 
What should happen to the loudness of the two tones as you bring your ear near a wall in 
your room?

20.26 Back in your room, you also notice the low frequency gets less loud when you open a 
second window. Explain.

20.27 The boom car now switches to a new tune, again with two beat notes, 28 Hz and 46 Hz. 
Considering question 20.25, what frequencies do you now hear in your room with one 
window open. Which one is likely to be louder?

Resonant frequencies
20.28 For the following objects, predict each one’s fundamental resonant frequency f0 using 

the formulas and concepts discussed in Why You Hear What You Hear. Assume you are in 
normal air, so the speed of sound is c = 330 m/s.
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Figure 46: Four objects

Pipes
In the following replica of a Harvard Falstad Ripple simulation, a pulse is traveling inside a pipe. 
On parts 1, 2, and 3, the wave pulse is green.
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Figure 47: Pulse in a pipe

20.29 Which color is the wave pulse in part 4 of the graphic?
Green ☐ Red ☐

Let’s imagine that in the following pipe, 

Figure 48: Pipe with two diameters

a single pulse of positive air pressure is traveling from point A, in the direction of point C.

20.30 What is happening when the single pulse reaches point B (check all that apply)?
 ☐ Reflection
 ☐ Refraction
 ☐ Diffraction 
 ☐ Destructive Interference

20.31 Considering the same pipe as in question 20.30, the impedance in section BC is:
 ☐ Greater than the impedance in section AB
 ☐ Equal to the impedance in section AB
 ☐ Less than the impedance in section AB

Vortex shedding & string vibration
20.32 Describe in your own words how vortex shedding might get into resonance with string 

vibration. Since vortices tend to shed faster at higher wind velocities, how is it that wind 
can drive the same string to vibrate at almost the same frequency over a range of wind 
velocities?



Why You Hear What You Hear The Problem Book 61

21 – Quiz questions

String
21.1 A 0.2 m string and a 0.4 m string have fundamentals an octave apart if they are the same 

material under the same tension.
True ☐ False ☐

21.2 If the speed of a wave on a string is 10 m/sec, and its frequency is 5 Hz, its wavelength is 4 
m.

True ☐ False ☐

21.3 When we put the tape in the middle of the monochord string, we raise some of its fre-
quencies and lower others.

True ☐ False ☐

21.4 The lowest frequency mode of a 10-bead system is activated no matter which bead is 
driven at the mode frequency.

True ☐ False ☐

21.5 A string vibrating purely in its fifth mode generates a sound with a frequency 25 times 
higher than the frequency of its first mode.

True ☐ False ☐

Resonance
21.6 On resonance, an oscillator with damping is taking more power from the drive than it 

would if the drive were off resonance.
True ☐ False ☐

21.7 Blowing across the top of a bottle to get it to resonate is an example of cooperative reso-
nance.

True ☐ False ☐

21.8 The breaking of a wineglass by loud singing is accomplished by Helmholtz resonance with 
the glass as a resonator.

True ☐ False ☐

21.9 A damped oscillator oscillates at its natural frequency, independent of the drive frequency 
under a sinusoidal drive force.

True ☐ False ☐

21.10 Resonant driving results in large amplitude because power dissipation is minimized on 
resonance.

True ☐ False ☐

21.11 The Q of a typical 1000 Hz tuning fork is approximately
10 ☐  1,000 ☐ 100,000 ☐

21.12 Running your finger along the teeth of a comb inside a tube to find the resonances of 
the tube is an example of an impulse response measurement.

True ☐ False ☐
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21.13 When we push a child on a swing, if we use the same force for the same time for each 
little push we give, the child will go higher if we give the impulses when the swing is exact-
ly vertical, rather than if we give the impulses as usual when the swing is just accelerating 
after a stop at the top of its arc.

True ☐ False ☐

21.14 A system driven by a perfect sine wave with frequency f always oscillates at the drive 
frequency (assuming it is physically possible to do so).

True ☐ False ☐

21.15 For a high impedance drive with many partials in its power spectrum, the system being 
driven can cause there to be more power output at some frequencies than others.

True ☐ False ☐

21.16 The Jew’s harp is an interactive drive whose frequency depends on the player’s mouth 
configuration.

True ☐ False ☐

21.17 A church bell and a wineglass are examples of systems with a high Q. 
True ☐ False ☐

21.18 Let’s consider two similar pendulums: one is oscillating in air, the other in oil. Which 
one has the lowest Q?

Pendulum in air ☐ Pendulum in oil ☐

21.19 A system with a high Q loses energy faster than a system with a low Q.
True ☐ False ☐

21.20 Does a drive have to be precisely tuned to drive a tuning fork?
Yes ☐ No ☐

21.21 Is the Q of Jello high or low?
High ☐ Low ☐

Helmholtz resonator
21.22 For fixed neck parameters, the frequency of a Helmholtz resonator depends on its vol-

ume and not on its shape.
True ☐ False ☐

21.23 The frequency of a Helmholtz resonator will go up when more holes are put in its side. 
True ☐ False ☐

21.24 A bottle is filled half-full with water and you blow over the top, producing a tone.  
When you pour out the water and blow again, the pitch is lower by one octave.

True ☐ False ☐

21.25 Uncovering a hole on an ocarina makes the pitch go up because the neck area increased 
without changing the neck length or volume of the resonator.

True ☐ False ☐

Membranes & shells
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21.26 The distance between nodal lines on a metal plate vibrating at 1000 Hz is 6 cm.  The 
speed of the surface wave is higher than the speed of sound in air.

True ☐ False ☐

Turbulence
21.27 Let’s consider a wooden electrical pole. One day, wind is blowing fast, at 100 km/h. We 

hear a tone at 50 Hz. The next day, we hears a tone at 60 Hz. How fast is the wind blowing 
then?

 ☐ 80 km/h
 ☐ 110 km/h
 ☐ 120 km/h

21.28 Following up on question 21.27. On a third day, next to the electrical pole, we hear a 
tone at around 400 Hz, with a wind blowing at 20 m/s (i.e. 72 km/h). This tone is due to 
the vortex shedding around the electrical wires, and we tell you that the Strouhal number 
for this kind of electrical wire is 0.4. What’s the diameter of the electrical wire?

 ☐ 1 centimeter
 ☐ 2 centimeters
 ☐ 4 centimeters
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22 – Problem: Good vibrations 

Read in Why You Hear What You Hear
Chapter 16: Wind Instruments

Tools
Audacity (details on http://audacity.sourceforge.net/ )
a sound file: Fsharp-carbon-alphorn.aif (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

In this problem, we are looking at some excerpts from Barry Parker’s book “Good Vibrations – 
The Physics of Sound”, first edition, 2009.

Open-end tube
In Chapter 4 “Making Music Beautiful – Complex Musical Tones”, in the section “Vibrational 
Modes of a Column of Air”, the author describes the model of the cylindrical tube that we use 
to study the behavior of instruments such as, for instance, the flute.
The following sentences are copied from the book, page 72:

“Let’s begin with a cylinder with two open ends. In an open-end tube, if a compression is 
introduced into one end of the tube, it will reflect as a compression; in other words, there will 
not be an inversion. Now, suppose that exactly when the reflection occurs at the far end, we 
introduce a rarefaction at the near end. This rarefaction will travel down the tube and inter-
fere with the reflected compression; in particular, the two waves will interfere destructively at 
the center of the tube, and there will be a node. In this case (the fundamental), half a wave-
length fills the length of the tube, and since we always have an alternating pattern of nodes 
and antinodes, the two open ends will have antinodes (fig. 49).”

Figure 49: Fundamental waves from Good Vibrations (Fig. 49 in the book)

22.1 Find the error(s) in the second sentence and suggest a corrected version.

22.2 Where is/are the node(s) of the first mode of a standing wave in an open-end tube situ-
ated? Suggest an alternative to the third and fourth sentences of the paragraph, with your 
own words.

22.3 In the case of the first mode of an open-end tube, which proportion of the wavelength fills 
the length of the tube? Suggest an alternative to the last phrase of the paragraph (keep it 
short) and a new version of Fig. 49, including title.

Alphorn
In Chapter 10 “The Brass Instruments”, page 166, we read:

“In Switzerland, (…) the first horns were made from trees, and were called alphorns; they 
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were particularly long, sometimes as long as five meters and produced only very low notes. 
They were used mainly for calling the cows home in the evening so would hardly qualify as a 
musical instrument.”

Let’s use this remark as a trigger to study this traditional mountain instrument.
The alphorn is a wooden horn of conical bore, having a wooden cup-shaped mouthpiece. The 
sound is produced by the vibration of the performer’s lips. 
The traditional alphorn is in the key of F#. That means that the first resonant mode has a fre-
quency of 46.25Hz (F#1) (in conditions when the speed of sound is 344 m/s).

22.4 What is the approximate length of the resonant part of this standard alphorn?

22.5 The standard range used by alphorn players includes around 17 notes. List the frequen-
cies and approximate corresponding musical notes of the modes number 2 to 17. You may 
present your results are a table, or write the mode number and frequency linked to notes 
on a music staff.

22.6 Let’s call “very low notes” the notes that are in the lowest third of the piano range, i.e. the 
notes which fundamental frequency is less than 146 Hz. How many modes correspond to 
the fundamental frequency of a “very low note”?

22.7 The company SwissCarbonAlphorn  ( http://www.swisscarbonalphorn.com/ )is marketing a 
carbon alphorn. Do the acoustics of the instrument depend on the material? Would you 
agree with a player telling you that the carbon instrument’s sound is less “warm” than the 
wooden instrument? Comment.

22.8 The modularity of the carbon alphorn makes it easy to tune the instrument, using differ-
ent parts to build the whole instrument. To transform a horn in F# into a horn in G, the 
tube length must be shortened; by which proportion of the original length?

22.9 Using the sound file Fsharp-carbon-alphorn.aif, produce a nice sonogram on which we can 
clearly identify all of the different pitches produced (no need to include repeated pitches). 
Measure the fundamental frequency of each of the different musical notes (you might use 
Audacity’s Spectrum view or Autocorrelation view for each note). Report the values on your 
sonogram (for instance, using arrows to point the fundamental frequency to the corre-
sponding notes on the sonogram).

22.10 Compare your sonogram to the list of modes from question 22.5. Is there a note ap-
pearing in the sonogram that is not a resonance mode of the instrument? Comment.

Clarinet
Let’s read now an excerpt from Chapter 11 “The Wind Instruments”, page 183, we read about 
the clarinet:

“(…) the clarinetist uses what is called the speaker key – a small hole on the bottom side of 
the instrument, usually about 15 cm from the mouthpiece. When the speaker key is open, it 
excites the third harmonic (fig. 99).” 
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Figure 50: Speaker key from Good Vibrations (Fig. 99 in the book)

22.11 The speaker key is also known as the register key. It enables to play easily the note cor-
responding to the second resonant mode of the instrument. What is the author talking 
about when he mentions “the third harmonic”? Comment.

22.12 The figure includes several major errors, both in the drawing of the tube, and in the 
drawings of the waves. Provide a new corrected version.
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23 – Problem: Smooth & sharp sax

Read in Why You Hear What You Hear
Chapter 16: Wind Instruments

Tools
Harvard Falstad Ripple applet (on http://www.whyyouhearwhatyouhear.com/subpages/falstad.html )
Harvard Falstad Ripple uploading tool (on 

http://www.courses.fas.harvard.edu/~icgzmod/java_physics/saved_state/upload.html )
a file with saved applet state: rippleState_2013-01-04_09.36.43_213.228.61.104.txt (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

Pipes in musical instruments generally use smooth curves rather than sharp corners. Below are 
two possible saxophone shapes.

Figure 51: Two saxophone shapes

23.1 Starting from a source just inside the mouthpiece in the upper-left of each instrument, use 
ray tracing to show how sound waves travel through them. Draw 3 to 5 rays, and follow 
them until they either leave the instrument or are reflected 15 or 20 times. Use different 
colors if needed to make the rays easily distinguishable. Based on this analysis, which 
design appears to be better? Why?

We’ve implemented these two instruments in the saved Harvard Falstad Ripple simulation. Load 
this simulation with the uploading tool. 
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Figure 52: Wave propagation in the two saxophones

23.2 Start running it with a frequency of 7.0. Observe the amplitude of the sound emitted from 
each instrument using the two probes. Do the results agree with your ray-tracing predic-
tion?

23.3 Now lower the frequency from 7.0 down to 3.0, stepping by 1.0 and clearing the waves 
after each step. What happens as you lower the frequency? Do the results agree with your 
ray-tracing prediction now? What phenomenon caused this change in behavior?

23.4 Suppose you could shrink your body to fit inside the mouthpiece of each instrument. 
If you clap your hands there, in which instrument would you hear a greater number of 
echoes (assume that the shrinking process also allows you to hear with excellent time 
resolution)? How might this fact affect the sound of one instrument versus the other when 
played?
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24 – Problem: Clarinets

Read in Why You Hear What You Hear
Chapter 16: Wind Instruments
Chapter 17: Voice (especially section 17.1: “Tubes that change diameter or shape”)

Tools
Audacity (details on http://audacity.sourceforge.net/ )
Praat (details on http://www.fon.hum.uva.nl/praat/ )
10 sound files: contra-C-reed3.aif, contrabass-clarinet-sub-to-norm.aif, bb-clarinet-split.

aif, bb-clarinet-multi-1.aif, bb-clarinet-multi-2.aif, bb-clarinet-multi-3.aif, bb-clarinet-multi-4.

aif, bb-clarinet-multi-5.aif, bb-clarinet-multi-series.aif, and bb-clarinet-octave-fade.aif (on 
http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

In this problem set, we are going to explore a few unusual clarinet sounds. First, we are focusing 
on a rather rare instrument in the clarinet family: the contrabass clarinet. Second, we are going 
to examine multiphonics on the usual clarinet: multiphonics are sounds played on a mono-
phonic instrument, like the clarinet, but where listeners can perceive several distinct pitches at 
the same time.

Contrabass clarinet
The contrabass clarinet sounds two octaves lower than a standard clarinet. For the recordings 
in this problem set, we used a metal model made by French clarinet maker Leblanc. Anthony 
Braxton plays a Leblanc contrabass clarinet:

Figure 53: Anthony Braxton, Rochester, N.Y., 1976 
http://www.flickr.com/photos/tommarcello/1865290326
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The sound file contra-C-reed3.aif is a recording of a low concert C played on the contrabass clari-
net, the same note as the lowest C on a grand piano. If the instrument were perfectly tuned to 
an A4 at 440 Hz, the fundamental frequency of this C would be 32.7 Hz.

24.1 Using the sound’s waveform, find the signal’s actual period and frequency.

24.2 Produce an auto-correlation plot for the signal, and check the first high peak in the auto-
correlation corresponds to the period.

24.3 What’s the length of the clarinet tube assuming that the fingering to produce this note 
shuts all possible holes on the instrument?

24.4 Looking at the waveform, find if the clarinet reed corresponds to the model of the stopped 
reed (oscillating one side of its rest position) or of the free reed (oscillating both sides of 
its rest position).

There are different definitions for a “subtone” sound on a woodwind instrument. Here, the 
sound file contrabass-clarinet-sub-to-norm.aif contains a recording of a low C played from “sub-
tone” to “normal”. At the beginning, the clarinetist touched the reed with his tongue, trying to 
mute as much of the sound as possible, while still producing a tone. Then, he slowly slid his 
tongue down the reed, the tongue being in contact with smaller and smaller a surface of the 
reed. Finally, the tongue didn’t touch the reed anymore, and the clarinetist tried to play a sound 
as “full” as possible.

24.5 This is a sonogram of the sound. Interpret the picture in light of the above explanation.

Figure 54: Sonogram of a contrabass clarinet sound from subtone to full sound
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24.6 Using the same sound file, make two power spectrums: one from the beginning, one from 
the end of the sound, approximately where the two arrows are pointing:

Figure 55: Sonogram, zoomed on

24.7 Compare the presence and intensity of odd and even partials in the power spectrums. 
As you know, in an ideal clarinet, the resonance peaks match odd partials. Take a 
guess at what could explain the presence of even harmonics – you might find clues in: 
http://www.phys.unsw.edu.au/jw/z.html

Bb clarinet
Making an instrument sound in tune is a complex task. Although the model for a clarinet is a 
cylindrical tube, clarinet makers refine the inner shape of the tube to help tuning in different 
ways. Ernest Ferron, a French clarinet maker, writes in his book Clarinette, mon amie (Pub-
lished by IMD International Music Diffusion, in Paris, 1994): 

“to tune ONE note that is too flat, you have to narrow the diameter on a pressure anti-node.”
Here is a reproduction of figure 17.1 in Why You Hear What You Hear, section 17.1:ggg yyy

Figure 56: Effect of constrictions in tubes (from Why You Hear What You Hear).

24.8 With the method proposed by Ernest Ferron, are we in one of the configurations illus-
trated, and in which one (1, 2, 3, or 4?)
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24.9 Ernest Ferron actually suggests two methods. The complete sentence goes like that:
“to tune ONE note that is too flat, you have to either widen the diameter on a 
_____________________, or narrow the diameter on a pressure anti-node.”
Choose the correct option to fill in the blank:

Velocity anti-node ☐ Velocity node ☐

Multiphonics
Using special techniques, woodwind players can play sounds that seem to contain several 
pitches at the same time. These sounds are called by many musicians “multiphonics”. 
A first type of multiphonic is often called split tone by clarinetists, also known as “overblown” 
multiphonic. By modifying the way s/he plays (air pressure, vocal track shape), a clarinetist 
emphasizes the presence of many partials. 
Composer Iannis Xenakis calls for this technique in his composition Charisma for clarinet and 
cello. He writes in the score: “Harm. Zone I, II, III, and IV”.

Figure 57: Charisma, by Iannis Xenakis - score excerpt

He asks the clarinetist to play a unique split tone in four different ways, emphasizing different 
“Harmonic zones” or harmonic regions. 
The sound bb-clarinet-split.aif illustrates this technique (the clarinetist is not playing the score 
above, but is playing with the same technique).

Figure 58: Sonogram of the sound bb-clarinet-split.aif
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As you can see on this sonogram, when the clarinetist emphasizes harmonic regions, s/he actu-
ally moves formants. This is similar to moving formants in voice production. It makes sense, 
since the clarinet player uses a lot the shaping of her/his vocal track in this playing mode.

24.10 Use the software Praat to analyze this sound file. Here is an plot showing three formants 
for the second half of the sound file:

Figure 59: Clarinet split tone - formants

Generate an equivalent plot for the first half (the first half contains the yellow boxes on the 
sonogram above).

24.11 For each of the places in the two yellow boxes in the sonogram above (Figure 58), make 
use of the commands under the Formants menu to get the center frequency and bandwidth 
of the first two formants. You may present your results in a table:

(first yellow box) (second yellow box)
First formant frequency
First formant bandwidth
Second formant frequency
Second formant bandwidth

After the split tone, let’s explore now a second type of multiphonic sound. Let’s consider a clari-
net fingering such as a low concert F, with most holes on the clarinet closed:

Figure 60: Concert F fingering (on a Bb clarinet, this note is called a G) 
fundamental frequency is 174.6 Hz

Now, let’s tweak this fingering: if we raise the left middle finger, two things happen:
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Figure 61: Same fingering with open hole in left hand 
this hole acts both as a terminator and a register hole

Clarinetist E Michael Richards’ explains the dual role of such a hole on his web site ( 
http://userpages.umbc.edu/~emrich/chapter3-2.html ) and quotes Ronald Caravan’s 1974 dissertation:

“Caravan has labeled this hole the register-terminator hole. The register-terminator hole 
performs two simultaneous functions: it terminates the shorter tube and acts as a register 
opening or vent for the longer tube.”

Hole acts as terminator
Sounds close to a D
Simple fingering for D:

Hole acts as register hole
Sounds close to an A,
a natural harmonic of F.
Basic fingering for F:

&
˙
œ

& œ

Figure 62: Illustration of both roles played by the “unusual”  
hole in the multiphonic fingering

Here are four note aggregates, along with the theoretical fundamental frequencies of each 
written note. These aggregates were found in a list of clarinet multiphonic fingerings. The sign 
in front of the bottom note in chord B is a quarter tone, an interval of half a sharp, raising the 
pitch of the written note by 25 cents.

� &
A

1109 Hz

207.7 Hz

587.7 Hz 554.4 Hz 440 Hz 466.2 Hz

339.3 Hz 349.2 Hz254.2 Hz

B C D˙
˙
#
b
œ

˙
˙#μ ˙̇μ ˙̇b

Figure 63: Score of 4 clarinet multiphonic sounds

24.12 Let’s explore the sound bb-clarinet-multi-1.aif 

This sound corresponds to the set of notes “C” on the score above (Figure 63). 
On a power spectrum, try to find the two peaks corresponding to the fundamental 
frequencies of the notes. The written notes are approximations, so it’s normal if you find 
some difference between the experimental result and the frequencies written on the score 
above. Write the frequency values on your power spectrum.

24.13 On an auto-correlation plot, try to see if these same peaks are apparent. Interpret.

24.14 Match each sound with the corresponding note aggregate. You will probably need to 
produce the power spectrum or the auto-correlation of the chords.

 ✓ bb-clarinet-multi-2.aif _______
 ✓ bb-clarinet-multi-3.aif _______
 ✓ bb-clarinet-multi-4.aif _______
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In a clarinet method, we see this multiphonic:

� & ˙
˙
b
œ#

231 Hz

784 Hz
(554 Hz)

Figure 64: Clarinet multiphonic with a “ghost” tone

The author explains that both the note at the bottom and the note at the top can be isolated, i.e., 
using the multiphonic’s fingering, a clarinetist can play in isolation either of these notes. But 
the author calls the black note a “ghost note”, because it is impossible to isolate. This black note
sounds only when the clarinetist plays the two white notes at the same time.
The question you have to answer is the following: 

24.15 Is this note physically created in the air, or is this note created in the brain of the lis-
tener?
You should be able to answer the question by observing the power spectrum of the sound.
Sound file is bb-clarinet-multi-5.aif

One hypothesis is that a non-linear phenomenon similar to ring modulation produces the 
non-isolable note. Ring modulation is known as an effect in electronic music – it consists in the ffff
multiplication of two signals (multiplication of the waveforms). When the two inputs of a ring 
modulator are fed with two sinusoidal signals, the device outputs the sum and the difference of ffff
the frequencies. A similar operation is performed when the two signals are not sinusoidal, the 
sum and difference applying to each pair of sinusoidal partials.ffff

Ring
modulation

f1 f1+f2

|f1-f2|f2

Figure 65: Effect of a ring modulator, producing diffff fference and summation tonesffff

24.16 In the case above, check if the non-isolable (black) note’s fundamental frequency is 
close to the difference of the fundamental frequencies of the two other (white) notes.ffff
Check as well if there is a partial corresponding to the sum of these frequencies.

And now, let’s brace for a challenging extra-credit question! 
We want to check the “ring modulation” hypothesis for the sound bb-clarinet-multi-series.

aif, a rough recording of a series of multiphonic sounds presented in Example #2 on 
http://userpages.umbc.edu/~emrich/chapter3-2.html

In concert pitch, notes on the score are approximately:

� & ˙
˙#œ

˙
˙#œ ˙

˙
œb ˙

˙
bœ# ˙

˙
bœn ˙

˙
nœn ˙

˙
œ# ˙

˙
œ#

262 Hz

831 Hz 880 Hz 932 Hz 988 Hz 1047 Hz

587 Hz 494 Hz
622 Hz 740 Hz 740 Hz659 Hz 698 Hz

Figure 66: Series of 8 clarinet multiphonics
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24.17 To check the hypothesis that the black, non-isolable notes, are the result of a ring 
modulation occurring between the two white notes, you can:

 ✓ read on the power spectrum of each multiphonic the actual peaks for the white notes
 ✓ compute the sum and difference frequencies
 ✓ see if a peak is present at the sum and difference frequencies. 
As mentioned earlier, the score is indicative, actual results are likely to differ from the 
score values. Note that if a tone is present at the sum frequency, it was not indicated by the 
author on the score above.

Un-clarinet sound
Finally, we want to share with you the impossible clarinet sound.
A characteristic of a clarinet sound is that the octave partial is absent. But if the clarinetist finds 
a special fingering with which s/he can play a multiphonic sound made of a fundamental and 
its octave, s/he will produce a un-clarinet sound… Here is such an example, played with a fade 
into the octave. Sound file is bb-clarinet-octave-fade.aif

Figure 67: Clarinet sound with octave harmonic!
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25 – Problem: Mary had vowels

Read in Why You Hear What You Hear
Chapter 17: Voice

Tools
Praat (details on http://www.fon.hum.uva.nl/praat/ ) or Sonic Visualiser (details on 

http://www.sonicvisualiser.org/ ) or another tool of your choice

Mary Had a Little Lamb
25.1 Make a sonogram of your voice singing the first seven notes of Mary Had a Little Lamb. 

Then speak the same words and make a sonogram of that. Compare and comment, ana-
lyzing frequency, frequency relationships, harmonics, pitch. Make screen shots of both.

Vowels & fricatives
25.2 Using your own voice, check formant changes as you speak four different vowels, at a 

couple of different pitches. You should be able to see traces of the formants directly on the 
sonogram. Also check fricatives like the s in “stay” and the f in “fine”. Show pictures of 
your experiments and comment.
You might be interested in Peterson’s formant table. He conceived this table in 1952, 
averaging data from 76 speakers. F1, F2, and F3 are the center of the three most important 
formants he got for each vowel/speaker.

vowel f1 (Hz) f2 (Hz) f3 (Hz)
male 270 2290 3010

ee female 310 2790 3310
child 370 3200 3730
male 530 1840 2480

e female 610 2330 2990
child 690 2610 3570
male 660 1720 2410

ae female 850 2050 2850
child 1030 2320 3320
male 730 1090 2440

ah female 590 1220 2810
child 680 1370 3170
male 300 870 2240

oo female 370 950 2670
child 430 1170 3260

Figure 68: Peterson’s formant table
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26 – Problem: Hollywood

Read in Why You Hear What You Hear
Chapter 17: Voice

Tools
Praat (details on http://www.fon.hum.uva.nl/praat/ )
Audacity (details on http://audacity.sourceforge.net/ )
three sound files: Hollywood.aif, Neighborhood.aif, Neighborhood-boring.aif (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

In the file Hollywood.aif, you can listen to a voice morphing example, an excerpt from Madonna’s 
song Hollywood. In this problem, you will investigate what happens to a voice when it is shifted 
down in pitch, and how to fix the problems that result.

26.1 Consider the sound file Neighborhood.aif. 
Transpose this sound down 6 semitones in Audacity, using the command Change Pitch... in 
the Effect menu. 
Using Praat, compare both sounds, focusing on the following points:

 ✓ pitch on the “o” in “neighborhood”: use the pitch detector of Praat to show that there is 
indeed a transposition 6 semitones down for the modified sound file.

 ✓ looking at this same part of the sound (“o” in “neighborhood”), were the formants trans-
posed down?
Hints: when you want to analyze a sound with Praat, open the sound by dragging it onto 
the Praat icon or opening it under the Read menu. Then click the View & dit button on the 
right of the main window to see the soundtrace and sonogram of the file. The analysis 
commands are in the menus of the opened Edit window. In your formant analysis, it is suf-
ficient to compare two formants (change the number in Formants -> Formant settings... ).
For finding the fundamental frequency, the screenshot below shows parameters working 
well with this file. Note that this is a singing voice, not speech, so the range where we are 
looking for pitch value is greater than the spoken voice range.

Figure 69: Praat pitch analysis with singing voice
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To get the relations between note name and frequency, you may use the table at 
http://en.wikipedia.org/wiki/Piano_key_frequencies

26.2 You will find that the voice doesn’t really sound like Madonna anymore after it is trans-
posed down. After reading chapter 17 in Why You Hear What You Hear, you have the idea 
of moving the formants back up to make the voice sound like Madonna again.
To change the formants in a voice without other transformation, you can use Praat. In the 
main Praat window (not the Edit window), select your sound on the left, then use the com-
mand Change Gender... in Synthesize -> Convert. Keep New pitch median to 0.0 (no change), Pitch 

range factor to 1.0 (no change), and Duration factor to 1.0 (no change). Formant shift ratios 
greater than one move formants up, while ratios less than one move formants down.
Experiment to find a formant shift ratio for which you hear a credible female voice, pos-
sibly the same voice as the original. What formant shift ratio works best for you?
Compare the formant values in this file to the ones in the original file.

Now, let’s study the sound file Neighborhood-boring.aif. 

Figure 70: Sample of a Praat analysis - sound Neighborhood-boring.aif

Use Praat to answer the next three questions.

26.3 Considering as a reference the note for the vowel “o” in “neighborhood”, was a transposi-
tion applied? If yes, tell if it is a transposition up or down, and by how many semi-tones.

26.4 Around this vowel “o”, the pitch range (difference between the lowest and highest note) in 
the original sound file is about 12 semitones (one octave): pitches (as they appear Figure 
69) range from 234 Hz (Bb3) to 470 Hz (Bb4). What is the pitch range in the file Neighbor-

hood-boring.aif?

26.5 Listen to Madonna’s excerpt Hollywood.aif. Comment on the techniques you think might 
have been used to create the voice morphing excerpt.

26.6 Here is a challenge question, or rather an idea for a project. Using the software tools of 
your choice, and source voices from friends, conceive your own scheme for voice morph-
ing, using pitch and formant shifting of your own design.
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27 – Problem: The biggest piano

Read in Why You Hear What You Hear
Chapter 8: Making a Stretched String
Chapter 19: Piano
Chapter 23: Pitch Perception
Chapter 25: Phantom Tones

Tools
Audacity (details on http://audacity.sourceforge.net/ )
four sound files: Piano-01.aif, Piano-01-Pedal.aif, Piano-02.aif, and Piano-03.aif (on 

http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )
article to read: Stiff-string theory: Richard Feynman on piano tuning, by John C. Bryner, 

published in Physics Today, December 2009 (look this up on the web, or get it from a library)

When preparing this problem set, we met with a piano technician and tuner for Harvard Uni-
versity. Hearing the low strings of a piano, he is able to tell if it is a big or a small instrument. 
He even told us that for some pianos, the lowest strings “hardly have any pitch”. You are going 
to explore piano strings, especially the bass ones, producing the lowest pitches. Given samples 
of a low note coming from different pianos, you are going to determine which instrument is the 
smallest.
Mechanism
When a pianist presses a key on a piano, a hammer is thrown against the corresponding 
string(s) and quickly bounces back automatically to let the string vibrate. Here is a reduced 
schematic description of the piano mechanism.

frame

key

frame
hitch pin

bridge

sound board

hammer
string

capo bar

Figure 71: Piano mechanism, partial view

Piano maker
In this part, you might use the following constants and indicated measures of the piano:

 ✓ Steel’s density: 7.80 g/cm3

 ✓ Speed of sound in air: 343 m/s
 ✓ Speed of sound in maple wood, the one used for the wooden parts of our piano: 4110 m/s 

1.1m0.1m 0.08m

0.07m

Figure 72: Piano mechanism, from hammer to soundboard

Let’s consider a steel piano string of diameter 1.1 mm, under a tension force T = 680 N.
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27.1 If the string is 1.2 meter long, what are the resonant frequencies of the lowest 5 modes of 
the string? (We consider for this question the case of an ideal string.)

27.2 At what velocity will the wave travel along the string?

27.3 What is the delay between the moment the hammer hits the string and the moment the 
wave puts the soundboard in vibration?

27.4 If the piano maker were to use the same wire under the same tension to make a string for 
a note an octave higher, how long would this string be?

27.5 The piano maker wants to study another option to realize this string, for the note an 
octave higher. He wants to keep the same length (1.2 m) and the same tension. What must 
be the diameter of the new wire?

Piano tuner
A piano technician uses a tuning wrench to tune each string of a piano by changing the tension 
applied on the string.
In a grand piano, for the note A2 (fundamental frequency 110Hz), the hammer hits two strings 
at the same time, giving more power than with one string. The piano tuner has already tuned 
one of the strings, and hears now some beating when hitting both strings. He hears that the 
pitch of the second string is too low, and he hears 5 beats per seconds.

27.6 Should the piano tuner increase or decrease the tension of the second string if he wants to 
make it completely in tune with the first one?

27.7 By what factor must the tension be changed? Hint: read Why You Hear What You Hear, 
section 25.4 (“Beat tones”), and deduce the frequency difference.

Piano player
By default, all strings in a piano are damped (except the highest couple of strings), and the 
string is un-damped only when its key is depressed. (The damping system has been left out of 
the mechanism illustration.) When depressing the pedal, the pianist un-damps all the strings of 
the piano; she actively opens all of the strings, which become free to vibrate or not.

27.8 Using the tools of your choice (waveform, sonogram, spectrum at some points…), analyze 
the recordings with and without pedal (compare the audio files Piano-01.aif and Piano-

01-Pedal.aif.) Describe how they differ, and suggest an explanation for the difference. At-
tach all the plots that you use in your analysis.

Low sounds
We are going to study low piano strings. We suppose that we work at a sampling rate of 44100 
samples per second. The fundamental frequency of the lowest pitch of the piano, an A0, is 
around 27.5 Hz. 

27.9 How many samples do we need if we want to observe two full periods of a low A0?

27.10 To analyze low frequency sounds with a good resolution, you will surely use a rather 
large analysis window size (Size in Audacity). What is the drawback of using a large analysis 
window?

Low strings
Observe the sonograms corresponding to the sound files Piano-01.aif, Piano-02.aif, and Piano-03.

aif, three samples of the same note played on three different pianos.
Note that not only do the power of partials fade out after the attack, but also that the intrinsic 
relative power of different partials evolve over time.
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27.11 Choose one sound for which the proportions seem to change most. Plot the sonogram 
and indicate on the sonogram two places where you see different proportions in the power 
of partials.

27.12 Plot the power spectrum of the sound at the two places that you indicated in your so-
nogram (of course, you need some time to analyze these low frequencies, the place will be 
an approximation, but keep it as accurate as possible.) 
For both places:

 ✓ list the 20 first partials and their relative intensity
 ✓ mark the most powerful peak
 ✓ plot the autocorrelation
 ✓ comment on the relation between the autocorrelation and the list of partials

27.13 Which note is the string playing?
Big & small pianos
In the article Stiff-string theory (look it up on the web, or get it from a library), theoretical physi-
cist Richard Feynman proposes a formula describing the effect of wire stiffness on the vibration 
frequency of strings. He suggests:

TrueFrequency f
EΠ A2 f 2Μ

2 T2
�1

with f the frequency you would get without stiffness (“ideal string”), T the tension in the string, 
A the area of the string cross-section, E a positive constant representing the stiffness of the wire, 
μ the weight of wire per unit length.

27.14 Considering the formula above valid for all of the vibrating modes of a string, what 
happens to the partials of the sound when the stiffness of the string is not negligible? Are 
they still in a harmonic relation, i.e. multiples of the fundamental frequency? Does this 
phenomena increase with the stiffness of the wire?

Piano makers may use relatively thin strings in very long pianos, but if the piano must be small, 
they have to increase the mass of the low strings to lower their fundamental frequency. This 
increased mass increases the string stiffness.

27.15 The formula above is given for normal steel strings. The bass strings of the piano are 
wire wound strings, so it’s not exactly the same formula, but it turns out that the behavior 
is qualitatively equivalent. 
Studying the three samples with tools of your choice (sonogram, power spectrum, auto-
correlation), can you tell which sample comes from the smallest piano? Can you tell which 
sample comes from the biggest piano? Comment and attach any plot that you mention in 
your comments.

27.16 Given what is said in Why You Hear What You Hear, how do you understand the 
tuner’s comment that for some pianos, the lowest strings “hardly have any pitch”? Would 
you guess he was talking of the biggest or smallest pianos?
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28 – Short questions

Build-a-Trumpet
Nick Drozdoff built an inexpensive natural trumpet by starting with a PVC tube, adding a 
mouthpiece, and finally attaching a funnel as a bell. He explains the construction in online vid-
eos, some of which are linked on http://www.whyyouhearwhatyouhear.com/subpages/chapter16.html .

28.1 A high impedance drive is placed in the end of a PVC tube of length L in such a way that 
the tube is half-open. Describe with a power spectrum the power that would be measured 
coming out the other end of the tube as the frequency of the drive is tuned over a large 
range with constant amplitude. Label frequencies in terms of L and c (speed of sound), 
and explain why your spectrum has the features it does.

28.2 How does adding the mouthpiece affect the spectrum and why?  
Hints: what kind of resonator is it like, what are its frequency and Q? 
Give the impulse response picture of the shaping of the trumpet spectrum by the reso-
nance.

28.3 Finally, how does adding the funnel (bell) affect the spectrum and why?  
Hint:  think about the wavelength-dependence of reflections at the end of the trumpet 
with and without the funnel.

Overtones
28.4 A sound signal with no or very weak overtones is periodic at 100 Hz. On a first set of axes 

below left, sketch a signal S(t) consistent with this statement, and sketch a corresponding 
power spectrum P(f) to its right. Label all axes.

28.5 Suppose that there are many overtones or partials, with the fundamental still at 100 Hz, 
having formants at 500, 1200, and 1800 Hz. On a second set of axes, sketch a signal consis-
tent with this statement, going all the way to the right at 0.02 seconds, and sketch a cor-
responding power spectrum to its right. Label all axes.

28.6 Now, suppose the signal is from a male singer with marvelous control of his formants, as 
in Tuva singing. Still singing at 100 Hz, but with lots of overtones (partials). But his for-
mants have been adjusted to a single prominent 1000 Hz peak, with a Q of 10. On a third 
set of axes, sketch a signal consistent with all these traits on the left, and sketch a corre-
sponding power spectrum to its right. 
Hint: the sketch of the signal can be quite qualitative.

28.7 Could a Tuva singer lower and raise this tone continuously in principle? Explain.
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29 – Quiz questions

29.1 We can play an octave harmonic on a piano by touching lightly the middle of a string 
while playing the corresponding key.

True ☐ False ☐

29.2 In the sound of a low piano string (for instance a C1!), the amplitude of the partials above 
the 10th partial is negligible.

True ☐ False ☐

29.3 The lowest frequency formants are made by shaping the vocal tract approximately like a 
Helmholtz resonator, constricting the lips as a neck and opening the track to achieve the 
largest volume.

True ☐ False ☐

29.4 Constrictions along the vocal tract always raise the frequency of formants.
True ☐ False ☐

29.5 Tongue ram is a name given to a special percussive technique in flute playing. The tongue 
ram is produced by completely covering the embouchure hole with the mouth and forc-
ibly sealing it with the tongue. The tone produced will sound close to 

The same as the fingered note ☐  
An octave below the fingered note ☐  

An octave up the fingered note ☐

29.6 Placing a thin constriction in a pipe at a pressure anti-node has little effect on the resonant 
modes of the pipe.

True ☐ False ☐

29.7 The lowest frequency resonant mode of a conical-bore tuba 5 meters long is approximately 
17 Hz ☐ 34 Hz ☐ 68 Hz ☐

29.8 The end of a trumpet bell is a pressure node.
True ☐ False ☐

29.9 On Mars, where the mostly carbon dioxide molecules making up the atmosphere are 
more massive than the oxygen and nitrogen molecules on Earth (we suppose that other 
variables such as humidity, temperature, etc. take the same values on Earth and on Mars), 
a clarinet plays lower than on Earth.

True ☐ False ☐

29.10 A low, solo male voice is recorded on a LP. By playing back the LP faster at the correct 
speed, we can realistically transform the voice into the voice of the same person singing at 
a significantly higher pitch.

True ☐ False ☐

29.11 A singer singing a single note with no vibrato would generate a periodic signal.
True ☐ False ☐

29.12 When we play a vinyl LP at 66rpm instead of 33rpm, we hear the recording an octave 
up.

True ☐ False ☐
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29.13 When we play a vinyl LP at 66rpm instead of 33rpm, with a singer, the formants are 
transposed an octave up.

True ☐ False ☐

29.14 Formants have such a strong impact on vocal sounds because of their high Q.
True ☐ False ☐

Violins
29.15 When you bow a violin, at each moment, the bow is sliding perpendicularly to the 

string.

29.16 The Helmholtz wave describing a bowed violin string has that name because the shape 
is sinusoidal, like the waveform radiated by a Helmholtz resonator.

True ☐ False ☐

29.17 The Helmholtz wave on violin strings is a pure sinusoid.
True ☐ False ☐

29.18 When you bow a violin string, you apply some tension downwards on the string (this is 
true); therefore, the force on the bridge is constantly oriented downwards.

True ☐ False ☐

29.19 The violin body plays the role of a Helmholz resonator. The role of the F-holes is analog 
to the opening at the top of the neck of a bottle.

True ☐ False ☐

29.20 When you tape both F-holes of a violin, the body doesn’t act as a soundboard any more.
True ☐ False ☐

29.21 In a violin, the violin shell plays a major role in transmitting the frequencies from the 
bridge to the air. The frequency at which the shell vibrates is the same as the frequency at 
which the air next to the shell is moving.

True ☐ False ☐

29.22 Sound short-circuiting does not happen too much with the violin mainly because:
of the shape of the violin’s body ☐

of the F-holes in the violin’s body ☐
of the sound post and bass bar inside the violin’s body ☐

of the supersonic speed at which the wave is traveling in the violin’s wooden shell ☐
The following figures are given for reference:g g g

Figure 73: Inside a violin – sound post is piece number 5
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Figure 74: Inside a violin – you can see the bass bar on the inside face of this violin body

29.23 Let’s consider a violoncello. Its strings are thicker than the strings of a violin. Remem-
bering what we learned about thick strings with the analysis of the piano strings (see 
problem The biggest piano), we can predict that when we bow the cello, the spectrum of 
the sound will be slightly inharmonic (the partials will be stretched upwards).

True ☐ False ☐

29.24 The bridge on a violin is carved to change the timbre of the instrument.
True ☐ False ☐

29.25 A piano soundboard is resonant in the sense of many sharp resonances appearing in its 
power spectrum as a function of frequency, through most of the piano range.

True ☐ False ☐

29.26 A viola presents a Wolf tone when a violist plays the note A played on the C string. We 
tell you that this same note A can be played on the G string as well. Will the Wolf tone 
show up when the violist plays the same A on the G string?

True ☐ False ☐

29.27 When we play a note on a violin with vibrato, the relative amplitudes of the partials 
change. This would not happen if the body of the violin didn’t have resonance peaks.

True ☐ False ☐

29.28 The bridge of a violin transfers the vibrations of the strings to the body more efficiently 
at some frequencies than others.

True ☐ False ☐

29.29 Acoustical short-circuiting does not make violins quiet because sound travels faster in 
wood than in air.

True ☐ False ☐



90 Musical Instruments

29.30 The sound produced by a low piano string is inharmonic because of the thickness of the 
string. One way to make the sound perfectly harmonic would be to play the string with a 
bow.

True ☐ False ☐

29.31 On Mars, where the mostly carbon dioxide molecules making up the atmosphere are 
more massive than the oxygen and nitrogen molecules on Earth, (keeping constant other 
variables such as humidity, temperature, etc.), a violin plays lower than on Earth.

True ☐ False ☐

29.32 A vibrating buzzer lightly touches the bridge on a violin. It has no harmonics in com-
mon with the string modes. The body will vibrate at the buzzer partials, and the strings 
will therefore get excited at their natural harmonics.

True ☐ False ☐
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30 – Problem: Tubular bell

Read in Why You Hear What You Hear
Chapter 12: Impulse and Power for Complex Systems
Chapter 23: Pitch Perception

Tools
Audacity (details on http://audacity.sourceforge.net/ )
Max Partials (on http://www.whyyouhearwhatyouhear.com/subpages/MAX.html )
A sound file: tubular-bell.aif (on http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

We are going to analyze the sound of a tubular bell, an instrument normally used in the 
symphonic orchestra. The sample used is a mono version of 85795__sandyrb__TUBULAR_BELL_

STRIKE_001.wav, a sound file made available on http://www.freesound.org

30.1 Analyze the sound with Audacity. List the most important peaks in the spectrum. Give 
an annotated power spectrum showing the frequency values of the first most important 
peaks (10 peaks or more). Is the signal audio-periodic?

30.2 Plot the autocorrelation function corresponding to the spectrum. What is the first impor-
tant peak?

30.3 The bell was labeled as playing the note A4. Comment on your results in questions 30.1 
and 30.2.

30.4 In Max Partials, make a new sound with the same frequency values you found in question 
30.1 (at least 10 first values), and experiment with relative amplitudes for these partials. 
Look at the autocorrelation section of the patch. Playing with the amplitudes, can you 
replicate the peak you found in question 30.2? How does it sound? Comment and attach a 
screenshot if necessary.
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31 – Problem: Missing fundamental

Read in Why You Hear What You Hear
Chapter 3: Sound and Sinusoids
Chapter 4: The Power of Autocorrelation
Chapter 23: Pitch Perception

Tools
Max Partials (on http://www.whyyouhearwhatyouhear.com/subpages/MAX.html )
Audacity (details on http://audacity.sourceforge.net/ )

Max Partials allows you to explore the residue pitch, AKA “missing fundamental”, effect.
Build a complex tone with frequencies separated by 200 Hz, starting with 600, 800, 1000, 1200 
and equal amplitudes. Can you hear the “missing fundamental” at 200 Hz? It may be help-
ful to create at the same time a 200 Hz tone and turn it on and off so you know what to listen 
for. However, bear in mind that you will not hear the 200 Hz partial specifically, but rather the 
pitch, of 200 Hz in the residue pitch effect. Turning off the sound then back on can help, as well 
as trying to sing the “pitch” of the composite sound. 
Save the sound (with the 200 Hz tone off), open it in Audacity, and look at the autocorrelation.

31.1 Show us your autocorrelation plot and note how high the first prominent peak is.

31.2 Now create a complex tone with a dozen tones separated by 200 Hz starting at 600 Hz 
with the same amplitudes as before. Does the missing fundamental effect seem stronger or 
weaker to you?

31.3 Look at the autocorrelation of this sound. Show us your plot and note the height of the 
peak at 200 Hz. Does this agree with what you heard in Max Partials?

Note:  The reason for equal amplitudes is so you can more consistently compare the autocor-
relations in the two cases, but play around with the weighting of the partials – you may find that 
different weights make the effect stronger and weaker to your ear.
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32 – Problem: Limits of hearing

Read in Why You Hear What You Hear
Chapter 21: Mechanisms of Hearing
Chapter 22: Loudness

Tools
Max Partials (on http://www.whyyouhearwhatyouhear.com/subpages/MAX.html )
A tool of your choice to produce a sonogram
A sound file: clap.wav (on http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

32.1 The file clap.wav is a perfectly periodic signal (as long as it lasts) with a period of only 1 Hz. 
Why you can hear it? Explain, using a sonogram of the sound.

32.2 Do you think you could hear a sinusoidal signal (pressure wave arriving at your ear) of 10 
Hz? What about a 10 Hz square wave? Explain.

32.3 Using the residue pitch phenomenon, and sinusoidal waves of 20, 30, 40, 50, 60 etc. Hz, 
could you hear a 10 Hz sound, i.e. 10 Hz sinusoidal partial? If not a partial at 10 Hz, could 
you hear a “tone” at 10 Hz? Can you hear a pitch of 10 Hz? Make such a sound using Max 

Partials. Explain the issues and your conclusion. Are you really hearing 10 Hz or rather 
counting pulses?

Figure 75: Zoom on Max Partials set-up for a “10Hz residue pitch”
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33 – Problem: The great train frequency shift

Read in Why You Hear What You Hear
Chapter 23: Pitch Perception (especially section 23.17 on repetition pitch)

There is a striking demonstration of periodicity pitch in this video of a train getting closer and 
then farther away: http://fabilsen.home.xs4all.nl/loc_RP.mov . There are two paths the sound can take to 
get from the train to your ear. One is the direct path, the other is the path that bounces off the 
ground in between. Clearly, the total distance of the bouncing path is longer so you get a time 
delay in the signal.

33.1 Right now, the straight-line distance from you to the train is 2d meters. If you are h = 2 
meters tall, how much farther does the signal that bounces off the ground travel than the 
one that goes straight from the train to your ear? We assume the sound source is at the 
same height as your ear, so this distance 2d is just the straight line from the train to your 
ear, a line parallel to the ground. We assume the bouncing signal bounces exactly half-
way between you and the train. It might be a good idea to make a diagram of the relevant 
geometry showing you, the train, and the two paths the sound can take.

33.2 Sound travels 330 m/s. How much longer does it take the sound to travel along the bounc-
ing path? Equivalently, how much time is the bouncing wave delayed by? If the train is 
putting out white noise, what repetition pitch does this time shift give?

33.3 Say the train is coming toward you, and starts 12 m up the track. You are standing 5 m 
away from the tracks. How far away is the train from you? Make a diagram of the relevant 
geometry showing you and the train.

33.4 How long is the bouncing wave delayed when the train is 12 meters up the track? What 
periodicity pitch does this correspond to? After the train has passed you and is 12 m down 
the track the other way, what is the pitch you hear?

33.5 What is the lowest repetition pitch you hear from the train? Where is the train when you 
hear it?
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34 – Problem: Staircase reflections

Read in Why You Hear What You Hear
Chapter 2: Wave Phenomenology
Chapter 23: Pitch Perception (especially section 23.17 on repetition pitch)

Someone stands some distance from a staircase as shown below and claps their hands once. 
They hear echoes coming back from the stairs. Each step is d = 25 cm wide.g p

Figure 76: Set-up for Staircase reflections

34.1 We are interested in rays that return to the person (so they can hear them).  Draw two 
such rays, one bouncing off step A and another bouncing off step B.

34.2 Which path (A or B) is longer, and by how much (ignore any vertical distances traveled)?

34.3 It is a cool day and the speed of sound is 340 m/s. What is the time delay (in milliseconds) 
between the echoes from steps A and B?

34.4 In reality there are many steps in the staircase, so the echoes will be (approximately) a 
periodic signal. What frequency will this signal have? In fact, higher up the staircase, the 
time delay is not quite the same because of the change of angle as the sound heads up and 
back down to the person below. Without doing any calculations, does this effect cause the 
echoes from successively higher steps to bunch together or spread apart?

34.5 Now the person stands a bit closer to the staircase. Will the frequency change? Why or 
why not?

34.6 What is the lowest frequency the person could sing such that the echoes from A and B 
interfere destructively?

34.7 What note (fundamental frequency plus harmonics) could be sung in hopes of hearing a 
false octave effect? Hint: precisely this calculation, only with trees rather than with stairs, 
enters into chapter 28 of Why You Hear What You Hear and the correct explanation of 
Lord Rayleigh’s octave higher echo he reported in Nature magazine, giving the wrong 
explanation.
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35 – Problem: Siren

Read in Why You Hear What You Hear
Chapter 7: Sources of Sound
Chapter 23: Pitch Perception

Tools
Mathematica (or equivalent tool)
Max Siren (on http://www.whyyouhearwhatyouhear.com/subpages/MAX.html )
Audacity (details on http://audacity.sourceforge.net/ )

35.1 Show that by adding two sinusoids at 300 Hz, it is impossible to get a 600Hz signal, 
regardless of the relative phases and amplitudes of the sinusoids. We suggest you use 
Mathematica (or other tools), and give meaningful examples. But if you are mathematically 
inclined, feel free to give a formal proof. 
Note: when we scale both sinusoids by the same amount, or when we shift the phase 
of both sinusoids by the same phase value, we just need to show that for any a and b, 
sin(2πf )+a sin(2π f t+b) is a sinusoid with the same frequency.

Now, let’s consider two periodic signals at 300 Hz with identical waveforms, but not restricted 
to a single sinusoid. First, reproduce the simulation of August Seebeck’s experiment as de-
scribed in Why You Hear What You Hear in the chapter Pitch Perception, at the beginning of 
section 23.14 “Seebeck’s pitch experiments”.
In Max Siren: 

 ✓ set 2 rows of 30 holes each
 ✓ set the speed to 5 turns per second
 ✓ you should hear a strong 150Hz tone
 ✓ change the phase offset between the two rows of holes: since 6 degrees correspond to 1/60 
turn, you set the phase offset to 1/60 = 0.016666.

35.2 Now that you established the settings for a 150Hz tone and a 300 Hz tone, explore the 
questions: “What happens in between 0 and 6 degrees offset? Do we hear both pitches in 
varying degrees?” 
Experiment with the siren to answer these questions. Write a short report. You may 
include any plot you find necessary. Tell us what you hear. Pitch is a subjective matter, so 
you should not expect to get exactly the same results as someone else. 
Include comments about the spectrum, either as you see it on Max Siren, or when you ana-
lyze the sound with Audacity.

35.3 To conclude this siren exploration, let’s have a look at the waveform generated by each 
hole. Experiment with different waveforms, either the four “factory presets” or draw your 
own waveform. You may have an intuition about the production of more or less high par-
tials using smoother or sharper waveforms. Check the validity of your intuition by reading 
the spectrum at the bottom of Max Siren. Take screenshots of the Max Siren interface with 
two contrasting waveforms, including the spectrum analysis. Comment.
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36 – Problem: Air on scale

Read in Why You Hear What You Hear
Chapter 23: Pitch Perception

Tools
Audacity (details on http://audacity.sourceforge.net/ )
Max Noisy Scale (on http://www.whyyouhearwhatyouhear.com/subpages/MAX.html )
A sound file: air.aif (on http://www.whyyouhearwhatyouhear.com/subpages/Problems.html )

Air
The sound air.aif was made by blowing air, sort of whispering, not really whistling. You will hear 
five distinct “notes”.

36.1 Using Audacity’s spectrum and autocorrelation capabilities, fill the following table:
Note 1 Note 2 Note 3 Note 4 Note 5

Two major peaks in the spectrum (Hz)
First peak in autocorrelation (seconds)
First peak in autocorrelation (Hz)

36.2 Comment on your results in question 36.1, relating them to your own perception of the 
pitch. Use a tone generator of Max Partials for comparison notes to check your pitch sensa-
tions. If you have perfect pitch, let us know in your comments.

Noisy scale
Here is the structure of Max Noisy Scale when you activate only one delay line:

Delay

+
Sound output

Noise generator

Figure 77: Max Noisy Scale structure, with only one active delay line

The delay d is specified by the keyboard in the following way: first, the keyboard gives the fre-
quency f of the corresponding pitch. Then, this frequency is converted to the delay we need to 
hear this frequency as a repetition pitch. You can see the frequency displayed in Max Noisy Scale 
when you click on the keyboard.

36.3 Express the value of the delay d in function of the fundamental frequency f.

36.4 Record a sound corresponding to an A4 pitch (use the Record 5s. button), using just one 
delay line. Analyze it with Audacity. Attach the spectrum and autocorrelation, and com-
ment, comparing to what you got in questions 36.1 and 36.2.
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Figure 78: Max Noisy Scale screenshot

36.5 Explore what you perceive when you play with Max Noisy Scale:
 ✓ using one or several delay lines
 ✓ using the different delay lines in combination (for instance, delay × 2 and delay × 3)
 ✓ playing very high or very low notes on the keyboard
Write a few lines on one aspect of your exploration.
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37 – Problem: Two ears, one simulation

Read in Why You Hear What You Hear
Chapter 21: Mechanisms of Hearing

Tools
Audacity (details on http://audacity.sourceforge.net/ )
Harvard Falstad Ripple applet (on http://www.whyyouhearwhatyouhear.com/subpages/falstad.html )

Sound arriving from a source on your left naturally sounds like it is coming from that direction. 
However, it turns out that the sound is almost as loud in your right ear, due to the way sound 
bends around objects. 
In this problem you will test this and the directional effect in a couple of ways. 

37.1 In the Harvard Falstad Ripple applet, draw a mock head receiving sound from one side.
 ✓ pay close attention to all the settings you can read on Figure 79.
 ✓ make sure that Fixed Edges is unchecked.
 ✓ sound is arriving from a Plane source on the left of the head.

Figure 79: Mock head in the Harvard Falstad Ripple applet

With two probes, show to your satisfaction that:
 ✓ with a large enough wavelength, the sound is as loud on the “far” ear as on the “near” ear.
 ✓ the phase of the arriving sound is different than in the “near” ear. Attach a screenshot of 
your experiment in progress.

37.2 Now comes a real life test, using Audacity. Record a mono “click” or clap, or use the auto-
matic click generator in Audacity. By switching between mono and stereo in the control 
panels to the left of the soundtracks, you can copy and paste as well as arrange for any 
time delay you wish for the left track as compared to the right. Estimate the time delay 
that would apply for the sound to get to the “far” ear as compared to the “near” ear if the 
sound came from one side. Make a stereo sound file with the same click or clap, but have 
one track time-delayed by this amount. You can of course experiment with the exact delay 
to see what gives the best effect. You need stereo headsets or earbuds. The effect is that the 
sound, though here by construction just as “strong” in each ear, sounds like it is coming 
almost entirely from one side.  
Write what you did and what results you got, comment.
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38 – Short questions

Viola fifths
The strings of a viola are tuned in fifths.

B œ œ œ œ5th 5th 5th

442 Hz
ADGC

Figure 80: Viola tuning, with A at 442 Hz

The viola player tunes the viola by ear, until there is no beating between two strings. Thus, the 
instrument is tuned in perfect fifths, with frequency ratio 3/2.

38.1 A musical interval of a fifth in equal temperament corresponds to 700 cents. What is the 
frequency ratio between a note and the fifth below when using equal temperament? Hint: 
in Why You Hear What You Hear, section 26.7, you can read why a tempered half-tone, i.e. 
100 cents, corresponds to a frequency ratio of 21/12.

38.2 Fill the following table, giving the fundamental frequency of the three other viola strings if 
the A string is tuned to 442 Hz. 
On the first row, consider the traditional way of tuning the instrument, in perfect fifths. 
Fill the second row with the values that would result from an equal temperament (a fifth 
would be precisely 700 cents). 
Note C G D A
Fundamental frequency  
(tuning with perfect fifths)

442 Hz

Fundamental frequency 
(tuning with tempered fifths)

442 Hz

38.3 For each string, give the difference in cents, between the two ways of tuning the instru-
ment. 
Hint: check the cent definition in Why You Hear What You Hear, section 23.18. To get the 
best results, do not use approximations in your calculation’s intermediary steps. Round 
only the final numbers to integers.
Note C G D A
Difference between the two 
ways of tuning the instru-
ment, in cents

0 cent
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39 – Quiz questions

39.1 Each hair cell in the cochlea is responsible for receiving one frequency of sound.
True ☐ False ☐

39.2 Rock concerts can kill hair cells, and they don’t regenerate.
True ☐ False ☐

39.3 The coiled cochlea receives low frequencies in the larger part near the tympanic mem-
brane and higher frequencies near the small part at the end of the coil.

True ☐ False ☐

39.4 Normal hearing in a young person extends roughly from 20 to 20,000 Hz.
True ☐ False ☐

39.5 In the sound of a violin string with a fundamental of 250 Hz, the partials above the 10th 
partial are too high to be heard, even for someone with good ears.

True ☐ False ☐

39.6 A repetition pitch can be heard even if a source doesn’t repeat itself, for instance if the 
source is a simple clap of hands.

True ☐ False ☐

39.7 The perceived pitch of a sound is always one of the partials found from Fourier decompo-
sition of the sound.

True ☐ False ☐

39.8 Two loudspeakers are each playing nearly white noise of a monaural recording of sandpa-
per being used on wood. One speaker is 2 meters further from you than the other. There is 
a repetition pitch heard; the pitch changes when the distance becomes 3 meters.

True ☐ False ☐
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40 – Problem: Soundspace investigations

Read in Why You Hear What You Hear
Chapter 27: Modern Architectural Acoustics

Tools
Audacity (details on http://audacity.sourceforge.net/ )

In this problem set, you are going to investigate sound characteristics of an enclosed public 
space, such as a lecture hall, concert hall, dining hall, etc. You are going to make measurable 
and useful modifications to the sound space and compare the results.

40.1 Choose a space. 
 ✓ Make a picture that you will include in your homework. 
 ✓ Record a sharp pulse with Audacity (for instance, pierce a balloon).
 ✓ Find the RT60 for your chosen space. Remember that ΔdB/Δt = 60 dB/RT60 
Select in Audacity the Waveform (dB) view, in the Audio Track menu. Zoom on a linear portion 
of the decaying sound. Read ΔdB on the vertical scale, and Δt on the horizontal scale.

Figure 81: Linear decay shown in Audacity

40.2 Using formulas 27.15 and 27.16 in Why You Hear What You Hear, make a Sabine 
analysis of the space (estimate volume, surfaces, and materials) and calculate the RT60. 
Show your work. Use the absorption coefficients given, for instance for 1000 Hz, on 
http://www.sengpielaudio.com/calculator-RT60Coeff.htm. α for an open window is 1. 
Check out the RT60 calculator as well: http://www.sengpielaudio.com/calculator-RT60.htm.  
Compare your result to your measurement from question 40.1.

40.3 Now, make measurable and useful modifications to the sound space and compare the 
results. Ideas for investigation: 

 ✓ modify the sound space significantly, enough to get a different RT, and discuss the theory 
and findings of such modification (e.g. large windows opened, curtains drawn or opened, 
the space compared with and without people in it, etc.)

 ✓ make measurements in different parts of the room and check the theory that the RT does 
not depend on where the measurement is done;

 ✓ use sound impulses with contrasting spectral characters, i.e. one mostly low frequencies, 
one mostly high frequencies (using different sound pulse sources like high pitched metal 
objects versus low pitched ones, or two types of hand clap); see if low frequencies have a 
different RT than high ones.

40.4 Discuss whether the soundspace would be good for speech or music, or neither, and why.
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